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Abstract 

 

Title: An Assessment of Image-Cloaking Techniques Against Automated Face 

 Recognition for Biometric Privacy 

Author: Brandon Scott Ledford 

Advisor: Michael King, Ph.D. 

Over the past two decades, Americans have aggressively increased the amount of 

facial data uploaded to the internet primarily via social media. This data is largely 

unprotected due to the dire lack of existing regulations protecting users from large 

scale face recognition in the United States, where the value of data trade is in the tens 

of billions. In its current state, facial privacy in the United States depends on 

American corporations opting not to collect the public data, an option rarely chosen. 

Much research has been done in the area of suppressing recognition abilities, giving 

users the ability to protect themselves. In our experiment, two techniques made 

publicly available: the Fawkes and LowKey algorithms are evaluated on their 

effectiveness in suppressing identification rates when applied to personal images. 

Through detailed assessment of match characteristic data, match score distributions, 

and image observations, we find that each algorithm performs where the other falls 

short both in identification suppression and preservation of the original image. The 

achieved results reveal a plethora of use cases for the currently available technology 

in addition to the reality that image cloaking techniques targeting social media use, 

both present and future, face a strict constraint of preserving image quality to the 

human eye while achieving enough perturbation to measurably increase users’ 

privacy. 



iv 

 

Table of Contents 
 

Abstract .................................................................................................................... iii 

List of Figures .......................................................................................................... vi 

List of Tables.......................................................................................................... viii 

Chapter 1 Introduction ............................................................................................... 1 

1.1 Motivation ........................................................................................................ 1 

1.2 Objectives ......................................................................................................... 2  

1.3 Achieved Results .............................................................................................. 3 

1.4 Thesis Outline ................................................................................................... 4 

Chapter 2 Background................................................................................................ 5 

2.1 Importance of Biometric Data .......................................................................... 5 

2.3 Value of Biometric Data ................................................................................... 6 

2.4 United States Data Collection Laws ................................................................. 8 

2.5 Face Recognition ............................................................................................ 11 

2.6 Face Recognition Controversy ....................................................................... 14 

Chapter 3 Related Works ......................................................................................... 17 

3.1 Suppressing Facial Classifiers ........................................................................ 17 

3.2 Image Cloaking .............................................................................................. 18 

Chapter 4 Experiment Design .................................................................................. 20 

4.1 Problem Statement ......................................................................................... 20 

4.2 Tool Selection ................................................................................................. 20  

4.3 Dataset ............................................................................................................ 23 

4.4 Measurements of Effectiveness ...................................................................... 24 

4.4.1 Cumulative Match Characteristic Performance ....................................... 24 

4.4.2 Same-Subject Similarity Score Reduction ............................................... 28 

4.4.3 Match Score Distribution and D-Prime ................................................... 29 

4.5 Methods .......................................................................................................... 30 

4.5.1 Uncloaked Baseline Similarity Matrix and CMC curve .......................... 30 



v 

 

4.5.2 Image Cloaking ........................................................................................ 31 

4.5.3 Cloaked Image Similarity Matrix and CMC curve .................................. 31 

4.5.4 Match Score Distributions and D-Prime .................................................. 32 

Chapter 5 Experimental Results ............................................................................... 33 

5.1 Image Cloaking .............................................................................................. 33 

5.2 Recognition Algorithm Matching Effectiveness ............................................ 37 

5.3 Cumulative Match Characteristic Performance.............................................. 38 

5.3.1 Uncloaked Match Performance ............................................................... 38 

5.3.2 Fawkes Cloaked Performance ................................................................. 40 

5.3.3 LowKey Cloaked Performance ................................................................ 42 

5.4 Similarity Score Reductions ........................................................................... 44 

5.4.1 Fawkes Similarity Scores ........................................................................ 44 

5.4.2 LowKey Similarity Scores ....................................................................... 45 

5.5 Match Score Distributions and D-Prime ........................................................ 46 

5.5.1 Uncloaked Dataset Match Score Distributions ........................................ 46 

5.5.2 Fawkes Cloaked Dataset Match Score Distributions ............................... 47 

5.5.3 LowKey Cloaked Dataset Match Score Distributions ............................. 49 

5.5.4 D-Prime Reduction .................................................................................. 51 

Chapter 6: Conclusions ............................................................................................ 52  

6.1 Importance of Image-Cloaking ...................................................................... 52 

6.2 Identification Reduction ................................................................................. 52 

6.3 Effectiveness vs Preservation ......................................................................... 53 

6.4 Future Work ................................................................................................... 53 

References ................................................................................................................ 55  

Appendix A Python 3 Project Code ......................................................................... 59 

 



vi 

 

List of Figures 

 

Figure 1: Experiment Workflow ................................................................................ 3 

Figure 2: Global Big Data Market Value History and Forecast................................. 7 

Figure 3: Social Media Use by Percentage of U.S. Population ................................. 9 

Figure 4: Levels of Feature Extraction Detail .......................................................... 12 

Figure 5: Biometric Identification System Workflow ............................................. 13 

Figure 6: Fawkes Standalone Application ............................................................... 21 

Figure 7: LowKey Web Form .................................................................................. 22 

Figure 8: CFP Database Samples ............................................................................. 24 

Figure 9: Low vs High Performing Matching Algorithm CMC Curves .................. 25 

Figure 10: High vs Low Perofrming Cloaking Techniques ..................................... 27 

Figure 11: Similarity Score Degradation through Cloaking .................................... 28 

Figure 12: Match Score Distribution Diagram......................................................... 29 

Figure 13: Template for Similarity Matrix............................................................... 32 

Figure 14: Cloaking Sample 1 (Fawkes) .................................................................. 34 

Figure 15: Cloaking Sample 1 (LowKey) ................................................................ 34 

Figure 16: Cloaking Sample 2 (Fawkes) .................................................................. 35 

Figure 17: Cloaking Sample 2 (LowKey) ................................................................ 35 

Figure 18: Cloaking Sample 3 (Fawkes) .................................................................. 36 

Figure 19: Cloaking Sample 3 (LowKey) ................................................................ 36 

Figure 20: Match Performance Comparison of COTS and Arcface ........................ 39 

Figure 21: Match Performance of Fawkes-Cloaked Images .................................... 41 

Figure 22: Match Performance of LowKey-Cloaked Images .................................. 43 

Figure 23: Uncloaked Dataset Match Distribution (Arcface) .................................. 47 

Figure 24: Uncloaked Dataset Match Distribution (COTS) .................................... 47 

Figure 25: Fawkes Match Score Distribution Changes (Arcface) ........................... 48 

Figure 26: Fawkes Match Score Distribution Changes (COTS) .............................. 48 

Figure 27: LowKey Match Score Distribution Changes (Arcface) ......................... 50 



vii 

 

Figure 28: LowKey Match Score Distribution Changes (COTS) ............................ 50 

Figure 29: Script: Feature Extraction and Matching ................................................ 59 

Figure 30: Script: Matching Algorithm Performance .............................................. 60 

Figure 31: Script: LowKey/Fawkes CMC Curve Generation .................................. 61 

Figure 32: Script: Fawkes/LowKey Similarity Score Reduction Analysis .............. 62 

 

  



viii 

 

List of Tables 

 

Table 1: Matching Algorithm Performance ............................................................. 37 

Table 2: Fawkes Overall Similarity Score Reduction .............................................. 44 

Table 3: LowKey Overall Similarity Score Reduction ............................................ 45 

Table 4: D-Prime Values .......................................................................................... 51 

 



1 

 

Chapter 1 
Introduction 

 

1.1 Motivation 

In an age of modern social media, the average individual is supplying an 

enormous amount of valuable data voluntarily without awareness of its value or 

exploitability. Providing technologies that can increase the privacy of those that 

desire it is one small but critical step toward an age of online privacy through 

explicit consent. Our current regulatory status in the United States is less than 

adequate to protect its citizens from unwanted usage of data and instead is self-

regulated by the very entities that desire near-unlimited access to this same data. 

For this reason, it falls to the privacy-driven research community to develop 

techniques for those that enjoy the accessibility and quality-of-life improvements 

offered by current social networks but desire more control over which data is being 

sacrificed in the process. 

A popular, yet critical form of this data is your face. While giving your 

device access to facial data can offer quicker methods of authentication and 

sometimes, a more secure form, there are far more profitable uses for this data from 

the perspective of corporations and government entities, for instance, large-scale 

face recognition. Many are aware of the technology and may even be bothered by 

it, but do not have access to technology that can prevent it while allowing the same 

usage habits of social media. The goal of this thesis is to assist in the evaluation of 

currently available technologies and techniques that can offer the solution of 

concealing users from unwanted data collection, specifically face data extracted 

from uploaded images.  

  



2 

 

1.2 Objectives 

There will be three primary objectives for the experiment relevant to the project 

motive: 

1. Determine whether chosen available cloaking technologies can cause a 

measurable reduction in either open-source or commercial face recognition 

software’s ability to identify subjects. This will be measured based on the 

resulting CMC curves. A successful cloak will shift the curve on average 

downward, resulting in each face recognition requiring a higher rank ‘t’ to 

achieve a 99% identification rate. 

2. Determine each cloaking technique’s ability to reduce detected feature 

similarity between same-subject images. This offers a more granular 

representation of performance and offers a second perspective outside of the 

CMC curves representing the pass/fail metric of simply whether users were 

identified or not. 

3. Determine each cloaking technique’s ability to create a shift in match score 

distributions and d-prime value. In causing a greater overlap of genuine and 

imposter score distributions, the cloaking technique will have increased the 

false-accept and false-reject error rates within the matching algorithm. 

Figure 1 details the process flow of the experiment, tracking the database as 

it is cloaked by each technique and later compared to the unmodified database 

through both the open-source matching algorithm (Arcface) and the selected 

commercial-off-the-shelf (COTS) algorithm. 
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Figure 1: Experiment Workflow 

1.3 Achieved Results 

In this project, we find that currently available image-cloaking techniques 

are sufficient in reliably degrading both open-source and commercial face 

recognition capabilities to a moderate and minimal extent. Performance varies 

widely between techniques and consideration of the benefits and drawbacks of each 

should be conducted when choosing cloaking technologies. 

 We find that while the Fawkes algorithm for cloaking images provides a 

small margin of reducing recognition abilities, the resulting images are better 

preserved than the LowKey counterparts. The LowKey cloaking technique provides 

overwhelmingly promising results in degrading both open-source and selected 

commercial face recognition in the subsequent CMC curves. LowKey tends to 

more aggressively target the recognizable curves and features in the faces, resulting 

in less visually appealing cloaked images when intended for social media use. 
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While both have drawbacks, varying use cases can allow for optimized usage of 

each technique, such as cloaking primary user images with a less distorting 

algorithm, while the more effective and less appealing cloaked images may be 

uploaded through ‘sybil’ accounts, avoiding the need for attractive images while 

still feeding cloaked images to data-scraping under the same identity. 

1.4 Thesis Outline 

This chapter provided a general overview of the project including its 

motivation, objectives, and brief findings. Chapter 2 includes the background for 

this experiment, explaining the importance of the assessed technology from the 

perspective of both threats and vulnerabilities. Chapter 3 discusses the previous and 

related work in this field, detailing the various techniques of image perturbation 

seen in recent research. Chapter 4 provides the methods of the experiment in detail, 

including the dataset, cloaking and recognition technologies selected, and methods 

of measuring effectiveness. Chapter 5 discusses the results of the experiment, 

providing the CMC curves, similarity score reductions, and match score 

distribution/d-prime changes. Chapter 6 analyzes the results and provides insight 

into intended use cases, limitations, and future work suggestions. 
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Chapter 2 
Background 

 

2.1 Importance of Biometric Data 

For the vast majority of information security history, organizations relied on 

the protection of passwords to ensure confidentiality and integrity of critical data. 

Passwords have long proven reliable when used and protected correctly, but there 

are a plethora of events from the beginning of computer security where these 

passwords fail and/or are stolen. This poses a serious, but the short-term problem of 

critical data being exposed to unintended audiences. Breaches of passwords and 

user data have been treated in similar manners throughout the past few decades, 

depending on which entity is responsible for the breach. These follow-up actions 

usually include the following: a public apology, victim compensation/legal fine, 

along with changing all passwords related to the breach. Most losses are fiscal and 

temporary in these cases because passwords can be replaced and abandoned with 

little to no effort. The narrative changes drastically when biometric data is 

involved. 

 In August 2019, a company named BioStar 2 unintentionally exposed the 

biometric data of over 1 million users enrolled in their biometric security service, 

including fingerprint, facial, and password data. [1] While the credentials of these 

users can be easily reset, the facial and fingerprint data cannot, and that data is 

considered compromised permanently. For these users, their fingerprints, and faces 

may not be used ever again for high-security authentication due to the loss of 

biometric integrity. In an additional breach in 2019, the U.S. Customs and Border 

Protection found that a subcontractor had improperly stored and accessed facial 

data including 184,000 images taken during an introductory pilot program that 

captured facial data of travelers in domestic airports. [2] Due to a neglect of due 
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diligence, the facial data of these travelers are permanently compromised possibly 

without notification of the event occurring. 

 Biometrics were introduced as a convenient, and more secure alternative to 

passwords and worked well for their intended purpose. However, the exciting new 

technology was prematurely introduced into the mainstream implementations of 

personal security, with little precaution applied to storing and accessing the data 

through the internet instead of a closed biometric authentication network. 

Organizations continue to secure sensitive biometric data to the same standard as 

replaceable passwords, without proper understanding of the repercussions that 

come with a loss of biometric data. The routine failure of organizations to properly 

protect biometric data is enough reason for concern by users giving up precious 

data like their facial features, but unfortunately, this is only one threat of many to 

biometric data today. 

2.3 Value of Biometric Data 

Often referred to as “Big Data,” the limitless resource of captured digital 

actions has been growing in value aggressively in the last decade. Figure 2 shows 

both the historical data and a forecast of the market volume of Big Data from 2011 

to 2027. [3] The current 64 billion USD market value in 2021 represents the trade 

conducted simply over capturable actions by every user of available technologies in 

the past year. Included in this data is sensitive biometric data of millions of 

individuals unaware that their images and digital actions are being recorded by 

those seeking to gain from its value, whether that is monetary, or additional value 

to organizations such as time and efficiency. 
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Figure 2: Global Big Data Market Value History and Forecast 2011-2027 
Note. From Global Big Data market size 2011-2027, by Mlitz, K., 2021, 

(https://www.statista.com/statistics/254266/global-big-data-market-forecast/) 

This overwhelming price of data presents enough motivation for any 

capable entity to desire and develop the most efficient methods for capturing and 

storing the actions and characteristics of any identifiable person. Not only does this 

information have monetary value, but it also holds value in its potential for 

streamlining investigations and searches by national, state, and local governments. 

In a statement to the U.S. Government Accountability Office (GAO), ten federal 

agencies to include the departments of Agriculture, Commerce, Defense, Homeland 

Security, Health and Human Services, Interior, Justice, State, Treasury, and 

Veterans Affairs have stated their intentions to increase facial recognition 

capability considerably by 2023. [4] Despite the growing public concern of large-

scale facial recognition applications, the U.S. government cannot ignore the 

practical use of the technology in support of its duties. 
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2.4 United States Data Collection Laws 

Data Collection regulation varies vastly across different countries around 

the world. Some favor the end-user, whereas some favor the data collectors, 

whether intentionally or not. In the United States, data collection has become one 

of the largest sources of revenue within the last decade, with 2019 seeing $178 

billion in revenue generated by companies like Facebook and Google purely from 

targeted advertisement made possible through the collection of Big Data on U.S. 

citizens. [5] The vast fortune that is generated from selling personal data is enough 

motivation for technology companies to use any means necessary to get ahold of 

your data. However, in the case of the U.S., companies are largely allowed to use 

any means they desire, which causes a potential problem for citizens looking to 

preserve their privacy while still taking advantage of the convenience and luxury 

offered by modern technology. 

Data uploading through the usage of social media has exponentially grown 

over the past two decades as shown in Figure 3, with over 80% of the U.S. 

population using social media daily. By design, the exact mediums used to upload 

are used to collect and use that same information. Whereas 20 years ago, data 

collection was almost nonexistent as a massive capitol-generating business, by 

2011, that had already changed drastically with billions in trade of user data as 

discussed earlier. Fast forward to 2021, data collection has become a topic of 

concern in every person’s life to some extent.  
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Figure 3: Social Media Use by Percentage of U.S. Population 2008-2021 
Note. From Social Media Usage Statistics for 2021, by Baer, J., 2021. 

(www.convinceandconvert.com/social-media-research/social-media-usage-statistics) 

This rapid change in technology has caused the laws regulating the field to 

become dangerously outdated. Recently, the EU has introduced the General Data 

Protection Regulation (GDPR) which offers many protections for their residents 

against undisclosed data collection and retention for profit. While there are still 

concerns for privacy not explicitly protected under GDPR, this was a large step in 

the right direction for digital privacy. However, the United States has passed no 

such comparable regulation and is not expected anytime soon, at least not at the 

federal level. If it were possible, the U.S. state of privacy could benefit 

extraordinarily from implementing even a few key elements from the GDPR: 

proper notification of data collection, a right to object to such collection, right to be 

forgotten, a public right to participate in data collection implementations, and 

proper enforcement of regulations. [6] These five core principles would allow every 

citizen an acceptable amount of influence in the way data is being collected and 

used while still allowing the collection practices to occur. 

The roadblocks to data privacy in the United State are unfortunately rooted 

in the structure of U.S. law, and seemingly will not be overcome without 

unanimous initiative from all 50 states. By nature, U.S. data laws are sectoral in 
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that there is very little established regulation at the national level, and these 

protections need to be implemented by the states. The Constitution offers no clear 

definition of right and wrong for the field of data collection, and the Supreme Court 

has not established such a definition. In addition, the Federal Trade Commission 

(FTC), the primary enforcer for U.S. data regulation, offers little repercussion for 

violations of promised data collection agreements and is strictly reactive. Large 

corporations commonly shrug off the punishment and implement controls to 

prevent the practice in the future. As a result of the slim regulation at the national 

level, the states are left to govern data law themselves. 

The next big step forward in U.S. data collection regulation, the California 

Consumer Protection Act (CCPA), came from the need for the states to regulate 

themselves in the data collection field. The CCPA established a set of regulations 

for companies collecting data on California residents. While it was a strong effort 

toward privacy, there exist too many loopholes in the Act to truly protect 

consumers as was intended. First, the CCPA operates on an opt-out basis, forcing 

consumers to individually contact each company that has collected their data to 

ensure deletion. Second, interpretation of the law has already allowed companies to 

ignore it entirely; Facebook stated that the CCPA does not affect their data 

collection as the term “selling data” technically does not apply to Facebook’s 

business practice of “collecting and sharing” data, preventing any change at all 

under the CCPA. [7] While enforcement of the CCPA hasn’t been as successful as 

anticipated, it does establish important foundations for the definition of data 

ownership and monetary value, allowing for states to improve upon these modern 

acknowledgments of valuable personal data in the future. 

To achieve comparable protection of consumers to the EU’s GDPR, all 50 

states will need to improve upon existing regulations and definitions, as well as 

unanimously agree to implement and enforce the regulation at a state level. The 

largest obstacle to overcome will be establishing universal regulation and 

nomenclature that effectively applies to modern technology and data collection 
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tactics. Currently, those in charge of law-making fail to fully comprehend the 

definitions and concepts of advanced data collection enough to establish effective 

regulation that cannot be side-stepped by expert dissection and interpretation of Big 

Tech companies. [8] So much so, that even the companies themselves have 

acknowledged the risks they pose themselves. In June of 2020, Amazon released a 

statement establishing a one-year moratorium on the use of their commercial 

‘Rekognition’ platform for any use outside the preapproved organizations including 

those that support finding lost children. [9] This pause was created, voluntarily, to 

give the U.S. government extra time to act on laws and regulations that would 

properly protect those that find their images unknowingly immersed within several 

data collections for the purpose of surveillance. It stands to reason that while 

Amazon may have identified and mitigated their own crossing of boundaries, many 

others will not halt their practices in the name of privacy protection. 

 

2.5 Face Recognition  

Face recognition is a term used universally to describe various practices of 

utilizing face images to reference a target image and determine a match. More 

specifically, face recognition utilizes targeted features and characteristics within an 

image to extract enough information to uniquely identify any given person. The 

human eye can very easily distinguish the two subjects apart from each other 

without much thought, but algorithms need extracted distances, positions, and 

localized anomalies to apply effective matching calculations. In a traditional face 

recognition system, a baseline must first be established through ‘enrollment’ where 

features are extracted from multiple images of a subject to establish a baseline for 

later comparison. The varying levels of features extracted are shown in Figure 4 

and include the general shape and outline of a face, the structure of facial 

components such as hair, nose, ears, mouth, and eyes, and even details like 

freckles, wrinkles, and scars. A given face recognition system will have a unique 
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way to extract these features and store the data for later comparison. Once these 

features are collected over several sample images, the system can then extract the 

same features from a new image and decide whether it has a close match for those 

features stored within its samples. 

 

Figure 4: Levels of Feature Extraction Detail 

When identification is later requested, a ‘probe’ image is presented of an 

unknown person. The probe image is a new sample of face data given to a 

matching algorithm to compare to the previously established baseline data, 

determining whether a match can be made. The same feature extraction is 

performed, and features are then compared to all previously enrolled features to 

determine several top results. These top results represent the most likely identity of 

the probe image presented. Figure 5 depicts the overall workflow of a biometric 

identification system in detail. 
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Figure 5: Biometric Identification System Workflow 

Generally, face recognition is used for two main purposes: authentication 

and identification. Authentication answers the question: Is this person who they 

claim to be? For the purpose of authentication, a user that has been enrolled in a 

system presents their face as the probe image with a claim of identity. The face 

recognition system will then fetch the stored data for the claimed identity and 

determine if the probe image matches the enrolled data for that person. This is done 

by an established ‘threshold’ that is selected and varies depending on the matching 

algorithm effectiveness and the dataset. For example, if the chosen threshold for the 

system is 60%, then any given user must present a probe image that returns at least 
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a 60% similarity to the enrolled face data to be properly authenticated. The 

threshold is decided through a receiver operating characteristic (ROC) curve that 

depicts a range of possible thresholds and their resulting error probabilities for 

falsely authenticating an imposter or rejecting a genuine user. Based on the security 

need as well as desired user experience, an acceptable error rate for each is chosen 

by deciding on a threshold. 

Identification answers the question: Who is this person? The problem of 

identification is more complicated than authentication as there is no target identity, 

and every identity available in the dataset must be considered a possibility. In an 

attempted identification, a probe image of a user’s face is presented to the matcher. 

The features of the probe image are then compared to every available sample in the 

database, and a ranked list of possible matches is generated. Typically, a threshold 

is not used for identification, but a rank. Most face recognition systems used for 

identification return a list of possible matches to the probe image by similarity 

rank, allowing for rapid consolidation of possible matches to then be passed to the 

ability of the human eye to determine which image from the list best matches the 

probe identity. The capabilities and possible repercussions of identification through 

face recognition will be the focus of this project. 

2.6 Face Recognition Controversy 

In 2021, most people have encountered some form of facial recognition in 

their lives. For better or for worse, this technology has become a standard for 

security across many commercial applications. The most common use today is for 

biometric authentication, especially for access to smartphones and laptops. Both 

Apple and Microsoft have implemented their own versions for allowing users to 

access their devices, offering a seamless unlocking method, and for most, this does 

not bother them. The important justification, in this case, is a user giving up some 

amount of privacy, and in return, receives access to quality-of-life improvements 

such as not requiring a password. 
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The narrative begins to change when the face data of subjects are being 

used with no benefit offered in return. As proven in recent data collection research, 

collecting large datasets of identified face data can be performed by simply taking 

them. [10] Complex, identity-labeled datasets can simply be scraped from social 

media sites, even extracted multiple identities from a single person’s images. This 

practice has already been in use for some time, with many sparking controversies in 

the public’s eye. In 2018, Cambridge Analytica, a British consulting firm was 

revealed to have been engaged in this method as far back as 2013. The company 

utilized public profiles of social media sites to scrape images and amass a database 

of face identities as a result of users self-identifying by simply posting pictures. 

The most common safeguard in practice today is to set all social media profiles to 

‘private’ allowing only chosen friends access to your images. Even this practice 

was proven to be fruitless when the collection methods were shown to include 

“quizzes” within Facebook where users unknowingly gave access to not only their 

images but their friends’ images as well, bypassing the ‘private’ settings many had 

applied to their accounts hoping to avoid data leakage outside pre-authorized 

friends. [11]  

While the particular use of hidden disclosures of social media friends’ 

images has sparked lawsuits for Cambridge Analytica, other companies have 

employed the technique of simply scraping publicly available images and using 

them to train large-scale face recognition models for various private and public 

sector uses. Clearview AI, a U.S.-based company geared at providing universal 

face recognition has gained its massive dataset from publicly available social media 

sites. With access to over 3 billion images scraped from the internet, Clearview AI 

has access to unprecedented face data simply from collecting what was already in 

the open. [12] However, when their methods became public, a few companies have 

responded with cease-and-desist orders, claiming these actions violate usage terms. 

[13] The reactive nature of data collection preventions in the United States allow 

companies like these to collect at will, and face repercussions later if deemed to be 
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illegal, but most often, the damage to user privacy cannot be undone, especially in 

these cases of face data. 

Mass-collection of face data by large companies for profit is not the only 

concern for privacy implications of face recognition. In 2011, a team of researchers 

in the face recognition field used off-the-shelf face recognition software to 

experiment on the reliability of cross-identifying users online across sites. [14] The 

most eye-opening experiment was the comparison of Facebook and Match.com. 

Users on Match.com are anonymous and only show selected images from the user; 

however, when face recognition software is applied to the collected Facebook 

images of tens of thousands of users, these faces can then be identified by full 

names and friends lists on their Facebook profiles. The experiment concluded with 

the resulting ability to identify up to 10% of anonymous profiles on Match.com 

through face matching to their corresponding Facebook profile, thereby stripping 

privacy from anyone with publicly available images of themselves on the internet.  

In similar fashion, another group utilized public cameras in a park in New 

York City to track a professor’s daily movements during lunch breaks. [15] The 

cameras were initially installed for the purpose of seeing the park online to check 

on availability of space and weather, but with modern face recognition technology, 

this group was able to track and identify through the University’s website, one of 

the professor’s daily walking routines. While many would agree these capabilities 

are alarming, few are even aware they exist, and fewer yet have the knowledge to 

combat them. With the permanent repercussions of privacy loss in the biometric 

field, more education needs to take place both within the government and within 

online users to allow for growth in the privacy domain. Without regulations on 

biometric data collection, internet users are exposed to countless threats to their 

anonymity and right to privacy. 

  



17 

 

Chapter 3 
Related Works 

 

3.1 Suppressing Facial Classifiers  

Techniques involved in face recognition vary across applications, but the 

importance of facial classifiers remains the same. For a matching algorithm to 

function properly, it must first extract identifiable features from each image. These 

features are then compared using varying techniques to achieve a similarity score. 

In the current research, these features are even being broken down into individual 

classes for not only identifying overall matching, but also for predicting 

characteristics of an individual including gender, race, and age. 

 Mirjalili, Raschka, and Ross initially developed [16] and later improved 

upon a semi-adversarial network aimed at suppressing individual class identifiers 

rather than simply suppressing the overall match results. [17] The improved model 

shows the ability to suppress unseen classifiers, drastically improving 

“generalizability”, or the model’s ability to suppress every reliable gender 

classifier, creating a model that leaves behind no feature that can reveal gender with 

certainty by itself. The resulting images are classified with a 49% equal error rate 

for predicting gender, where a 50% EER is desired for optimal gender anonymity 

while preserving comparable overall match rates to the original images. 

 In 2020, this same research is taken even further with their introduction of 

PrivacyNet, a collection of semi-adversarial network implementations to not only 

suppress gender classifiers in images but also age and race. [18] Performance of the 

model when testing with commercial off-the-shelf software to predict classes 

shows an EER increase from 1% to up to 40% in gender, an EER increase from 1% 

to up to 20% in race, and an increase in age uncertainty from ~5 years to up to 20 

years. The resulting ROC and CMC curves from the perturbed images also show 
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unprecedented match accuracy similarity to the original images as compared to 

similar research, providing a compelling solution for drastically increasing privacy 

in images while retaining their practical uses. Research providing the ability to 

compartmentalize classes in biometric information is critical to preserving the 

privacy of individuals while still allowing the ability to use this information for the 

intended use cases.  

In the future, similar practices, such as removing familial identifiers [19] 

that encourage distillation and separation of images and classifiers could be 

implemented in a similar way to other sensitive information storage regulations in 

which only the information needed to perform the intended actions are stored, 

while the rest is discarded, reducing the threat that originates from collecting 

sensitive information with disregard to the collateral risk of overcollection. 

3.2 Image Cloaking 

While the use case for semi-adversarial networks suppressing classifiers is 

compelling and will be highly valuable to the privacy community, there also exists 

research with the broader focus of simply degrading face recognition match 

performance through image cloaking. These techniques aim to preserve image 

quality and human recognizability while offering privacy benefits when the images 

are used in datasets unknown to the user. This type of cloaking will be the primary 

focus of this project, as we want to focus on the technology available for use by the 

average privacy enthusiast without requiring extensive knowledge in the field. 

 The Fawkes cloaking technique, developed by researchers from the 

University of Chicago, offers exactly the product in focus: an image-cloaking 

software aimed to reduce face recognition effectiveness while preserving image 

quality to the human eye, all within an easy-to-use standalone executable. [20] The 

Fawkes algorithm operates under the ideology that when a face recognition 

algorithm is being trained, the target for recognition can be shifted towards a 
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completely different subject than desired through perturbations targeting the feature 

extractor. This causes the recognition algorithm into convincing itself that you look 

like someone else and will in theory fail to match your real picture to the images it 

used to train itself. The targeted areas for perturbation are specifically those that are 

unseen to the human eye, thereby causing negative face recognition results while 

providing no major difference in human perception of the same image. When 

applied to commercial off-the-shelf face recognition, the team reports a 95% 

success rate for preventing subject identification after training the recognition 

software with the cloaked images, even in black-box scenarios where the feature 

extractor may be different from that in the Fawkes algorithm. 

 The LowKey cloaking technique, developed by a research team from the 

University of Maryland and the US Naval Academy, offers a similar face value of 

cloaking user images to preserve overall features apparent to the human eye, while 

still modifying those same features to poison a face recognition algorithm. [21] The 

LowKey software is not offered as a standalone program but as a webpage that will 

take submitted images from users and send the modified images back to the user 

through email. To achieve the cloaked images, the LowKey attack targets the 

feature space of images, maximizing the distance from the original image features, 

while minimizing the distance between perceivable features, applying Gaussian 

smoothing, forcing the alterations to result in smoother, more aesthetically pleasing 

lines, rather than noisy, sharp lines easily recognized by the human eye. The attacks 

can be performed in various strengths, offering a gradient of protection vs visible 

alterations. Both the Fawkes and LowKey algorithms will be the subject of this 

project, evaluating claims from a different perspective as these are both techniques 

offered to the average social uploader on various social media sites and need to be 

put into practical use before they can change our privacy for the good. 
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Chapter 4 
Experiment Design 

 

4.1 Problem Statement 

We have presented strong evidence of a threat to the privacy of those 

uploading images of themselves and others to public social media websites that are 

clear and attractive targets for those that seek to build large-scale databases to 

identify individuals based on their own images. The premise of the experiment is to 

determine the viability of publicly available image cloaking tools as a method for 

modern social media users to protect the privacy of their biometric identity from 

large-scale facial recognition algorithms while maintaining current uploading 

habits. Many techniques exist that strive to preserve the privacy of users present in 

public images, while few may prove to be both effective and available to those that 

desire to use them. 

 

4.2 Tool Selection 

In choosing tools for efficacy testing, certain traits needed to be met for a 

proper, non-biased assessment. For the face recognition software, two tools were 

chosen: Arcface [22] and a commercial off-the-shelf algorithm (COTS). Arguably 

the leader in open-source face recognition, Arcface fits the bill for both 

transparency and effectiveness. Using an open-source tool allows an assessment of 

a given cloaking technique against known facial recognition techniques without 

being concealed as protected intellectual property. Arcface also provides 

unprecedented accuracy in recent years for face recognition techniques, allowing 

for a clear comparison between control and cloaked results. The COTS algorithm 

offers another perspective of cloaking effectiveness, where the specific technique 

of face recognition used is not revealed as it is commercial software operated with a 
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purchased license. Testing cloaking effectiveness against the COTS algorithm will 

prove to some extent, the ability of each cloaking technique to mislead ‘black box’ 

software, without prior knowledge of the applied recognition techniques. 

While selecting tools that offer image cloaking to deceive state-of-the-art 

face recognition, few offer both promising results of their technique as well as offer 

the software for personal use. Both LowKey and Fawkes cloaking tools allow 

anyone to utilize their research for increasing their privacy through image cloaking. 

Fawkes offers a standalone executable for download as well as a GitHub repository 

for advanced users; the standalone application is shown in Figure 3. LowKey offers 

access to a webpage that allows an image to be uploaded and will send the resulting 

cloaked image to an email address when provided as shown in Figure 4.  

 

Figure 6: Fawkes Standalone Application 
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Figure 7: LowKey Web Form 

Both cloaking techniques are meant to be used for leaking cloaked images 

to “trackers,” or any software deployed to scrape large amounts of facial images 

from public websites and train their software to recognize new images of the users. 

When cloaked images are leaked and used to train an algorithm to recognize the 

subject, the features of the cloaked images are advertised to have enough 

perturbation in them to cause the facial recognition to fail to identify a new, 

uncloaked image of the same subject. In our testing, efficacy is instead assessed 

based on the cloaking technique’s ability to purely manipulate facial features in a 
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way that harms a face recognition software’s ability to identify a given subject 

rather than training an algorithm with modified images. While this does not follow 

the specific intended use case, it allows a clear view into whether the cloaking is 

done in a way that modifies core face features, futureproofing the work until a new 

feature-extraction technique is discovered, or if a certain technique has been 

performed with the intent of harming only certain recognition techniques based on 

a set of perturbing artifacts discovered through machine learning on limited 

datasets. 

4.3 Dataset 

Both selected tools utilize machine learning to a certain capacity to create 

their algorithms. As a result, while choosing a database, it was important to find 

one that had not been used to train either tool as this would result in an unfair 

advantage outside the scope of our testing. For our experiment, we chose the 

Celebrity Frontal Profile (CFP) dataset, a common and easily accessible dataset 

that had not been used to train either machine learning algorithms used for testing 

and development of Fawkes or LowKey techniques.  

To further simplify and standardize the testing, only the frontal angled 

images were used for testing, resulting in 5,000 images total with 500 subjects, 10 

images each. Figure 5 shows examples of the dataset images and the extent of 

obstacles to facial features present on the images such as sunglasses, varying facial 

hair, facial expressions, etc. These obstructions will prove useful in evaluating the 

effectiveness of both the recognition software as well as the cloaking techniques’ 

abilities to work outside the scope of ordinary faces. 
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Figure 8: CFP Database Samples 

4.4 Measurements of Effectiveness 

In our experiment, a full examination of the cloaking techniques’ direct effect 

on machine learning algorithms was not viable under logistical constraints. To best 

achieve a similar experiment design, we select two pre-trained face recognition 

models to produce results, one open-source and one commercial-off-the-shelf. This 

may not yield proportionate results to those in each respective prior research results 

but will nevertheless provide insight to the feature modifications done by the 

cloaking techniques, and still provide adequate efficacy metrics for comparable 

evaluation. The following are the primary metrics for evaluation: 

1. Cumulative Match Characteristic Performance Degradation 

2. Same-Subject Similarity Score Reduction 

3. Match Score Distribution and D-Prime 

4.4.1 Cumulative Match Characteristic Performance  

The experiment will use cumulative match characteristic (CMC) curves as 

the primary measurement of success to allow a proper representation of each 

technique’s ability to degrade the identification abilities of each face recognition 

software rather than authentication. CMC curves, as shown in Figure 4, display the 
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overall ability of a matching algorithm to place a subject’s corresponding images 

within the top ‘t’ results for identification by similarity. A higher-performing face 

recognition technique will yield a CMC curve originating higher at rank 1 and 

approaching 100% identification rates at a lower rank ‘t’. 

 

Figure 9: Low vs High Performing Matching Algorithm CMC Curves 
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We use the cumulative match characteristic (CMC) curves of each database 

to measure the rank ‘t’ identification accuracy of each face recognition software 

before and after image cloaking. The CMC curves aptly capture any given 

recognition algorithm’s ability to identify a given user within a dataset. As we are 

focusing on the degradation of identification abilities, this metric serves as our 

primary measure of success. Figures 4.3.1.1 and 4.3.1.2 portray this visualization in 

both scenarios, one where a cloaking technique was highly effective, and one in 

which the cloaking was less effective. As the CMC curve drops lower, this 

represents an increasing amount of imposter images scoring higher in similarity 

than the images of the desired subject, thus resulting in a successful increase in 

image privacy. 
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CMC Curve (High Cloaking Effectiveness) 

 
CMC Curve (Low Cloaking Effectiveness) 

 

 

Figure 10: High Performing Cloaking Technique (top) vs Low performing (bottom) 
Portrayed by CMC Curves 
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4.4.2 Same-Subject Similarity Score Reduction 

In addition to CMC curves, an assessment is conducted purely on each 

technique's ability to reduce similarity scores of images when compared to images 

of the same subject. The resulting average reduction will give insight into an 

overall reduction of feature similarity regardless of CMC curve performance. In the 

case of a high-performing matching algorithm, images cloaked to a measurable 

reduction in similarity may still yield an unaffected CMC curve. Figure 7 depicts 

the results of a comparison between same-subject images before and after one 

image is cloaked. The similarity score is reduced when the recognition software 

only has a cloaked image to compare to the probe image instead of an uncloaked 

image which causes a lower-performing identification rate when the reduction is 

great enough. This additional metric allows for another perspective of performance 

in each technique regardless of imposter scores. 

 

 

Figure 11: Demonstration of Similarity Score Degradation through Cloaking 
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4.4.3 Match Score Distribution and D-Prime 

Match score distribution is yet another valuable metric in determining the 

efficiency and performance of a matching algorithm in any biometric system. 

Figure 10 depicts the different aspects of the distribution graph. Both the imposter 

and genuine distributions are overlayed as shown by the two curves. The threshold 

of acceptance is decided upon depending on each system and is the deciding factor 

when accepting or rejecting a user. The goal of any biometric system is to minimize 

the rates at which users are falsely accepted when the identity is different as well as 

users falsely rejected where the identity is the same. These are referred to as false 

reject and false accept. The presence of these can be represented in the match 

distribution graph as the areas under the intersection of the distributions as shown 

in the figure.  

 

Figure 12: Match Score Distribution Diagram 
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 In the case of our experiment, we can use this graph to visualize the overlap 

of the genuine and imposter distributions. The goal of each cloaking technique will 

be to maximize the false rejections and false acceptance by showing a larger 

overlap in the two distributions. 

 In addition to the match score distributions, d-prime is another metric 

within biometric authentication used to determine the overall effectiveness of a 

matcher on a database. The d-prime calculation is done utilizing the differences 

between both means and standard deviations of the genuine scores and imposter 

scores. This single resulting value represents the overall ability of the matcher to 

distinguish between a genuine and imposter image. The higher the d-prime value, 

the better the matcher is at polarizing the genuine scores and the imposter scores, 

allowing less room for error in identification.  

4.5 Methods 

 

4.5.1 Uncloaked Baseline Similarity Matrix and CMC curve 

To reveal the effects of the cloaking techniques on the recognition software, 

we first need to test the baseline performance of each recognition software on the 

dataset. In the case of Arcface, we first need to extract feature files for each image 

in the dataset which will then be used to calculate cosine distances that make up the 

similarity matrix. The resulting matrix will be a basic representation of Arcface’s 

ability to match and identify subjects. In the case of the COTS algorithm, our 

database is simply enrolled, and subsequently, each image is then presented to the 

program, creating the resulting similarity matrix. From each matrix, we can extract 

a Cumulative Match Characteristic (CMC) curve that will present the identification 

rate of the recognition software given a rank ‘t,’ meaning that the subject has 

appeared in the top ‘t’ results for similarity. 
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4.5.2 Image Cloaking 

In this segment of the experiment, parameters are chosen for each cloaking 

software and the techniques are applied to the dataset. LowKey’s strength ranges 

are performed as iterations of the attack; 50 iterations is the default strength and 

will be used for this experiment. Fawkes has four strength categories: minimum, 

low, medium, high. The default, and only available option in the standalone 

executable, is low, but for this experiment, we chose to apply the ‘medium’ 

cloaking setting through the source code to allow comparable strength selection to 

LowKey. For this experiment, the GitHub repository was used for Fawkes testing, 

and for LowKey, source code was provided by the University of Maryland to allow 

quicker batch processing of the dataset. This allowed for the smoother processing 

of many images. Each of the techniques are applied to the database, producing a 

total of 15,000 images: 5,000 uncloaked, 5,000 Fawkes-cloaked, and 5,000 

LowKey-cloaked. It is expected for each of the cloaking techniques to fail in a 

small percentage to process certain images as a result of undetectable faces within 

the dataset. These failures will be recorded as a tertiary observation of efficacy 

within the results. 

4.5.3 Cloaked Image Similarity Matrix and CMC curve 

After producing the new 15,000-image database, a new similarity matrix will 

be produced. All 15,000 images are supplied to each recognition software (Arcface 

and COTS), producing two 15,000 x 15,000 similarity matrices. Figure 11 

represents the template for the similarity matrix generated by each recognition 

software. From these, data can be extracted for any of the comparisons at any time 

instead of producing two separate matrices for each cloaking method. From the 

matrices, we produce two new CMC curves. The first compares the baseline 

Arcface CMC curve to both the LowKey and Fawkes CMC curves, while the 

second compares the baseline commercial off-the-shelf CMC Curve to the LowKey 
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and Fawkes CMC curves. The following observations can be made from produced 

graphs when similarly scaled: 

1. Arcface vs COTS recognition performance 

2. LowKey vs Fawkes identification reduction as evaluated by Arcface 

matching 

3. LowKey vs Fawkes identification reduction as evaluated by COTS 

matching 

 

Figure 13: Template for Similarity Matrix 

4.5.4 Match Score Distributions and D-Prime 

To visualize the effects of the cloaking techniques on the match score 

distributions, we will utilize the generated similarity matrix to plot each distribution 
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for the uncloaked, Fawkes-cloaked, and LowKey-cloaked datasets as assessed by 

both Arcface matching as well as the COTS matching algorithm. The resulting 

graphs will show a shift in distributions from uncloaked to cloaked, increasing the 

area underneath the overlapped distributions, if cloaking is successful. As yet 

another metric in determining the effect of the cloaking techniques on each 

matching algorithm, the d-prime value before the cloak is applied will be compared 

to the reduced d-prime value after cloaking. The greater the reduction in d-prime, 

the greater the cloaking effect on the dataset and matching algorithm. 

Chapter 5 
Experimental Results 

 

5.1 Image Cloaking 

All 5,000 subject images were cloaked by each of the cloaking techniques, 

and three examples are shown in Figures 12 through 17. While each technique 

causes perturbations apparent to the human eye, the resulting changes vary greatly 

across the different complexions, races, ages, and genders. While not within the 

scope of this experiment, an assessment of the resulting identification rates across 

race, gender, and age could reveal an additional obstacle to cloaking technology in 

the future. Each of the techniques strive to create as little visual perturbation as 

possible as seen by the human eye, and in many images, the changes are miniscule 

but for some, the changes can be immediately apparent, mainly in images of people 

with fewer natural curves and wrinkles in their face as well as those with fairer 

complexions. 
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Figure 14: Sample 1 Original Image (left) and  
Resulting Fawkes Cloaked image (right) 

 

 

Figure 15: Sample 1 Original Image (left) and  
Resulting LowKey Cloaked image (right) 
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Figure 16: Sample 2 Original Image (left) and  
Resulting Fawkes Cloaked image (right) 

 

 

Figure 17: Sample 2 Original Image (left) and  
Resulting LowKey Cloaked image (right) 
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Figure 18: Sample 3 Original Image (left) and  
Resulting Fawkes Cloaked image (right) 

 

 

Figure 19: Sample 3 Original Image (left) and  
Resulting LowKey Cloaked image (right) 
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5.2 Recognition Algorithm Matching Effectiveness 

While the face recognition software is not the focus of this experiment, it is 

important to establish a reference point for both the Arcface and COTS algorithms. 

Table 1 outlines the results of each baseline test using the uncloaked database. The 

specific metric of the distance between the lowest genuine and highest imposter 

shows the matching algorithm’s ability to polarize the features of the correct 

subject and the imposters. For instance, on average, the same-subject image of a 

probe image that scores the lowest in similarity by Arcface still out-scores the 

highest similarity of the imposters by almost 20%. The chosen COTS algorithm has 

an average difference of about 4%; from this, we can see Arcface has proven to be 

highly efficient in classifying the database images, leaving room for outliers in the 

dataset to still be properly classified even with artifacts that can sway the features 

by over 15% similarity. Still, in some cases, the outliers can cause misclassification 

as seen with the negative minimum scores. Arcface has a minimum of -24%, 

meaning the largest error in classification scored an imposter 24% higher than the 

lowest genuine, while the COTS algorithm scored an imposter 58% above the 

lowest genuine. 

Table 1: Matching Algorithm Performance 

Metric Difference Between Lowest 
Genuine to Highest Imposter 

Arcface Commercial 

Average 19.89% 4.01% 

Median 21.30% 5.50% 

Maximum 36.40% 30.20% 

Minimum -24.00% -58.10% 
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5.3 Cumulative Match Characteristic Performance 

This section will discuss the achieved results of each technique as measured 

by the CMC curves generated from the similarity matrices of each recognition 

software. Each set of graphs have been identically scaled to allow for a side-by-side 

comparison of performance; however, graphs are not scaled identically between 

sections of results as some results were not observable under the same scaling. All 

CMC curves are generated from rank 1 to rank 50 performance, but the Y-axis 

varies in scale.  

5.3.1 Uncloaked Match Performance 

In continuation of the results in section 5.1, Figure 18 shows the CMC 

curve comparison between Arcface and the COTS algorithm on the uncloaked 

database. Both algorithms perform very effectively with above 99% rank 1 

identification. Arcface outperforms the COTS by a small margin, reaching 99.9% 

identification at rank 15, while the COTS algorithm reaches 99.9% at rank 40. Both 

offer strong baselines for the cloaking techniques to attempt to degrade. These 

results are in line with results from 5.1, but also show that a large margin of 

polarized genuine and imposter scores is not required for effective identification, as 

the COTS algorithm closely follows Arcface in CMC performance while leaving a 

much smaller margin between imposters and genuine scores in section 5.1. 
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Figure 20: Match Performance Comparison of COTS (top)  
and Arcface (bottom) 
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5.3.2 Fawkes Cloaked Performance 

The CMC curves in Figure 19 show the effect of the Fawkes cloaking 

technique on both the COTS algorithm as well as Arcface. Performance on the 

COTS algorithm is measurable on the graph and can be seen reducing rank 1 

identification by almost 1% but reaching similar identification to the uncloaked 

dataset at rank 50. The Arcface algorithm does not appear to be swayed by the 

Fawkes cloaking, resulting in no reduction to the identification rate at any point 

along the CMC curve. 

 The Fawkes algorithm was created to insert perturbations in images within 

the feature space that degrade the identification of a system using machine learning 

techniques. One of the assumptions made in their research is that the system will 

perform machine learning on the supplied cloaked images. For this experiment, a 

pre-trained model was used within Arcface, therefore no machine learning took 

place on the cloaked images and may have resulted in the vastly dissimilar results. 

This is assumed to also be the case with the COTS algorithm but cannot be verified 

as the software is protected and cannot be dissected. 

It is discussed within the Fawkes research paper that the cloaking is much 

more effective when identical feature matching is used between the cloak and the 

matcher. In the case of the COTS algorithm, as well as most recognition algorithms 

in use today, the feature extractor is part of the ‘black-box’ software inherent to 

commercial applications and thus, we cannot establish a known extractor for 

Fawkes to attack. In the case of Arcface, it would be possible to match feature 

extractors between the cloak and the matcher, but Fawkes is offered as standalone 

software that cannot be modified to meet this use case but is still advertised as a 

universally applicable cloaking technique, claiming over 95% effectiveness against 

rank 1 identification regardless of whether the extractors match (Shan et al., 2020). 
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Figure 21: Match Performance Comparison of Fawkes-Cloaked Images on COTS 
(top) and Arcface (bottom) 
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5.3.3 LowKey Cloaked Performance 

The CMC curves in Figure 20 show the effect of the LowKey cloaking 

technique on both the COTS algorithm as well as Arcface. In both cases, LowKey 

achieves a substantial degradation in identification rate, reducing rank 1 

identification of Arcface by up to 70% and 55% in the case of the COTS algorithm. 

Not only are the rank 1 identification rates reduced, but the rank 50 identification 

rates do not reach 90% in either case and even remain below 60% in the case of 

Arcface. 

 LowKey was designed to create perturbations in the feature space in a 

similar way to Fawkes, but with a more specific focus on altering the features of 

the target identity themselves, rather than adding invisible noise within the image to 

be detected in machine learning. While LowKey is also intended to degrade face 

recognition through attacking the machine learning behind it, the perturbations in 

the cloaked images hold up to models pre-trained for recognition without being 

first trained on cloaked images. 

 The results from both the COTS algorithm and Arcface show that the 

LowKey cloaking technique remains effective in multiple use cases, both black-box 

and against open-source. The alterations to the feature space successfully target the 

locations critical to face recognition and create enough distance to reduce 

identification even in a relatively small database of 500 subjects.  
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Figure 22: Match Performance Comparison of LowKey-Cloaked Images on COTS 
(top) and Arcface (bottom) 
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5.4 Similarity Score Reductions 

This section will discuss the second metric of performance, similarity score 

reduction. The previous section discussed the visible degradation of identification 

rate in the matching algorithms in CMC curves but leaves more granular questions 

as to the performance of the cloak, particularly with the Fawkes failing to show a 

substantial reduction in identification rates. 

5.4.1 Fawkes Similarity Scores 

Table 2 shows the various metrics of reductions in similarity score when the 

Fawkes cloaking technique was applied to the dataset. Both Arcface and the COTS 

algorithm reveal similar results in the reduction, averaging an 8% change in 

similarity and maximum difference up to 79%. While these reductions in similarity 

can be considered a somewhat successful cloak, this still resulted in a negligible 

change to the identification rate.  

Table 2: Fawkes Overall Similarity Score Reduction 

Metric Reduction in Similarity Scores  
(Fawkes Cloaked Dataset) 

Arcface Commercial 

Average 8.33% 8.40% 

Median 7.60% 7.20% 

Maximum 37.50% 79.80% 

Minimum 0.10% 0.10% 

 

In section 5.1, the polarization of genuine and imposters was measured in 

Arcface and the COTS algorithm and revealed a 19% and 4% distance from lowest 

genuine to highest imposter, respectively. By these measurements, it makes sense 

that Fawkes had little effect on Arcface as an 8% reduction in the lowest genuine 
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image is not enough to overcome the average distance of 19% between the Arcface 

classifications of genuine scores and imposters. In the case of the COTS algorithm, 

the average distance is 4%, allowing a measurable number of subjects to be reduced 

enough by Fawkes to score an imposter higher than the genuine images, resulting 

in the slight reduction of identification rate in Figure 19. 

5.4.2 LowKey Similarity Scores 

Table 3 shows the metrics of reduction in similarity scores when the 

LowKey cloaking technique is applied to the database. The difference in reductions 

is similar to that of the CMC curves in Figure 20 with Arcface experiencing a 

greater reduction of similarity than the COTS algorithm. On average, the LowKey 

cloaked images were reduced in similarity by 30-50%, a large margin in terms of 

similarity scores.  

Table 3: LowKey Overall Similarity Score Reduction 

Metric Reduction in Similarity Scores  
(LowKey Cloaked Dataset) 

Arcface Commercial 

Average 48.77% 32.79% 

Median 49.70% 32.2% 

Maximum 98.70% 83.90% 

Minimum 0.10% 0.10% 

These results in conjunction with Table 1 explain the identification 

reductions in Figure 20. While Arcface and the COTS algorithm average a 19% 

and 4% difference from genuine scores to imposters, LowKey was able to reduce 

these scores well beyond these ranges, resulting in a reliable degradation in 

identification rate. Not explained by this data is the fact that LowKey performs 

more successfully against Arcface than the COTS algorithm. This can only be 

speculated on since the COTS algorithm is protected, and the matching method is 
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not known. It can be argued that the addition of an unknown recognition process 

within the COTS algorithm over Arcface is more resistant to the specific 

perturbations of LowKey, but even so, the results show an overwhelming success 

of the LowKey cloaking technique in leveraging these alterations to protect against 

reliable identification. 

5.5 Match Score Distributions and D-Prime 

5.5.1 Uncloaked Dataset Match Score Distributions 

Figures 21 and 22 depict the match score distributions of the uncloaked 

dataset assessed by both Arcface and the COTS algorithm. While subtle, there is a 

difference in visualized performance between the two. The COTS algorithm has a 

noticeable overlap in the distributions resulting in minimal false rejection and false 

acceptance. Arcface, however, has almost no overlap in distributions, resulting in 

false rejection and false acceptance rates approaching zero. In addition to the 

reduced overlap, the Arcface distributions are also narrower in terms of the range of 

match scores, backing the previous observation of Arcface’s superior ability to 

polarize the imposters from the genuine scores over the COTS algorithm. This 

makes Arcface a more difficult target for cloaking techniques due to the reduced 

inherent errors in the matching algorithm. 
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Figure 23: Uncloaked Dataset Match Distribution (Arcface) 

 

Figure 24: Uncloaked Dataset Match Distribution (COTS) 

5.5.2 Fawkes Cloaked Dataset Match Score Distributions 

Figure 23 compares the score distributions of the uncloaked dataset and the 

Fawkes-cloaked dataset using the Arcface matching algorithm. In this case, Fawkes 

causes a noticeable overlap visually greater than the original distributions of the 

uncloaked dataset. While a minor change, it can be observed that Fawkes makes a 

measurable increase in false rejection and acceptance when the same threshold is 

used between the uncloaked and cloaked datasets. In the case of the COTS 

algorithm in Figure 24, Fawkes causes an even greater shift in the distributions. 

This is backed by previous data of Fawkes having a larger effect on the similarity 

scores of the COTS algorithm over the Arcface algorithm.  
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Figure 25: Uncloaked (Top) vs Fawkes (Bottom) Match Distribution (Arcface) 

 

Figure 26: Uncloaked (Top) vs Fawkes (Bottom) Match Distribution (COTS) 
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5.5.3 LowKey Cloaked Dataset Match Score Distributions 

Figure 25 compares the match score distributions of the uncloaked dataset 

and the LowKey-cloaked dataset matched by the Arcface algorithm. The LowKey-

cloaked dataset results in a massive shift in distribution, causing the genuine 

distribution to almost completely enclose imposter distribution. With the genuine 

and imposter distributions becoming essentially indistinguishable, we can explain 

the previous results of the LowKey dataset reducing Arcface’s identification 

performance by over 50%.  

In the case of the COTS algorithm, Figure 26 shows a slightly different shift 

in distribution with the genuine and imposter curves slightly separated, but still 

result in a large overlap. As seen in the CMC performance, LowKey performed 

better on the Arcface algorithm in identification as it does here in the match 

distribution, resulting in a 30% reduction of identification performance. 
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Figure 27: Uncloaked (Top) vs LowKey (Bottom) Match Distribution (Arcface) 

 

Figure 28: Uncloaked (Top) vs LowKey (Bottom) Match Distribution (COTS) 



51 

 

 

5.5.4 D-Prime Reduction 

Similar to earlier results, the d-prime value for the uncloaked database 

matched by Arcface is significantly higher than that of the COTS algorithm, as 

shown in Table 4, meaning Arcface is more efficient at further separating the 

genuine and imposter scores. The Fawkes cloaking technique was shown to reduce 

the d-prime value of the COTS matching algorithm from 3.9 down to 3.5, a 

measurable reduction in effectiveness. Against Arcface, Fawkes caused a much 

greater reduction from 7.7 down to 5.4. The LowKey technique showed drastically 

different results, reducing the d-prime value of the database matched by the COTS 

algorithm from 3.9 down to 1.0, and the Arcface algorithm from 7.7 down to 0.4. 

These resulting d-prime reductions further support previous findings of both 

cloaking techniques’ effectiveness. 

Table 4: D-Prime Values 

Matching Algorithm Cloaking Technique D-Prime 

COTS 

Uncloaked 3.9386 

Fawkes 3.5018 

LowKey 1.0285 

Arcface 

Uncloaked 7.7059 

Fawkes 5.3935 

LowKey 0.4031 
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Chapter 6: Conclusions 
 

6.1 Importance of Image-Cloaking 

With little to no protection for Americans uploading facial data to social 

media and other data-sharing sites, users are at an ever-increasing risk of identity 

compromise through unregulated data collection and large-scale face recognition 

without explicit user consent. Until such a time government regulations come about 

to adequately guard internet users against unwanted face recognition, users must 

take to their own action when possible. In this experiment, we identified techniques 

for protecting images against unwanted face recognition that are available to 

anyone who desires to use them. These techniques were then put through various 

tests of efficacy to determine the benefits and drawbacks of each and how these 

could be put into the everyday routine for users seeking a higher sense of privacy 

within the increasingly exposed public internet.  

6.2 Identification Reduction 

Both LowKey and Fawkes showed measurable reductions in similarity 

scores, but only LowKey was able to translate this into a reduction of identification 

effectiveness. Appendix C provides samples of cloaked images compared to 

originals. LowKey’s perturbations in the images appear more prevalent and alter 

the curves in their faces more noticeably resulting in the greater similarity distance, 

while Fawkes focused more on the constraint of preserving image quality to the 

human eye. The contrast in appearance and effectiveness paints a clear picture of 

the future of technology in this area; image privacy does not come without a price, 

and both researchers and users will need to continue to choose to lean toward either 

increased privacy or maintaining their current social presence on the internet. 
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6.3 Effectiveness vs Preservation 

The stark difference in algorithms between Fawkes and LowKey shows that 

there exist many angles of attacking the problem of image perturbation. Fawkes 

attempts to target unseen classifiers within the image and strive to create noise in 

the images where the human eye may not catch it while creating enough 

dissimilarity to sway the decision of a matching algorithm. Though not quite 

effective enough to reduce the effectiveness of the matching algorithms chosen for 

this experiment, there may exist others that utilize the same methods targeted by 

Fawkes and therefore would result in decreased effectiveness. 

 LowKey’s method for targeting the most important classifiers has proven to 

be the most effective at reducing identification performance but with the cost of 

also reducing the attractiveness to the human eye. There may be room for the 

LowKey algorithm to make certain compromises in effectiveness to better appease 

users as it could be argued that the current identification reduction overperforms, 

where many users would be satisfied with half the increase in privacy. 

6.4 Future Work 

The continued research in the area of privacy is critical to the current 

society of infinitely connected people, and so too is the evaluation of this research 

by a third party. Research must always be evaluated by different perspectives in 

both efficacy as well as real-world applicability as done in this project. In the 

future, a broader survey of cloaking techniques should be tested and brought to the 

attention of the public as well as the further analysis of efficacy across gender, age, 

and race. In addition to the effectiveness of their cloaking, further studies must be 

focused on the acceptability of the resulting images as these techniques are 

intended to preserve image appearance but largely do not. 
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 In addition to poisoning face recognition networks with perturbed images, 

other techniques may exist from the perspective of data labeling like ‘sybil’ 

accounts, where a user has multiple accounts under the same name simply to 

upload false images under the same name to mislabel the reference identity within 

face recognition networks. In the current state of high-definition social media, users 

may be less accepting of any alterations to appearance at all and other methods 

must be explored to pursue a state of facial privacy through user actions until a time 

where appropriate laws are set in motion to protect us from unwanted use and 

potential compromise of our facial data.  
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Appendix A 
Python 3 Project Code 

 

 

 

Figure 29: Python 3 script to extract and match features using the Arcface matching 
algorithm, creating a 15,000 x x15,000 matrix. 



60 

 

 

Figure 30: Python 3 script to assess the overall performance of Arcface in terms of 
polarizing genuine and imposter scores 
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Figure 31: LowKey/Fawkes CMC Curve Generation 
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Figure 32: Fawkes/LowKey Similarity Score Reduction Analysis 
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