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Abstract 
 

Title:  Autonomous Feature Detection of Un-Cooperative Spacecraft for Rendezvous and 

Docking 

 

Author: Trupti Mahendrakar 

Advisor: Markus Wilde, Ph.D. 

With the increasing risk of collisions with space debris and the growing interest in on-orbit 

servicing, the ability to autonomously capture non-cooperative, tumbling target objects 

remains an unresolved challenge. This thesis provides an autonomous and artificial 

intelligence solution to either inspect, avoid, or perform on-orbit spacecraft servicing of an 

uncooperative resident space object (RSO). The solution is built on the fundamentals of 

Convolutional Neural Networks (CNN), which is used to classify the four most targeted 

features of a spacecraft essential for docking and collision avoidance during rendezvous, 

such as solar panels, antennas, spacecraft bodies, and thrusters. The solution was then altered 

into an object detection algorithm to classify and localize the four features using You Only 

Look Once V5 (YOLOv5) and Faster Region-based Convolutional Neural Networks (Faster 

R-CNN). The weights obtained from training these algorithms on the spacecraft image 

dataset were tested on videos obtained using a spacecraft motion dynamics and orbital 

lighting simulator to evaluate the performance of classification and detection. Each test video 

case entailed different yaw-pitch motions of the chaser and target spacecraft with varying 

lighting conditions. The results shown in this thesis demonstrates that the proposed method 

of using a vision-based approach is a viable solution for navigation.  
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Chapter 1  
Introduction 

1.1 Thesis Objective 

The main objective of this thesis is to develop a neural network model to classify 

and localize features of target non-cooperative resident space objects’ (RSO) to aid 

autonomous rendezvous and docking with a single or a swarm of chaser spacecraft. The 

features to localize are solar panels, the main body of the spacecraft, antennas, and thrusters. 

Per the literature review, the current state-of-the-art deep learning models developed for 

classification and object detection have not yet been implemented on a spacecraft to perform 

autonomous detection of spacecraft features. Some studies have been performed based on 

ground data collection with relatively high computational power. This thesis focuses on 

performing vision-based navigation in space with limited computational power onboard a 

spacecraft.   

1.2 Thesis Outline 

Chapter 1 of the thesis explains the background and motivation of this research in 

terms of both Spacecraft Rendezvous and Docking and Deep Learning perspectives. 

Chapter 2 performs a literature review on existing algorithms. The Chapter is 

organized into two main sections - classification using a convolutional neural network 

(CNN) and object detection. 

Chapter 3 contains the CNN and object detector models – YOLOv5 and Faster R-

CNN along with the image dataset and results obtained and analyzed for this research.  

The thesis concludes with Chapter 4. 

1.3 Background and Motivation 

With the rapid increase of satellites in LEO and the already alarming amount of 

existing space debris, the risk of space debris collision is increasing. Figure 1 published by 

NASA in [1] shows the increasing number of growing space debris greater than 10 cm from 
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1956 to 2020. This risk drives the need for Active Space Debris Removal technology (ADR) 

and On-Orbit Servicing (OOS) [2]. Figure 2 contains the predictions of the space debris into 

the year 2210 using the Monte Carlo method [1]. The quantity of a particular size space 

debris and the energy they possess are documented in Figure 3 and Figure 4. The collision 

energies shown in  Figure 4 [3] evidently indicate how an encounter with these debris would 

risk the mission, leading to the creation of more space debris explained by Kesseler 

Syndrome [4].  

There have been many space debris collision incidents that put several satellites and 

even manned space missions and the ISS at risk. One of the most recent incidents occurred 

on November 16, 2021, when the Russians performed an anti-satellite weapon test on a 

retired satellite [5]. The explosion from this test created a cloud of over 1,500 trackable 

debris objects and many more untraceable debris forcing the ISS crew to take shelter. These 

debris are projected to generate an additional hundred and thousands of smaller untraceable 

debris in the vicinity of the ISS. This is only the beginning of how much destruction space 

debris can cause to any mission.  

To minimize space debris due to non-cooperative spacecraft, an OOS or an ADR is 

necessary. As per OOS, the last active mission was during NASA’s shuttle program. With 

the shuttle, the astronauts would dock with non-cooperative satellites such as Palapa-B2 and 

Westar VI to bring them back to Earth to perform maintenance or perform manned on-orbit 

servicing as they did with the Hubble space telescope [6]. However, due to the increasing 

costs and fatal risks associated with crewed missions, the demand for robotic on-orbit 

servicing has been climbing.  
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Figure 1: Monthly Number of Objects in Earth Orbit by Object Type [1] 

 

Figure 2: Predictions of Space Debris Greater than 10 cm [1] 
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Figure 3: Trackability of Space Debris Grater than 10 cm [3] 

 

Figure 4: Debris Size vs. Energy [3] 

 



 

 

5 

 

 

Figure 5: Orbital Express [7] 

 

Figure 6: Mission Extension Vehicle 

[8] 

Other completed missions include ETS-VII, launched in 1997 by Japan's National 

Space Development Agency to perform autonomous rendezvous and docking [9] servicing 

operations. The Double Asteroid Redirection Test (DART) mission demonstrated 

autonomous rendezvous and docking in 2005 [10]. Experimental Small Satellite 10 (XSS-

10) [11], experimental Small Satellite 11 (XSS-11) [12] and Autonomous Nanosatellite 

Guardian for Evaluating Local Space (ANGELS) [13] in 2003, 2005 and 2014 respectively 

performed an autonomous inspection. Lastly, MiTEx (Micro-Satellite Technology 

Experiment) was launched in 2006 to demonstrate autonomous operations, maneuvers and 

station keeping in GEO [14] like ANGELS.  

All the missions mentioned above used complex robotic technology and were only 

capable of docking with cooperative satellites. A satellite is considered cooperative if it can 

provide information relative to a chaser spacecraft, equips a docking port to aid docking with 

any chaser spacecraft. However, to support ADR with OOS, we would have to aim at 

capturing a non-cooperative target body that is tumbling and does not communicate with the 

chaser spacecraft. One solution would be to use multiple satellites such as Distributed 

Satellite Systems (DSS) to first autonomously inspect and identify capture points on the 

target and then autonomously and collaboratively dock and stabilize it. Figure 7 shows the 

concept this project is based on. 

To enable this concept, each of the DSS satellites uses a camera onboard. With the 

help of the camera and a pre-developed deep learning convolutional neural network 

algorithm, different features of a satellite such as solar panels, antennas, satellite bodies and 
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thrusters will be identified autonomously. Apart from several classification algorithms 

studied in this thesis to validate the use of CNNs for spacecraft feature recognition, the thesis 

focuses on using the You Only Look Once (YOLOv5) algorithm and performs a comparison 

study with the Faster R-CNN algorithm.  

 

Figure 7: Autonomous Rendezvous and Docking Concept [2] 

1.4 Background Information on Deep Learning 

Neural Networks are a series of algorithms that are inspired by the way neurons 

work in the brain. The algorithms mimic neurons to find a relationship in a specific dataset. 

Figure 8 is a model of a biological neuron and a close representation of an Artificial Neuron 

taken from [15]. From the figure, the dendrites are comparable to the input layer of an 

artificial neuron. In other words, the raw data to be analyzed is passed into the neuron 

through the dendrites. This raw data undergoes a weight multiplication and a bias addition 

to form a vector/matrix of numbers. The numbers then pass through the cell body, an 

activation function to output multiple other numbers called predictions. 
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Figure 8: Biological Neuron vs Artificial Neuron [16] 

A much more popular term used for neural networks is deep learning, which is a 

subset of machine learning and artificial intelligence. Figure 9 shows the relationship 

between the three terms. 

 

Figure 9: Relationship between AI, Machine Learning and Deep Learning 

Deep learning is a class of machine learning techniques used to train an algorithm 

with multiple hidden layers called deep neural networks. Once sufficiently trained, these 

neural networks form artificial intelligence (or narrow artificial intelligence), which refers 

to its ability to solve a specialized task [17]. 

This thesis will be discussing how neural networks can be used for computer vision 

to tackle the OOS task. 
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1.4.1 Classification with CNN 

McCulloch and Pitts published the first major paper on Neural networks in 1943 

[18]. The paper showed a mathematical relationship of how a model of a neuron works i.e.; 

how artificial neurons are capable of learning simple patterns using logistic functions with 

hyperparameter tuning. In 1960 Rosenblatt developed a mathematical learning model called 

the perceptron which demonstrated how neurons can be automatically trained to detect 

patterns leading to a significant development in the field of machine learning. However, 

Minsky and Papert in 1969 showed that the method developed by Rosenblatt was limited to 

certain non-complex patterns only [19]. In 1986 this limitation was overcome with a new 

model using non-linear attributes that could learn non-linear decision boundaries/complex 

patterns. The new model was based on the development of the Hopfield algorithm by 

Hopfield in 1982, along with the backpropagation algorithm by Rumelhart, Hinton & 

Williams in 1986 [20]. With these advancements, Neural Network methods have been 

increasingly popular in engineering, business management, healthcare, etc. Some of these 

applications range from inverse heat transfer algorithms [21] to predicting at-risk patients in 

the health care industry [22] to in-space usage. 

In the spacecraft industry, NASA JPL has implemented several AI algorithms on 

spacecraft that are currently being used. Some examples of those missions are the Earth 

Observing – 1 and the Aqua Spacecraft. The two spacecraft use the onboard flight computers 

to perform hyperspectral analysis to autonomously detect any anomalies such as forest fires, 

flooding, volcanic eruptions, tsunami, etc., on the surface of the Earth. When such anomalies 

are detected, the spacecraft notifies the ground controls with those images rather than 

transmitting thousands of images every minute [23, 24]. Additionally, the mission also 

detected different types of rocks in Nevada from 700km above the surface to identify the 

types of minerals present in them.  Other popular missions include IPEX, which uses Texture 

Cam with machine learning decision tree models to classify different types of clouds using 

flight hardware [25]. The Curiosity Mars rover currently uses AI to autonomously identify 

rocks of interest prior to shooting a laser to collect rock samples to study minerals in them. 

In the past, it would send images to the ground and then wait for commands prior to drilling 
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the rocks [26]. These missions show that implementing a neural network to identify 

spacecraft features using flight hardware is plausible.  

Additionally, the research performed in this thesis goes beyond research by Aarestad 

et al. using similar algorithms in identifying CubeSats for space situational awareness and 

space traffic management [27], and research by Chen et al. using region-based convolutional 

neural network (R-CNN) to track different features of satellites for docking [28].  

In terms of artificial neural networks, this thesis primarily focuses on deep learning 

approaches in the field of computer vision. When deep learning models were first developed, 

the methods used were limited to straightforward image classification tasks using CNNs. For 

example, CNNs of LeCun [29] accurately classified 28 by 28 greyscale pixel images of 

handwritten numbers from 0 to 9. The approach used to classify these digits was inspired by 

neurophysiological studies the of visual cortex of cats by Hubel and Weisel [30, 31], the 

neocognitron of Fukushima  [32] and the backpropagation algorithm [20].  

Figure 10 shows Fukushima’s representation of the neocognitron which extracts 

local features from images with a layered structure of neurons. The S-cells represent 

convolutional layers, while C-cells represent pooling layers to reduce dimensionality by 

merging adjacent regions of the image. Features in the input are integrated into the C layers 

and classified in the recognition layers. These concepts are explained in detail in Chapter 2. 

 

Figure 10: Fukushima's Neocognitron [32] 

 



 

 

10 

 

Eventually, the ImageNet Large Scale Visual Recognition Competition (ILSVRC) 

among other computer vision challenges led to new state-of-the-art image classification 

models [34, 35]. Some of these state-of-the-art classification models include AlexNet [36], 

VGGNet [37], Inception [38] and, the challenges also gave rise to advanced optimization 

techniques such as Adam stochastic optimization, dropout techniques to prevent overfitting 

of the training data [25, 26], initializations and various data augmentation methods [39]. 

Some popular data augmentation methods from [39] include transformations based on 

geometry of the features, different kernel filters, random addition of black cut-out boxes in 

the image, combining four images to form mosaic, color space augmentations, feature space 

augmentation, adversarial training, generative adversarial networks, meta-learning and 

neural style transfer. 

 

Over time, new method known as ensemble learning were implemented to improve 

the accuracy and reliability of the aforementioned CNN algorithms [28]. Using these 

improved methods, in 2015 deep residual learning CNN model called ResNet model won 1st 

place in the ILSVRC, surpassing human capabilities at classifying 1000 different classes 

mentioned in [40].  

 

Based on these findings, a comparison study between different CNN models was 

performed to verify and validate that CNNs can classify spacecraft features before 

implementing object detection methods. The CNN models studied in this research include 

NASNet Large, VGG-16, VGG-19, and a modified LeNET model.  

 

Reference Chapter 2 for a detailed explanation of CNNs and other terminology. 

 

1.4.2 Object Detection with CNN 

Using CNN to classify objects does not only validate the use of CNN for this 

application, but is also an effective way of knowing what is in the image versus not.  

However, it is pertinent for this research to know where a specific object is present among a 

group of same or different objects in an image. Figure 11 shows the difference between three 

different types of object recognition. Classification is identifying what single feature the 
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image contains. Localization is not only identifying what single feature the image contains 

but also locating where the object is in an image. Lastly, feature recognition also known as 

object detection is the classification of multiple features in an image while also locating 

where each of the features is.   

 
 

Classification 

 
 

Localization 

 
 

 

Feature Recognition 

Figure 11: Object Recognition 

For this research, we require feature recognition - the chaser spacecraft needs to 

identify features of an non-cooperative target spacecraft to develop and execute a safe 

approach trajectory using the identified information. Additionally, the feature recognition 

must be able to execute on limited computational power available on spacecraft computers.  

As mentioned in the previous sections, the goal of the feature recognition is to 

identify and localize potential docking and keep out zones autonomously. Per research 

pursued in [2], docking ports, main satellite bodies and thrusters are identified as potential 

docking features, while antennas and solar panels are the keep out features. 

For object detection, two current state-of-the-art CNN object detectors – single-stage 

YOLOv5 and multi-stage Faster R-CNN are analyzed in this research. Unlike classification 

algorithms, object detectors predict with bounding boxes to perform localization. A 

bounding box is a rectangular boundary that the object detector predicts around a specific 

feature. The bounding boxes are in the format – (o, x, y, w, h, c1, ..., cn); o represents the 

objectness score of the feature which corresponds to the probability that there is a feature 

within the bounding box or not; x and y correspond to the horizontal and vertical position of 

the centroid of the bounding box; ci is the probability distribution of class c output by the 
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algorithm when a potential object is located. n corresponds to the total number of classes. w 

and h represent the width and the height information. Figure 12 is an example of the 

bounding box detection for the Cygnus Spacecraft.  

 

Figure 12: Bounding Box for a Satellite Body [2] 

The difference between the two object detection methods, single-stage and multi-

stage detectors is that the single-stage object detectors predict features using a bounding box 

in an image while it feeds forward through the architecture. Multi-stage object detectors use 

one network to identify regions of interest (ROI) then uses a second network classifier to 

predict the bounding box around features within the ROI. 

Multi-stage detectors perform recognition with higher accuracies than single-stage 

detectors; however, the tradeoff is the inference time. Single-stage object detectors can be 

used in real-time to achieve a fast inference rate, whereas multi-stage object detectors are 

not feasible to use in high inference rate required applications, especially with the 

computational constraints limited by this application. 

Sections 2.2.1 Multi-Stage Detector and 2.2.2 Single-Stage Detector go over the 

development of Faster R-CNN and YOLO in depth. 
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Chapter 2  
CNN and Object Detectors 

 

Sections 2.1 Convolutional Neural Networks and 2.2 Object Detector introduce 

CNNs, object detectors, and various terminology of deep learning techniques in-depth. The 

CNN classification models implemented in this research are presented in Sections 2.1.7 

Models and, the object detection models are presented in Sections 2.2.1 Multi-Stage Detector 

and 2.2.2 Single-Stage Detector. 

2.1 Convolutional Neural Networks 

2.1.1 Neural Network Structure 

A neural networks is a combination of multiple perceptrons (Figure 8) called nodes 

that are capable of learning the underlying relationship in a dataset. A neural network always 

has one input layer, one output later, and at least one hidden layer. Figure 13 is a simple 

representation of a neural network. The circles correspond to the nodes, and the arrows show 

the network.  

 

Figure 13: Neural Network 

The Input layer contains color image data/pixel data for the entire image. Each node 

in the input layer corresponds to a single pixel. 
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The Hidden layers also known as the processing layers, studies trends in pixel 

patterns. In short, the hidden layers “re-assemble the information received from the input 

layers to something coherent for the system” [17]. The layers identify patterns in an image 

based on the previous layer’s input. There are different types of hidden layers used in this 

research – convolutional and pooling. 

Convolutional layers, building blocks of the algorithm, are essentially learnable 

filters that are applied to an input image such that the algorithm learns fine details in an 

image. The filter is applied by multiplying a K×K kernel to extract local features from a 

certain region in an image. 

The pooling layer down samples the image dimension such that the algorithm 

focuses on larger details in an image. This reduction is based on a stride size K×K that the 

user picks. In this research, all the images are of the size 416×416×3. When the stride is 

moved across, the images reduce in dimensionality to 
416

𝐾
×

416

𝐾
× 3. 

The output layer receives the classification probabilities of images with a specific 

feature based on forward propagation through the network. In case of object detection, the 

output layer receives class and bounding box probabilities with objectness scores for object 

detection. The output layer contains the same number of nodes as the number of classes or 

features to classify. For this research, the algorithm contains four nodes because there are 

four features to classify: solar panels, antennas, satellite bodies, and thrusters. Each node 

represents a class. The node with the highest activation value is the prediction by the neuron.  

The dropout value creates a regularized network that limits the weights produced to 

ensure the algorithm is not memorizing the input data and is not generalizing the data patterns 

such that not every image belongs to class ‘a’ etc. For example, if we pass images of only 

cube-shaped satellite bodies, the algorithm may associate satellites bodies only with cube 

shapes. For example, this becomes an issue if the algorithm is given an image of a cylindrical 

satellite like the Hubble Space Telescope or a spherical body like Sputnik. Dropout works 

by masking or hiding a part of the network by switching off activations in random portions 

of neurons. Switching off neurons is accomplished by multiplying the activation outputs with 
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a random matrix of zeros. Figure 14 is an example of a dropout value of 0.5, meaning that 2 

out of 5 nodes in the hidden layers are dropped out. 

Weights as shown in Figure 15, represented by “w” are numerical values output by 

the network at each layer for each node at every iteration. Weights control the influence (or 

relation) of one node’s value in the previous layer to another node’s value in the adjacent 

layer. Higher the number, higher the influence.   

Bias – Shown in Figure 15 as “b” is a threshold for how strong a connection from 

the previous node should be for the network to consider its value. It shifts the activation 

function by a constant value. In case of the ReLU activation function (discussed next), the 

bias should be initially set to a very small number such that all the inputs from the training 

dataset are active. 

Weights and bias are combined per Equation (1) to calculate the resulting output of 

a given layer prior to going through an activation function. 𝑥𝑖 represents the input, 𝑤𝑖 is the 

weight and 𝑏 is the bias. 

𝑓 =  ∑ 𝑥𝑖𝑤𝑖

𝑛

𝑖=1

+ 𝑏 (1) 

 

The activation Function is a non-linear function that feeds on data from Equation 

(1), the resulting output from the previous layer to produce a non-linear output. Essentially, 

activation functions introduce non-linearity in the network playing a significant role in how 

well the algorithm can learn and predict complex non-linear unseen data.  

Table 1 summarizes some popular activation functions, including Sigmoid, ReLU 

(rectified linear units), ELU (Exponential Linear Units), Tanh and Softmax that are used in 

the classification and object detection models for the research. 
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Figure 14: Original Network vs Drop Out Networks 

  

 

Figure 15: Neuron 
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Table 1: Activation Functions 

Sigmoid function: 

 

𝐹(𝑥) =
1

1 + 𝑒−𝑥
 

 
ReLU: 

𝐹(𝑥) = max (0, 𝑥) 

 
ELU: 

𝐹(𝑥) =  {
𝑥

𝛼. (𝑒𝑥 − 1)   
𝑥 > 0
𝑥 < 0

} 
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Tanh 

𝐹(𝑥) = (𝑒𝑥 − 𝑒−𝑥)/(𝑒𝑥 + 𝑒−𝑥) 

 

   
 

 
Softmax 

𝐹(𝑥𝑖) =
exp(𝑥𝑖)

∑ exp (𝑧𝑗)𝑗
 

Similar to the sigmoid function. However, all the 

outputs of softmax sum to 1, unlike sigmoid, 

which looks at each value separately. 

 

𝑥 in the activation functions represents the summation data from Equation (1). ReLU 

is more commonly used in deep learning models due to its efficiency in training [17]. With 

ReLU if the input into the function is less than 0, the activation value is set to 0. This means 

that in the presence of dead neurons, the computational time lowers significantly.  

2.1.2 CNN loss functions 

Once the input passes through all the layers in the CNN, the model outputs a 

prediction in the output layer. The performance of the CNN classification model depends on 

the measure of error in the calculated using a loss function. 

However, since neural networks have very many learnable weights, they are prone 

to overfitting. That is, they may learn the training data but fail to generalize to unseen 

(testing) data. This tends to occur if the models are trained solely to minimize error on the 

training data. One common way this occurs is when a few weights in the model become so 

large that they have undue influence on the network. To combat this issue, we added 

regularization terms to the error that penalize weights if they become too large. 
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The loss functions used in the CNN classifiers in this work each includes error terms 

and regularization terms, both of which are functions of the weights in the model, represented 

here as a vector 𝑤: 

𝐶(𝑤) = 𝐸(𝑤) + 𝑅(𝑤) (2) 

 

The CNN classifiers in this work uses the common error functions mean square error 

(MSE) and categorical cross-entropy (CCE). The loss function is regularized with 𝐿1 

penalties and 𝐿2 penalties, which add the sum of 𝐿1 and 𝐿2 norms of the model weights, 

each multiplied by a hyperparameter, which we call 𝜆1 ≥ 0 and 𝜆2 ≥ 0, respectively. This 

type of regularization is known as weight decay in the deep learning literature. The same 

ideas in the context of linear regression are called LASSO and ridge regression. 

The equation used for MSE is 

𝐶(𝑤) =
1

𝑚
∑‖𝑦𝑖 − 𝑓(𝑥𝑖; 𝑤)‖2

2

𝑚

𝑖=1

+ 𝜆1‖𝑤‖1 + 𝜆2‖𝑤‖2 

 

(3) 

 

The equation used for CCE is 

𝐶(𝑤) = − ∑ ∑ 𝑦𝑖𝑗 ln(𝑓(𝑥𝑖; 𝑤)𝑗)

𝑐

𝑗=1

𝑚

𝑖=1

+ 𝜆1‖𝑤‖1 + 𝜆2‖𝑤‖2 

 

(4) 

where 𝑦𝑖 is the label for the 𝑖th input in the minibatch, which is a vector of class 

probabilities for this input, where the correct class probability is 1 and the others are 0. The 

CNN will predict a vector of class probabilities 𝑓(𝑥𝑖; 𝑤). The error function in each context 

measures error in this prediction compared to 𝑦𝑖. 

The MSE is, therefore, the mean of squared errors in the probability predictions, a 

hallmark of classical regression modeling. On the other hand, minimizing CCE is equivalent 

to maximum likelihood estimation, a standard approach in statistical parameter estimation. 
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In practice, the choice between MSE and CCE is a hyperparameter to be tuned. CCE is 

commonly more ideal because the gradients of CCE with respect to the weights tends to be 

further from 0 than gradients of MSE, which allows learning to occur more quickly and 

avoids vanishing gradient problems. 

Once the error in predictions is calculated, the CNN classifier models use 

backpropagation to update the weights for each layer to minimize the loss function.  

2.1.3 Backpropagation 

Backpropagation is a method adapted to train a neural network. After calculating 

prediction error using the loss function, the model goes through backpropagation to update 

weights such that for the next iteration, the model classifies with a lower error.   

Backpropagation, mentioned in step 5 is essentially performed by calculating the 

gradients of the loss function with respect to the weights at each neuron from the output to 

the input layers.  Finally, an optimizer such as stochastic gradient descent or an Adam 

optimizer is used to find new weights based on the selected hyperparameters such that the 

loss function is minimized.  

These weight adjustments directly impact how the network perceives an image. Thus, as 

the number of iterations increases, the algorithm is ideally supposed to get smarter. 

Furthermore, a diverse variety of training images also help the algorithm predict better. 

Following are the steps from [41] that shows different stages of a CNN from input to output 

to backpropagation: 

1. Input x: Set the corresponding activation 𝑎1 for the input layer. 

2. Feedforward: For each l = 2,3,…,L compute  𝑧𝑙 = 𝑤𝑙𝑎𝑙−1 + 𝑏𝑙  and 𝑎𝑙 = 𝜎(𝑧𝑙). 

3. Output error 𝛿𝐿: Compute the vector 𝛿𝐿 =  ∇𝑎𝐶 ⊙ 𝜎′(𝑧𝐿).  

4. Backpropagate the error: For each 𝑙 = 𝐿 − 1, 𝐿 − 2, … , 2 compute 𝛿𝑙 =

((𝑤𝑙+1)𝑇𝛿𝑙+1 ) ⊙ 𝜎′(𝑧𝐿).  

5. Output: The gradient of the cost function is given by 
𝜕𝐶

𝜕𝑤𝑙
𝑗𝑘

=  𝑎𝑘
𝑙−1𝛿𝑗

𝑙 and 
𝜕𝐶

𝛿𝑗
𝑙 . 
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Following the steps above, the algorithm continues evaluating backpropagation until a 

certain threshold for the accuracy is met to avoid overfitting or underfitting of the data. Note 

that 𝑙, 𝑗 and 𝑘 are indices and not exponents.  

In short, backpropagation enables weight updates to make the algorithm smarter by 

taking partial derivatives of the loss function with respect to the weights at each neuron. 

Weight updates and the threshold of the updates are controlled by the learning rate of the 

stochastic gradient descent algorithm or the Adam optimizer discussed below. 

2.1.4 Stochastic Gradient Descent 

The stochastic gradient descent method employs Equations (5) and (6) to update 

weights and the bias values based on previous layer weights and errors. 

𝑤𝑙
+ = 𝛾𝑤𝑘

− − 𝛼
1

𝑚
(1 − 𝛾) ∑

𝛿𝐶𝑥𝑗

𝛿𝑤𝑙
−

𝑚

𝑗=1

 

 

(5) 

𝑏𝑙
+ = 𝛾𝑏𝑙

− − 𝛼
1

𝑚
(1 − 𝛾) ∑

𝛿𝐶𝑥𝑗

𝛿𝑏𝑙
−

𝑚

𝑗=1

 

 

(6) 

 

With 𝛼 being the learning rate of the optimizer. It controls the speed of the 

optimization. If the learning rate is too high, then the possibility of missing the globally 

optimal solution increases but, if 𝛼 is too tiny, then the algorithm could get too expensive to 

run. ‘m’ represents the mini-batch which dictates the average of the gradient over a set ‘m’ 

number of values. The momentum of the optimization, otherwise known as the speed, 

controls how fast the algorithms’ gradients converge in the correct direction. It is denoted by 

𝛾. The cost function is denoted by C, w represents the weights, b represents the bias values, 

x represents the node, and 𝑙 represents the layer. The new (+) and the old (-) weights (w) and 

biases (b) are represented by  𝑤+, 𝑤−, 𝑏+, 𝑏−.  
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2.1.5 Adam Optimizer 

The Adam optimizer [42], also known as Adaptive Moment Estimation, computes 

adaptive learning rates for each parameter. The algorithm obtains higher training accuracies 

relative to a fixed learning rate used in the optimizer. Following are the equations that 

describe Adam.  

𝑚𝑡
+ = β1𝑚𝑡

− + (1 −  𝛽1)𝑔𝑡 

 
(7) 

𝑣𝑡
+ = β2𝑣𝑡

− + (1 −  𝛽2)𝑔𝑡
2 

 
(8) 

�̂�𝑡 =
𝑚𝑡

1 − 𝛽1
𝑡 

 

(9) 

𝑣𝑡 =
𝑣𝑡

1 − 𝛽1
𝑡 

 

(10) 

 𝑚𝑡 and 𝑣𝑡 are the mean and variance of the gradients and 𝑔𝑡 is the partial derivative 

of the loss function with respect to the bias or the weights. 

Per the research conducted [42], it was found that the Adam optimizer is the best optimizer 

to use with larger datasets and parameters. For this thesis, both SGD and Adam optimizers 

were used to obtain results.  

2.1.6 Transfer Learning and Ensembling 

The concept of modifying networks trained on different datasets to use on a custom 

dataset is known as transfer learning. For the Classification aspect of the thesis, several 

different neural network model results were analyzed. Out of these networks, pre-existing 

trained networks performed better than entirely new networks [17, 43].  

Ensemble is a method of using multiple weights to find the best weights to use on 

test data for prediction. There are many ways to perform ensemble however, for this research, 

weighted average ensemble technique was used. Depending on the performance of each 

model weights on the training dataset, a set penalty/weight term is assigned to each 

prediction from each weights file. The prediction outputs from each weights file are then 



 

 

23 

 

averaged after multiplying with the respective penalty/weight term before being averaged to 

output final predictions [44].  

2.1.7 Models 

This sub-section goes over some of the popular models that led to the development 

of the current highly computationally effective models used in this research.  

LeNet 

LeNet was developed in 1989. It is like AlexNet; however, it is computationally 

much cheaper. LeNet was originally developed for banks to identify handwritten numbers 

on cheques using MNIST dataset [29]. It is computationally cheaper to use due to the reduced 

number of convolutional layers compared to AlexNet.  The architecture of the LeNet model 

is shown in Figure 16.  

 

Figure 16: LeNet Architecture [29] 

AlexNet 

In 2012, AlexNet was developed to compete in the ImageNet competition and, it 

outperformed all the other models by obtaining an error rate of 15.3% and beating the 2nd 

place by 10.8%. AlexNet was the first effective network to demonstrate the results of a 2 

GPU trained algorithm [36]. Figure 17 is the AlexNet model. It uses 5 convolutional layers 

with 3 max-pooling layers and 2 fully connected layers with dropout values of 0.5 and a 

ReLU activation function. This network was trained based on the Image Net dataset, which 

contains 1000 classes and 1,431,167 images [36]. 
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AlexNet led to the onset of more efficient and GPU accelerated neural networks 

such as VGGNet and NASNet Large that were used in this research.  

 

Figure 17: AlexNet Model [36]  

 

VGG-16 and VGG-19 

VGGNet was developed in 2014 by Simonyan and Zisserman [37]. It is known for 

achieving an accuracy of 92.7% for classifying the ImageNet dataset at the ImageNet Large 

Scale Visual Recognition Challenge. However, this is a computationally expensive 

algorithm. In [37], the algorithm was trained for several weeks on an NVIDIA Titan Black 

GPU. To test the VGGNet in this research, the model for ImageNet was fine-tuned with 

transfer learning. That means, most of the convolutional layers of the model were frozen [45] 

such that the algorithm would continue detecting features the way it detected for ImageNet. 

However, a few layers at the end were fine-tuned for identifying satellite images and not the 

ImageNet classes. Both VGG-16 and VGG-19 are shown in Figure 18 and Figure 19. VGG-

19 which is three layers deeper than VGG-16 performs slightly better with higher accuracies 

however, VGG-16 consumes lesser memory and lower computational burden than VGG-19. 

GPU 1 

GPU 2 
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Figure 18: VGG-16 Architecture [37] 

 

 

Figure 19: VGG-19 Architecture [37] 

NASNet Large 

NASNet [46] was developed in 2018 and was trained on the ImageNet dataset. 

Figure 20 is an image of the NASNet Large architecture. NASNet achieved the highest 
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accuracy of 82.7% top-1 for the ImageNet dataset. Like VGGNet, in this research NASNet 

also used transfer learning to classify images. 

 

 

 

Figure 20: NASNet Large Architecture [46] 
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2.2 Object Detector 

Classification with CNN would be ideal if the spacecraft just needs to know what is 

present in its vicinity. However, to know what feature is present “where,” the research needs 

to use an object detector algorithm. There are two main types of object detector algorithms: 

multi-stage detector and single-stage detector. As the titles describes, multi-stage detectors 

use more than stage to classify and localize a feature whereas, a single-stage detector uses 

one stage to classify and localize a feature. 

2.2.1 Multi-Stage Detector 

R-CNN 

The first multi-stage object detector was the region-based CNN (R-CNN) developed 

by Girshick et al. [47]. R-CNN is a region-based proposal algorithm that uses the selective 

search algorithm [48] to extract 2000 regions from an image called region proposals to 

classify using CNN. The 2000 region proposals are a much smaller than an exhaustive search 

which uses a scanning window to slide through the entire image to match features for 

classification. Figure 21 is an image from [47] explaining R-CNN. 

 

Figure 21: R-CNN [47] 

The selective search algorithm uses the greedy method to identify similar regions to 

combine and form a bigger regions using the following steps: 
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1. An image input into the algorithm is sub-segmented using the super pixel method 

described by Felzenszwalb et al in [49]. Refer to Figure 22. 

2. Using the greedy algorithm described in [49] similar adjacent segmentations are 

combined to form larger segmentations. Similarity in segmentations are identified 

by the following: 

a. Color similarity – is found by generating histogram bins of each RGB 

channels present in an image using 𝑆𝑐𝑜𝑙𝑜𝑟(𝑟𝑖, 𝑟𝑗) =  ∑ min (𝑐𝑖
𝑘, 𝑐𝑗

𝑘)𝑛
𝑘=1 . 

𝑐𝑖
𝑘 , 𝑐𝑗

𝑘are the value of the RGB histogram bin of the proposed region 𝑟𝑖 and 

𝑟𝑗. Note, k is an index not an exponent. 

b. Texture similarity – is generated by eight Gaussian derivatives of image and 

histograms bins for RGB channels. It is calculated using 𝑆𝑡𝑒𝑥𝑡𝑢𝑟𝑒(𝑟𝑖, 𝑟𝑗) =

∑ min (𝑡𝑖
𝑘 , 𝑡𝑗

𝑘)𝑛
𝑘=1  where 𝑡 is the texture of regions 𝑟𝑖 and 𝑟𝑗 

c. Size similarity – Ensures smaller sub-segmented regions merge. It is found 

using 𝑆𝑠𝑖𝑧𝑒(𝑟𝑖, 𝑟𝑗) = 1 − (𝑠𝑖𝑧𝑒(𝑟𝑖) + 𝑠𝑖𝑧𝑒(𝑟𝑗)) ÷ 𝑠𝑖𝑧𝑒(𝑖𝑚𝑔) where, size is 

based on the number of pixels in an image which is height*width. 

d. Fill similarity – measures if two regions fit within each other to identify if 

one region must be inside another or not. It is found using 𝑆𝑓𝑖𝑙𝑙(𝑟𝑖, 𝑟𝑗) = 1 −

(𝑠𝑖𝑧𝑒(𝐵𝐵𝑖𝑗) −  𝑠𝑖𝑧𝑒(𝑟𝑖) − 𝑠𝑖𝑧𝑒(𝑟𝑗)) ÷ 𝑠𝑖𝑧𝑒(𝑖𝑚𝑔) where, 𝐵 is the 

bounding box. 

  
  

Figure 22: Step 1 of Selective Search [49] 
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3. The greedy algorithm is repeated for multiple iterations until the number of 

segmentations are ~2000. Figure 23 is an image from [49] that shows the use of 

selective search over a course of many iterations. 

 

Figure 23: Selective Search Process [49] 

The proposed regions are first predicted as rectangular regions before being warped 

into squares and fed into the CNN layers, where the regions are fed into a Support Vector 

Machine to be classified. However, R-CNN is extremely slow – it takes 47 seconds on CPU 

to infer a single image. It cannot be implemented for real-time detection making the method 

unviable for this research application. 

Fast R-CNN 

Fast R-CNN developed by the same author, Girshick et al. [50], addressed some 

shortcomings of R-CNN by lowering the inference time of object detection. Fast R-CNN 

works like R-CNN but, instead of passing proposed regions into a CNN, Fast R-CNN passes 

the entire image into a CNN to generate a feature map. The feature map then identifies 

proposed regions using selective search and warps them into squares. These square are 

reshaped to fixed-size regions using the ROI pooling layer and is then passed into a fully 

connected layer where bounding boxes are predicted, and the objects within it are classified. 
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Fast R-CNN has as much as a twenty-fold framerate improvement over R-CNN because its 

CNN only needs to process one image rather than thousands.  

Faster R-CNN 

Despite the computational improvement, Fast R-CNN with ~2.5s/img is still too 

slow for real-time usage. The slow inference rate of both R-CNN and Faster R-CNN is due 

to the selective search algorithm that needs to be run many times before the proposed regions 

can be classified. 

In 2015, Ren et al. developed the Faster R-CNN algorithm [51], eliminating the 

selective search lowering the inference time to 0.05s/img which is still slow for this research 

application. Faster R-CNN consists of two modules: a new CNN that proposes regions 

instead of a selective search algorithm. The second module is the Fast-RCNN detector used 

for classifying and calculating regression of the proposed anchor boxes to get the final 

bounding box prediction.  

The region proposal introduced in [51] works based on the following steps: 

1. A set of rectangular anchor boxes is proposed with a certain objectness score. Anchor 

boxes are rectangular boxes that the user defines during the setting-up stage of the 

algorithm. Anchor boxes undergo regression in height and width to form bounding 

boxes. In [51] anchor boxes are placed throughout the image to identify features using 

the sliding window technique. An 𝑛 × 𝑛 window slides over the entire image and outputs 

a maximum of 𝑘 number of boxes. 

2. These 𝑘 number of boxes are passed into the regression layer, which outputs 4𝑘 number 

of coordinates for all the anchor boxes together. 

3. The anchor boxes are also passed into the classifier layer, which uses a two-class softmax 

activation functions as classifiers to estimate 2𝑘 scores. The 2𝑘 scores consist of the 

probability of an object being present in each anchor box or not.  

4. For this research, a default value of 𝑘 = 9 is used for the faster R-CNN algorithm. It is 

set to 9 because each anchor box is designed to alter by 3 different scales and 3 different 
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aspect ratios resulting in a total of 9 combinations. Reference Figure 24 to see a visual 

summary of steps 1 through 4.  

5. The algorithm uses the translation-invariant approach described in [51]. This approach 

ensures that if a feature in the image translates, then the proposal region and the 

activation function also translate.  

6. As shown in Figure 25, the algorithm uses multiscale anchors and multi-aspect ratio 

anchors chosen in step 1 to create a pyramid of anchors, described in [49], to classify an 

image. This method is claimed to be more cost-efficient per [51]. 

7. The model is then trained to minimize the loss function below 

𝐿(𝑝𝑖 , 𝑡𝑖) =
1

𝑁𝑐𝑙𝑠
∑ 𝐿𝑐𝑙𝑠(𝑝𝑖, 𝑝𝑖

∗) + 𝜆
1

𝑁𝑟𝑒𝑔
∑ 𝑝𝑖

∗𝐿𝑟𝑒𝑔(𝑡𝑖 , 𝑡𝑖
∗)

𝑖
𝑖

 (11) 

𝐿𝑟𝑒𝑔(𝑡𝑖 , 𝑡𝑖
∗) = 𝑅(𝑡𝑖 − 𝑡𝑖

∗) is the regression loss, and 𝑅 is the robust loss function 

defined in [50]. 𝑝𝑖 is the probability that an anchor box corresponds to the ground truth 

data. 𝐿𝑐𝑙𝑠 is the classifier loss and 𝜆 is the weight that controls the effect of class loss 

and regression loss. 𝜆 is set to 10 by default in the algorithm used in this research. 

8. Finally, to minimize the regression loss function, the x, y, w, h of the predicted ground 

truth data is changed per the following Equations (12) and (13),  

𝑡𝑥 =
(𝑥−𝑥𝑎)

𝑤𝑎
, 𝑡𝑦 =

𝑦−𝑦𝑎

ℎ𝑎
, 𝑡𝑤 = log (

𝑤

𝑤𝑎
) , 𝑡ℎ = log (

ℎ

ℎ𝑎
)  

 

(12) 

𝑡𝑥
∗ =

(𝑥∗ − 𝑥𝑎)

𝑤𝑎
, 𝑡𝑦

∗ =
𝑦∗ − 𝑦𝑎

ℎ𝑎
, 𝑡𝑤

∗ = log (
𝑤∗

𝑤𝑎
) , 𝑡ℎ

∗ = log (
ℎ∗

ℎ𝑎
) 

(13) 

 

9. The training process continues oscillating between training RPN and the classifier using 

backpropagation until a set loss threshold or maximum number of iterations is achieved. 
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Figure 24: RPN on PASCAL VOC 2007 [51] 

 

Figure 25: Pyramid Layer [51] 

 

Figure 26: Faster R-CNN [51] 
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2.2.2 Single-Stage Detector 

The current state-of-the-art single-stage object detector implemented in this 

research is the You Only Look Once (YOLO) model.  

YOLO 

About the same time as Faster R-CNN, the YOLO object detector, model 

architecture shown in Figure 28 was developed by Redmon et al. [52]. YOLOv3, YOLOv4 

and YOLOv5 are the fastest real-time object detector algorithms today [53, 54, 55]. Figure 

27 shows the comparison between different object detectors and inference times. Reference 

[52, 53] for more information on inference rates and comparison between different models. 

 

Figure 27: Object Detector Comparison [52] 

Unlike R-CNN, Fast R-CNN and Faster R-CNN, YOLO predicts classes and 

bounding boxes for the entire image in a single stage i.e., in one run of the algorithm [52].  

Though this modification of a multi-stage detector to a single-stage detection 

significantly increases the detection speed of the algorithm, YOLO lacks the accuracy of 

Faster R-CNN. 
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Figure 28: YOLO Architecture [52] 

A later refinement called YOLO9000 (also known as YOLOv2) [56], provided 

several improvements, resulting in higher accuracy. The most notable improvement is the 

introduction of anchor boxes predetermined by K-means clustering. For each class, these 

anchor boxes serve as starting points for bounding-box predictions by learning typical sizes 

and aspect ratios for bounding boxes of each object class. This method allows YOLOv2 to 

predict good bounding boxes more effectively in less time.  

YOLOv3 [54] is a considerable improvement that modifies the loss function, 

classifier and implements ResNet-type skip-connections [40] (refers to skipping layers such 

that output of one layer turns into the input of a further out layer), resulting in greater 

accuracy at no computational cost at inference time. It predicts the objectness scores for each 

bounding box using logistic regression.  

After YOLOv3, in 2020 Bochkovskiy et al. [53] introduced YOLOv4. The authors 

provide extensive hyperparameter-tuning experiments, resulting in several best practices for 

choosing the CNN architecture, activation functions, loss functions, and methods for data 

augmentation, regularization, and normalization. Moreover, it provides a comparison of 

hyperparameters related to the training algorithm. Hyperparameters are user set variables 

that control the performance of the algorithm.  
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The resulting YOLOv4 implementation gains some important but incremental 

improvements in training time, accuracy, and inference time. The algorithm was developed 

with the goal of lowering the run time to work efficiently on low-computational hardware. 

The algorithm achieved an inference time of 65 frames per second on a Tesla V100 GPU 

showing that it is the fastest inferring algorithm ideal for this research application.   

Shortly after YOLOv4 was published, Jocher et al. [55] released a convenient 

PyTorch implementation of YOLO entitled YOLOv5, which is like the YOLOv3 

architecture except, the anchor boxes are self-updating. It is a full-featured implementation 

making numerous innovations and improvements for practitioners to permit easy training 

and tuning of the object detector. The implementation also includes a genetic algorithm for 

searching the hyperparameter space, integrations with popular data annotation tools like 

Roboflow [57], and many of the optional features suggested by the YOLOv4 paper. Despite 

some controversy between the developers of YOLOv4 and YOLOv5, the algorithms perform 

similarly in accuracy and runtime by all indications. The present authors found the latter to 

be more convenient to use. Figure 29 shows an image of the YOLOv5 architecture that this 

research model uses.  

 

Figure 29: YOLOv5 Architecture [58] 

 

How does YOLO Work? 
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The following paragraphs explain in detail the structure of YOLO, specifically 

YOLOv3, and how it works. Reference Figure 30 an easy to interpret model of YOLOv3 

[59] as necessary while reading through this section. 

 

Figure 30: YOLOv3 Architecture [59] 

YOLO is broken down into three main parts called the backbone, neck, and head 

(dense predictions), as shown in Figure 31. Each of these layers performs unique tasks. 

 Prior to delving into the details, a quick summary of how YOLO identifies features 

in an image is explained below.  

1. Instead of proposing or looking for regions of interest, YOLO works by partitioning the 

input image into 𝑠 × 𝑠 cells. 

2. Feature maps and detections at different scales - 13×13, 26×26 and 52×52 are output 

using the backbone and the neck layers 

3. Finally, in the head layers, depending on which cell the centroid of a specific feature 

lies, that cell is made responsible for outputting a bounding box using regression 

methods on anchor boxes. In this algorithm, the number of anchor boxes by default are 

set to 3. Each anchor box is set to predict 3 bounding boxes of 3 different sizes and aspect 

ratios. 
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4. Ultimately, the bounding boxes with the maximum objectness scores and class 

probabilities are picked based on non-maximum suppression to create a probability map 

and final detections. 

a. Non-maximum suppression (NMS) reduces the number of detections of the 

same object. It does so by first identifying detections with the highest confidence 

scores to compare by calculating the intersection over union (IOU). IOU (𝑆𝐼𝑂𝑈) 

is calculated per the equation below. Intersection corresponds to how much area 

of the anchor box (𝑎𝐴𝐵) intersects with the area of a feature (𝑎𝐹) while union 

represents the union of both the areas. 

𝑆𝐼𝑂𝑈 =
𝑎𝐴𝐵 ∩ 𝑎𝐹

𝑎𝐴𝐵 ∪ 𝑎𝐹
 

(14) 

  

b. Then, only boxes with the highest IOUs are retained. However, if multiple 

retained boxes have the same IOU, the box with the highest confidence score is 

retained, discarding the rest. NMS is an effective way to filter out duplicates or 

very similar anchor boxes. 

These steps repeat until the loss function in Equation (15) is minimized. Figure 32 

from [52] shows how YOLO works visually. 

𝐿 = 𝜆𝑐𝑜𝑜𝑟𝑑 ∑ ∑ 𝕝𝑖𝑗
𝑜𝑏𝑗

[(𝑥𝑖 − 𝑥�̂�)
2 + (𝑦𝑖 − 𝑦�̂�)

2 + (√𝑤𝑖 − √𝑤�̂� )
2

+  (√ℎ𝑖 − √ℎ�̂� )

2

]

𝐵

𝑗=0

𝑠2

𝑖=0

+ ∑ ∑ 𝕝𝑖𝑗
𝑜𝑏𝑗

(𝐶𝑖 − 𝐶�̂�)
2

+ 𝜆𝑛𝑜𝑜𝑏𝑗

𝐵

𝑗=0

∑ ∑ 𝕝𝑖𝑗
𝑛𝑜𝑜𝑏𝑗

(𝐶𝑖 − 𝐶�̂�)
2

𝐵

𝑗=0

𝑆2

𝑖=0

𝑠2

𝑖=0

+ ∑ 𝕝𝑖𝑗
𝑜𝑏𝑗

𝑆2

𝑖=0

∑ (𝑝𝑖(𝑐) − 𝑝�̂�(𝑐))
2

𝑐∈𝑐𝑙𝑎𝑠𝑠𝑒𝑠

 

(15) 

 

The weight of the multiplier of the coordinate/localization loss of the bounding 

boxes is represented by 𝜆𝑐𝑜𝑜𝑟𝑑, 𝑥𝑖, 𝑦𝑖 are the ground truth box centroid coordinates, 𝑤𝑖, ℎ𝑖 

are the bounding box’s height and width while, 𝑥�̂�, 𝑦�̂�, 𝑤�̂�, ℎ�̂� belong to the predicted bounding 

boxes. 𝜆𝑛𝑜𝑜𝑏𝑗 is the weight multiplier of the object classification loss. Both 𝜆𝑐𝑜𝑜𝑟𝑑 and 
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𝜆𝑛𝑜𝑜𝑏𝑗 are hyperparameters. The ground truth and prediction classification data is 

represented by 𝐶𝑖 and 𝐶�̂� and, 𝑝𝑖(𝐶) and 𝑝�̂�(𝐶) are the probability of the prediction class C. 

 

Figure 31: YOLOv4 Architecture [53] 

The following paragraph lists explain the different parts of YOLO in depth. 

Backbone 

Backbone, otherwise known as the feature extractor, contains dense blocks and 

DenseNet [53]. Dense blocks shown in Figure 33 contain multiple convolution layers. These 

layers use batch normalization [60], ReLU and convolution to extract features. Each of these 

layers output 4 feature maps based on the original image input and the outputs of the previous 

layers [61].   

 

Figure 32: YOLO [52] 
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Per Figure 34 multiple Dense Blocks are then combined with a transition and a 

pooling layer in between to form DenseNet. 

The feature maps of the Dense Block are separated into two parts using CSPNet 

[62]. The second part of the feature goes through the Dense Block while the first part 

bypasses it, shown in Figure 35. In YOLO CSPNet connections along with Darknet-53 called 

CSPDarknet54 form the backbone in feature extraction. CSPDarknet53 is used for its high 

accuracy results compared to other CNN-based architectures. 

 

Figure 33: Dense Blocks [61] 

 

Figure 34: DenseNet [61] 

 

Figure 35: CSPNet [61] 
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Neck 

The neck corresponds to the layers present between the backbone and the head. The 

model used in this research implements Path Aggregation Network (PANet). PANet extracts 

texture and pattern information from previous layers in the model to build semantic 

information for the next top layers [63].   

PANet introduces a short-cut path that takes 10 layers to get to the top layer instead 

of 100+ layers reducing the computational time while still retaining fine-grain localized 

information. Figure 36 from [63] shows the flow down of the PANet model.  

 As mentioned in [63], in YOLO, instead of adding the neighboring layers feature 

information together, the feature maps from previous layers are concatenated together to 

retain the dimensionality of the model. These concatenated features are then passed into the 

head to make predictions. 

 

Figure 36: PANet model [63] 

Head comprises of all the layers that are responsible for predicting bounding boxes 

from anchor boxes. Each anchor box is updated per Equations below until the loss function 

in Equation (15) is minimized. YOLO uses IOU and NMS to filter and generate final 

predictions. 

𝑏𝑥 = 𝜎(𝑡𝑥) + 𝑐𝑥 (16) 

 

𝑏𝑦 = 𝜎(𝑡𝑦) + 𝑐𝑦 
(17) 
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𝑏𝑤 = 𝑝𝑤𝑒𝑡𝑤 
(18) 

 

𝑏ℎ = 𝑝ℎ𝑒𝑡ℎ 
(19) 

 

The center x, y of the predicted bounding box are represented by 𝑏𝑥, 𝑏𝑦 prediction 

while, 𝑏𝑤 , 𝑏ℎ correspond to the width and height of the box prediction. The networks 

centroid output is represented by 𝑡𝑥 , 𝑡𝑦. These values are passed into a sigmoid function 

forcing the values to be between 0 and 1. Similarly, 𝑡𝑤 and 𝑡ℎ are the width and height of 

the bounding box that the network outputs. The anchor dimensions of the box are represented 

by 𝑝𝑤 and 𝑝ℎ while, 𝑐𝑥 and 𝑐𝑦 are the top left coordinates of the grid cell responsible to 

predict the feature. 

These methods implemented in YOLO make it faster and accurate to predict features 

in real-time, making the algorithm more attractive for the application pursued in this 

research. 
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Chapter 3  
Results 

 

This Chapter goes over CNN classification models, image dataset and results, object 

detector models, image/video dataset, and results. 

3.1 CNN based Classification 

3.1.1 Classification Models 

For this research, the CNN classification models chosen to be trained are the LeNet 

inspired model shown in Figure 37, VGGNet-16, VGGNet-19 and NASNet Large models 

described in Section 2.1.7 Models.   

 

Figure 37: LeNet Inspired Model 
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3.1.2. Classification Dataset 

All the CNN classification models were trained on images of satellites with/without solar 

panels, fuel tanks, satellite nozzles and meteoroids. These images were downloaded from 

google and were selected based on the following criteria: 

1. Must be interpretable 

2. Images must resemble real-life spacecraft components 

3. No image must repeat in the dataset 

Some of the images in the dataset are clear artistic demonstrations of satellites and 

meteoroids in space. Others are either images of satellites in space, pictures of satellites being 

manufactured, CAD renderings, pictures of meteoroids in space, satellite fuel tanks by the 

original equipment manufacturer taken at the warehouse and pictures of nozzles taken during 

thruster firing and during manufacturing.  

For CNN-based classification, the research focused on acquiring at least a total of 1000 

images for the image dataset. To achieve that goal, 100 unique images were obtained for 

each class. Each of the 100 images was then augmented 10 times in MATLAB, increasing 

the dataset count to 5000. 

In MATLAB, each image was rotated to 45°, 60°, 90°, 135°, 180°, 225°, 270°, and 

Gaussian noise and change in brightness were added to the dataset randomly. Finally, the 

images were resized to 90 × 90 resolution with 3 channels corresponding to RGB data. 

Those rotation angles were chosen because a target satellite could be in any orientation while 

being approached by a chasing satellite depending on the mission. And augmenting the 

images with those angles helps the algorithm learn to identify satellites at those orientations 

better. 

The algorithms were trained on randomly selected 60% of the images while, the 

validation and testing dataset consisted of 20% and 20% of the rest of the images.  
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3.1.3 Classification Results 

Some of the main parameters that were tracked during testing are the precision (P), 

recall (R) and 𝐹1 score. Following are the equations used to calculate the test metrics. 

𝑃 =
∑ 𝑇𝑝

∑ 𝑇𝑝 + 𝐹𝑝
 

 

(20) 

𝑅 =
∑ 𝑇𝑝

∑ 𝑇𝑝 + 𝐹𝑛
 

 

(21) 

𝐹1 = 2 ∗
𝑃𝑅

𝑃 + 𝑅
  

 

(22) 

𝑇𝑝 corresponds to true positive (TP) values; 𝐹𝑝 is false positive (FP), and 𝐹𝑛 is the 

false negative (FN) value. FN is preferred over FP for this research to prevent spacecraft 

collisions due to incorrect and/or missing detections. 

To evaluate the CNN classification algorithms, the LeNet inspired model was first 

chosen to be trained for 20 iterations (~30 minutes) to obtain results in Figure 38. 

 

 

Figure 38: Training Results 

Next, NASNet Large, VGG-16 and VGG-19 models were trained using transfer 

learning on ImageNet dataset to obtain results shown in Figure 39. 
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Figure 39: (a) NASNet Large, (b) VGG-16, (c) VGG-19 

Out of all the models, VGG-19 performed the best using transfer learning. Despite 

obtaining better results than the LeNet inspired network, all the models in Figure 39 took a 

significantly longer time (~5 hours) to train than the LeNet model.  

To improve the results obtained from the above classification within a reasonable 

amount of time, an ensemble with three LeNet inspired model weights was performed. Table 

2 summarizes the training and validation dataset results for the three independent LeNet 

model runs. 

Table 2: Ensemble with LeNet 
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The testing results obtained from the ensemble is shown in Figure 40. 

 

Figure 40: LeNet Ensemble Testing Results 

From Figure 40, it is apparent from these results that both precision and recall values 

are relatively high, proving that neural networks can classify satellite feature images under 

different lighting conditions, noise, and orientations.  

3.2 Object Detection 

Since the results from the classification algorithms prove that this application can be 

executed with CNNs, two different state-of-the-art object detection algorithms were 

analyzed for classifying and localizing satellite features in this section of the thesis. 
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3.2.1. Object Detection Models 

The two algorithms models used in this research are the single-stage detector, 

Ultralytics implementation of YOLOv5 and multi-stage detector, Facebook Artificial 

Intelligence Research’s’ (FAIR) Detectron2 implementation of Faster R-CNN. The Faster 

R-CNN uses transfer learning from the ResNet 101 model trained on the COCO dataset [64]. 

These algorithms are used as tools to analyze a custom unseen image/video dataset of a target 

spacecraft from the perspective of a chaser spacecraft. 

The following sub-sections explain the training and testing dataset and results 

obtained from both algorithms. 

3.2.2. Object Detection Testing Dataset 

 To test the object detection algorithms new and unseen videos/images were 

collected from the Orbital Robotic Interaction, On Orbit Servicing, and Navigation (ORION) 

laboratory at the Florida Institute of Technology [65]. The ORION lab is equipped with a 

planar, cartesian Maneuver Kinematics Simulator shown in Figure 41 and Figure 42. 

The primary component of the kinematics simulator is a horizontal 2 DOF motion 

table with a dimension of 5.5 m × 3.5 m capable of positioning a payload of 80 kg at a 

maximum speed of 0.25 m/s and a maximum acceleration of 1 m/s2 along both linear axes. 

The motion table is designed to carry a wide range of equipment, such as small industrial 

manipulators or pan-tilt mechanisms. The ORION pan-tilt mechanisms are custom designed 

 

Figure 41: ORION Spacecraft 

Maneuver Kinematics Simulator [2] 

 

 

Figure 42: Chaser Spacecraft and LED 

Light Panel [2] 
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to carry a test article with a mass of 20 kg and dimensions 0.5 m × 0.5 m × 0.5 m. The motion 

envelope is ±90° in elevation and infinite rotation in azimuth, with maximum rotation rate 

60°/s and maximum acceleration 60°/s2 about each axis. The test article is supplied with 

power and Ethernet connections via a slip ring around the azimuth axis. The Maneuver 

Kinematics Simulator currently employs two pan-tilt mechanisms. The stationary pan-tilt 

head is used to generate the attitude motion of a target spacecraft model. The target 

spacecraft model has geometrical and surface features typically found on a spacecraft, such 

as a parabolic antenna, thruster nozzles, solar arrays, etc. The moving pan-tilt head is 

designed to carry a spacecraft robotics test vehicle equipped with several robotic 

manipulators, a capture tool, multiple cameras and distance sensors.  

The lab is also equipped with commercial-off-the-shelf components to generate a 

light source with sufficiently high brightness that exceeds the dynamic range of common 

optical sensors while providing a narrow beam of light. An image of the light in operation is 

shown in Figure 42. The floor, walls and ceiling of the room are painted black to minimize 

the reflectivity of the light. The light source generates light with a color temperature of 5,600 

K (daylight balanced) with 350 W of power. The intensity is equivalent to a 2,000 W 

incandescent lamp. The intensity can be continuously dimmed from 100% to 0%, and the 

beam angle can be varied between 10° and 60° using lens inserts. Therefore, the light can be 

used to simulate solar illumination and diffuse Earth albedo effect. 

With the aid of this test equipment, a set of test videos with different lighting 

conditions, target spacecraft orientation and chaser approach were captured at 60 frames per 

second. All the videos are summarized below.  
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Figure 43: Test Case 1 

Light source:                            Overhead 

Target yaw | pitch | roll rates:  10 | 0 | 0 deg/s 
Chaser x | y | z velocity:          10 | 0 | 0 cm/s 

 

 

 

Figure 44: Test Case 2 

Light source:                            Overhead 

Target yaw | pitch | roll rates:  20 | 10 | 0 deg/s 
Chaser x | y | z velocity:          10 | 10 | 0 cm/s 

 

 

 

Figure 45: Test Case 3 

Light source:                            In plane, 

at 135° yaw 

Target yaw | pitch | roll rates:  10 | 0 | 0 deg/s 
Chaser x | y | z velocity:          10 | 10 | 0 cm/ 

 

 

Figure 46: Test Case 4 

Light source:                            In plane, at 

90° yaw 

Target yaw | pitch | roll rates:  10 | 0 | 0 deg/s 
Chaser x | y | z velocity:          10 | 10 | 0 cm/s 
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Figure 47: Test Case 5 

Light source:                            In plane, 

at 90° yaw 

Target yaw | pitch | roll rates:  5 | 0 | 0 deg/s 
Chaser x | y | z velocity:          0 | 10 | 0 cm 

 

Figure 48: Test Case 6 

Light source:                            In plane, at 

90° yaw 

Target yaw | pitch | roll rates:  0 | 0 | 0 deg/s 
Chaser x | y | z velocity:          10 | 10 | 0 cm/s 

 

These videos are unseen data that the algorithm never trains on. So, when this video 

data is introduced to the algorithms during testing, the models treat the satellite in the video 

as an entirely unknown satellite for prediction. 

3.2.3 Object Detection Training Dataset and Results 

The training dataset accumulated for this research was augmented various times to 

artificially increase the number of images. Higher number of images helps the algorithm 

learn better. Each augmentation was picked based on the issues that the camera would 

experience during spaceflight.  

 When the research began in August 2020, the Ultralytics implementation of 

YOLOv5 was picked as the object detector algorithm to perform proof of study for the 

application. The amount of training image data since then has varied and increased. 

The results of the YOLOv5 implementation to identify all the classes such as solar 

arrays, thrusters, antennas, and spacecraft bodies are present in [2]. Overall, the initial dataset 

consisted of 523 images and is not associated with the MATLAB augmented images from 

CNN Classification training image dataset. Figure 49 shows the information on the number 

of annotations present for each class in the dataset information.  
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Figure 49: 2020 Image Dataset 

These training images were augmented with the following augmentation techniques 

to improve the training and testing accuracies. 

1. Random crop between 0 and 34 percent of the image 

2. Random rotation of between -28 and +28 degrees 

3. Random brightness adjustment of between -49 and +49 percent 

4. Random Gaussian blur of between 0 and 10 pixels 

5. Salt and pepper noise (dark spots in white regions and white spots in dark regions) was 

applied to 13 percent of pixels. 

 

With the augmentation techniques mentioned above, the training dataset achieved 

the highest training accuracy values of 75% for spacecraft bodies, 64% for the solar panels, 

54% for the antennas and 15% for the thrusters. The algorithm was run on a Tesla P100 

GPU via Google Colab which resulted an inference speed of 140 frames per second. 

Figure 50, Figure 51 and Figure 52 show the training results of YOLOv5. The 

results are depicted by the trend in the training metrics over the number of epochs/iterations. 

The training metrics YOLOv5 uses to evaluate the performance of the algorithm are the 

mean average precision over a certain IOU range given by Equation (23). n represents the 

number of classes. 
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𝑚𝐴𝑃 =
1

|𝑛|
Σ𝑐𝜖𝑛

#𝑇𝑃(𝑐)

#𝑇𝑝 (𝑐) + #𝐹𝑃(𝑐)
 

(23) 

 

Additionally, YOLOv5 also uses a confusion matrix to study the performance of one 

class over the others and the background image information. Figure 50 is the confusion 

matrix produced by YOLOv5 for the training data. All but the bottom-most rows of the 

matrix correspond to the predicted values of each respective class while all but the rightmost 

columns correspond to the ground truth values of each respective class. For an ideal case, an 

algorithm performing with 100% accuracy, the rows and columns corresponding to a class 

(main diagonal) would display 1 while the off-diagonal values would be 0.  

The bottom-most row and the right-most column correspond to the background false 

negative and the background false positive data. False negative occurs when an object is 

present in an image but is not identified by the algorithm, whereas false positive occurs when 

an object is not present in an image, but the algorithm falsely detects that object. For an ideal 

case with an algorithm performing with 100% accuracy, the bottom-most row and the right-

most column should have 0. However, the results showed that thrusters have the highest false 

negative values after antennas and, antennas have the highest false-positive values after solar 

panels. For the autonomous rendezvous and docking application, false positives are weighed 

more heavily than false negative values. Similarly, recall values are weighed more heavily 

than precision values due to the inverse relation of FN and recall. Furthermore, Figure 51 

and Figure 52 provide more information on the metrics trend over the number of epochs. 

This preference in choosing higher FP over FN is because we could implement post-

processing techniques to filter incorrect detections if there are any due to high FP but, if the 

algorithm entirely fails to detect a feature due to high FN, then the chaser spacecraft may 

collide into the target spacecraft failing the mission.  
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Figure 50: YOLOv5 2020 Confusion Matrix 

 

Figure 51: YOLOv5 2020 mAP Trend 
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Figure 52: YOLOv5 2020 Multi-Class P-R Curve 

To test the algorithm based on these training weights, test video case 3 from Figure 

45 was inferred. Test video case 3 was chosen due to its extreme lighting conditions, making 

it the most challenging data to analyze. It had the dimmest light setting and, the video also 

experienced a partial blackout of the target spacecraft while the target was rotating. Figure 

53 shows the before and after inference results of YOLOv5 2020. 

 

Figure 53: Before and After YOLOv5 2020 
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Table 3 from [2] shows the error analysis of the video results at each second for 37 

seconds instead of 140 frames per second for simplicity and to estimate the algorithm's 

performance. When this analysis was performed in 2020, none of the videos were labeled; 

hence, the analysis was performed visually. However, all the videos were labeled eventually 

and, the labeled data was used to perform test result analysis discussed later in this section. 

The term “actual” in Table 3 refers to the ground truth data, i.e., the visibility of a 

specific feature in each frame being analyzed in the video. “YOLO detections” refers to how 

many times the algorithm detected a feature correctly and, FP and FN are visually estimated 

based on the visible and detected features. 

Table 3: Error Analysis YOLOv5 2020 

 

Average 

Accuracy 
Actual 

YOLO 

Detections 
FN FP 

Thrusters 1.10% 16 1 0 0 

Antennas 52% 19 35 8 10 

Body 52% 37 28 9 1 

Solar 

Panels 
62.90% 42 32 9 2 

 

Per the test data analysis, antennas showed the highest FP values. One observation 

was that the algorithm frequently predicted the mount of the chaser spacecraft as an antenna 

because of its phased array antenna-like shape. Another interesting observation was that the 

algorithm also detected some background distractions at the ORION lab, such as emergency 

light, simulation x-y bed rails reflecting off light as antennas. An example of this is shown 

in Figure 54. 

Additionally, it was observed that the algorithm misses detections due to significant 

differences in the training and testing data, such as the varied shapes of antennas and 

thrusters and the lack of augmentation methods and training images. More training images 

would be beneficial because the more training images the algorithm sees, the more capable 

it becomes to detect random unseen images.  
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Figure 54: Test Data Analysis Observation - YOLOv5 2020 

  Upon identifying the issues mentioned above, in November 2021, Mahendrakar et 

al. [65] published results with a modified training dataset. The goal of [65] was to achieve a 

higher mAP and lower false negative values for two better performing classes i.e., solar 

panels and spacecraft body, as identified in [2]. It was decided that analyzing 2 classes at a 

time would help lower the complexity of training the algorithm. As the number of classes 

decreases, the number of parameters to optimize decreases.    

The modified training dataset contains 1231 images, out of which 868 were used for 

training, 310 for validation, and 53 for additional testing data to supplement the video data 

obtained from the ORION lab. Figure 55 shows the number of annotations for solar panels 

and spacecraft bodies.  
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Figure 55: YOLOv5 2021 Annotations 

The raw training images were once again augmented. The augmentation techniques 

were based on the problems the Intel RealSense D435i camera experienced while shooting 

the test video cases. 

 The augmentation techniques applied were: 

1. Random 90° rotation in either the clockwise or counterclockwise direction  

2. Random rotation by either -45° or 45° 

3. Random application of grayscale to 25% of total images 

4. Random application of Gaussian blur up to 2 pixels 

5. Random adjustment of bounding box brightness between -31% to 31% 

6. Random adjustment of bounding box exposure between -34% to 34% 

The resulting best training metrics found are listed in Table 4 and the training 

confusion matrix is in Figure 56.  

Table 4: YOLOv5 2021 Training Results 

Class Precision Recall mAP@0.5 mAP@0.5:0.95 

All 0.763 0.562 0.605 0.294 

Body 0.741 0.58 0.631 0.292 

Solar 0.785 0.544 0.579 0.296 
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Figure 56: YOLOv5 2021 Confusion Matrix 

Based on the 2020 and 2021 training results, the confusion matrix for 2021 dataset 

shows high FP and FN values; however, these 2021 training (not testing) metrics are not 

comparable to 2020 due to significant changes made to the dataset. 

The weights obtained from the 2021 training were used to evaluate Test Case 5. Test 

Case 5 and Test Case 3 have similar lighting conditions except, the chaser approach and the 

target rotation are different. The testing metrics results are provided in Table 5 and the 

confusion matrix is present in Figure 57. 

Table 5: Testing Metrics YOLOv5 2021 

Class Precision Recall mAP@0.5 mAP@0.5:0.95 

All 0.826 0.672 0.71 0.323 

Body 0.901 0.812 0.882 0.451 

Solar 0.751 0.532 0.539 0.195 
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Figure 57: Confusion Matrix YOLOv5 2021 

From the results above, it is seen that the FN values significantly decreased and FP 

values stayed fairly high; however, the algorithm was able to detect the spacecraft body 92% 

of the time correctly and solar panels 55% of the time correctly. These results are a 

significant improvement compared to the 2020 YOLOv5 testing. 

Now that the goal of lowering the FP and FN values was achieved, the next goal was 

to improve the mAP values such that the algorithm detects the two features with high 

accuracy/confidence levels. 

To achieve the new goal, the use of a Faster R-CNN algorithm was studied in [67]. 

Per the literature review performed, Faster R-CNN is supposed to predict with higher 

accuracies than YOLOv5, however, at the cost of the inference time. Though not 
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implemented yet, the idea is to use Faster R-CNN to guide YOLOv5 to predict correctly by 

combining the predictions. Hence, for preliminary studies, Faster R-CNN with ResNet 101 

was implemented to perform a comparison study with YOLOv5.  

 To ensure both the algorithms were trained sufficiently prior to testing, the mAP 

values were verified to reach saturation. Reference Figure 58 and Figure 60 for the trend in 

YOLOv5 mAP scores and, Figure 59 and Figure 61 for the training trends in Faster R-CNN  

mAP scores.  

 

 

Figure 58: YOLOv5 mAP@0.5 IOU 

 

 

 

Figure 59: Faster R-CNN mAP@0.5 IOU 

 

 
 

Figure 60: YOLOv5 mAP@0.5:0.95 

 

 

 
 

 

Figure 61: Faster R-CNN mAP@0.5:0.95 
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Note that the y axis of the figures above corresponds to the respective mAP metrics 

written in the Figure label information. Additionally, though the steps for YOLOv5 show 

100, it is supposed to be 400 iterations. YOLOv5 was trained using pre-trained weights and 

the previous epochs information was not carried forward hence, the plot only displays the 

last run’s iteration values. On the other hand, Faster R-CNN plots show the correct number 

of iterations even though the algorithm re-started training after a certain number of epochs. 

Additionally, the sudden increase in the mAP values in the Faster R-CNN algorithm was 

also due to using pre-trained weights. It corresponds to the best results obtained from one of 

the previous iterations.  

Figure 62 and Figure 63 show the trend in classification loss for both the algorithms.  

 

Figure 62: YOLOv5 Classification Loss 

 

Figure 63: Faster R-CNN 

Classification Loss 

These training results show that Faster R-CNN takes many more iterations 

(approximately twice in the runs above) to reach the same mAP and loss values as YOLOv5. 

This observation conforms with the literature review that Faster R-CNN is a slower 

algorithm compared to YOLO. 

Since the training results of both the algorithms reached a saturation point, the 

weights from both the algorithms were obtained to perform a test comparison study of test 

video cases 3, 4, 5, and 6 (only videos with no overhead lighting to resemble a space-like 

environment) labelled at 1 frame per second on Roboflow.  

Additionally, YOLOv5 and Faster R-CNN use different testing metrics. To compare 

the test results of both the algorithms, common testing metrics – Recall for the entire 
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algorithm, mAP@0.5 IOU and mAP@0.5:0.95 IOU were identified for both the algorithms 

per [67]. The tables below show the results of both YOLOv5 and Faster R-CNN for the test 

video cases. 

Test Case 3 

Table 6: YOLOv5 Case 3 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 34 103 51.3% 41.4% 40.5% 21.3% 

Body 34 35 42.8% 34.3% 29.1% 17.5% 

Solar 34 68 59.9% 48.5% 52% 25.2% 

Inference Rate: 0.017 s/img 

Table 7: Faster R-CNN Case 3 Results 

Class Images Targets* AP AR mAP@.5 mAP@.5:.95 

All 34   57% 70.5% 40.1% 

Body 34     53.531% 

Solar 34     26.693% 

Inference Rate: 0.17s /img 

Test Case 4 

Table 8: YOLOv5 Case 4 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 108 310 38% 39.2% 32.1% 19.9% 

Body 108 108 29.6% 34.3% 21.2% 11.0% 

Solar 108 202 46.4% 44.1% 43% 28.7% 

Inference Rate: 0.018 s/img 

Table 9: Faster R-CNN Case 4 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 108 310  49.8% 61.2% 37.7% 

Body 108 108    58.552% 

Solar 108 202    16.875% 

Inference Rate: 0.17s /img 

 

Test Case 5 
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Table 10: YOLO Case 5 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 81 214 88.4% 70.8% 75.4% 34.5% 

Body 81 81 89.5% 84% 90.2% 47.2% 

Solar 81 133 87.4% 57.6% 60.6% 21.8% 

Inference Rate: 0.017 s/img 

Table 11: Faster R-CNN Case 5 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 81 211  16.7% 32% 12.6% 

Body 81 80    33.97% 

Solar 81 131    13.84% 

Inference Rate: 0.17s /img 

 

Test Case 6 

Table 12: YOLOv5 Case 6 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 43 129 92.4% 52.3% 64.2% 51.2% 

Body 43 43 100% 48.7% 56.2% 48.2% 

Solar 43 86 84.8% 55.8% 71.6% 54.2% 

Inference Rate:  0.017 s/img 

Table 13: Faster R-CNN Case 6 Results 

Class Images Targets AP AR mAP@.5 mAP@.5:.95 

All 43 129  79.8% 90.6% 73.7% 

Body 43 43    82.103% 

Solar 43 86    65.347% 

Inference Rate: 0.17s /img 

 

To compare both the algorithms, results for each test case were analyzed. It is seen 

that lighting conditions play a significant role in detection performance. Comparing 

mAP@0.5 and mAP@0.5:0.95, YOLOv5 performs better than Faster R-CNN for Case 1 

with dimmer lighting conditions with the light source placed at 90° yaw. This issue in the 

performance reverts to implementing more augmentation methods to expand the training 
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dataset such that both the algorithms learn to detect objects based on context and not from 

memory. 

Additionally, YOLOv5 detects solar panels better than Faster R-CNN in videos 4 

and 5, almost the same as Faster R-CNN in video test case 3. These three videos captured 

the target satellite rotating about its vertical axis, causing the solar panels to disappear/hide 

behind the satellite body. These results prove the ability of YOLOv5 to detect features in the 

background accurately. 

All the results from the Tables above are summarized in Table 14. Overall, Faster 

R-CNN is a bit more accurate, but on average, Faster R-CNN’s inference rate is 10 times 

slower than YOLOv5. This huge difference in inference time makes Faster R-CNN a less 

preferred algorithm to run-real time. However, as discussed before, Faster R-CNN may be 

used in the background with YOLOv5 to improve accuracy. However, the parallel 

implementation must still be verified and ensured that the computational power requirements 

do not exceed the spacecraft hardware power limitations. 

Table 14: Summary of Faster R-CNN and YOLOv5 Results 

 YOLOv5 Faster R-CNN 

Class AR mAP@ 

.5 

mAP@ 

.5:.95 

AR mAP@ 

.5 

mAP@ 

.5:.95 

All 50.925% 53.05% 31.725% 51.875% 63.575% 41.03% 

Body   30.957%   57.03% 

Solar   32.475%   30.69% 

 Inference Rate:0.017s/img Inference Rate: 0.17 s/img 
 

Finally, to check the inference times of each algorithm on spacecraft hardware, the 

algorithm was run on Raspberry Pi (the closest resemblance to spacecraft hardware) and a 

neural compute stick. It was found that YOLOv5 infers at 0.471 s/frame while Faster R-

CNN infers at 4.12 s/frame, YOLOv5 is still 10 times faster.  
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Chapter 4  
Conclusion 

 

In conclusion, with the increasing demand for space exploration, the demand for 

OOS and ADR is raising. This solution proposed in this thesis meets the objective of the 

project by successfully demonstrating the use of AI for feature recognition of non-

cooperative spacecraft to aid OOS and ADR operations. This method has been further proved 

to work per experimental data and testing results published in [2, 65, 66].  

Initially, to verify the feasibility of using CNNs to detect and localize spacecraft 

features, CNN-based classification algorithms such as LeNet, VGG-16 and NASNet Large 

were implemented to classify image datasets of spacecraft. These images consisted of 

spacecraft with and without solar panels, thrusters, fuel tanks and meteoroids. The results 

obtained from these neural nets for classification demonstrated high accuracies of >90%, 

precision and recall values >90%, justifying that CNNs can be effectively used in this 

application.  

With this original breakthrough of classification results attained from using CNNs, 

object detection models based on CNNs, namely – YOLOv5 and Faster R-CNN, were 

implemented on larger image datasets to learn different features of spacecraft. The 

algorithms were then tested on test videos of spacecraft collected in the ORION laboratory 

at the Florida Institute of Technology [65]. 

The results from these test video inferences showed that YOLOv5 performed better 

or equally as good as Faster R-CNN for 3 out of 4 videos and, inferred 10 times faster than 

Faster R-CNN, making YOLOv5 a preferred algorithm for autonomous spacecraft 

rendezvous and docking missions. Additionally, [65] used weights corresponding to results 

shown in Figure 57 simulation to safely dock a single chaser spacecraft with a rotating target 

from test case video 5. Results from [65] experimentally proves that the proposed method in 

this thesis works! 
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Future work involves optimizing the algorithms to reduce the inference times 

further. Collecting more training images from NASA’s stereolithography files to improve 

the detection metrics and, developing post-processing techniques to further lower the FP and 

FN values to track disappearing bounding boxes in videos. Finally, implementing multiple 

camera views to track features at different orientations. 
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