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ABSTRACT

Title:

Explainable Transfer-Learning and Knowledge Distillation for Fast and

Accurate Head-Pose Estimation

Author:

Nima Aghli

Major Advisor:

Eraldo Ribeiro, Ph.D.

Head-pose estimation from facial images is an important research topic in

computer-vision. It has many applications in detecting the focus of attention,

monitoring driver behavior, and human-computer interaction. As with other

computer-vision topics, recent research on head-pose estimation has been fo-

cused on using deep convolutional neural networks (CNNs). Although deeper

networks improve prediction accuracy, they suffer from dependency on ex-

pensive hardware such as GPUs to perform real-time inference. As a result,

CNN model compression becomes an important concept. In this work, we

propose a novel CNN compression method by combing weight pruning and

knowledge distillation. Additionally, we improve the state-of-the-art head-

pose estimation model with image-augmentation and transfer-learning. We

apply our compression method to a baseline head-pose estimation model and

validate the performance of the compression by creating validation scenarios.

Additionally, we test our compression method on different CNN architectures

and classification tasks to show the effectiveness of our compression method.
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Chapter 1

Introduction

Analyzing facial attributes from images is an important research problem

in computer vision. Facial-attributes analysis finds a wide range of applica-

tions including face-recognition [62], head-pose estimation [48], and emotion

recognition [11].

Similar to many computer-vision methods, research on facial-attribute

analysis has benefited largely from the use of deep neural networks. Deep-

learning algorithms are currently the major producer of state-of-the-art re-

sults for computer-vision problems such as object detection [45, 54, 55], image

classification [31, 22], and image segmentation [7, 8].

Unlike traditional machine learning methods, deep Convolutional Neural

Networks (CNNs) learn complex and discriminate features automatically. As

a result, CNNs are usually treated as a black-box where they receive an image

and output a classification or regression result. In theory, each layer in a CNN

architecture learns a set of unique features in a hierarchical order. However,

the type of the features learned by each layer has not been studied in-depth to

analyze deep-learning concepts such as transfer-learning [49] using activation
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analysis [13, 63].

Despite the great performance in prediction accuracy, the majority of the

models trained with CNNs are computationally very expensive, which makes

them unsuitable for real-time applications. For example, current state-of-the-

art deep CNN architectures such as ResNets [22] have millions of parameters

that require expensive hardware such as GPUs with a large amount of mem-

ory and parallel-computation capabilities to perform real-time inference.

Different methods are proposed to reduce the computational complexity

of the CNNs while maintaining the accuracy of the compressed network as

close as to the original model. Leng et al. [41] proposes a weight quantiza-

tion algorithm to compress CNNs by quantizing each full-precision weight

in the network to a small number of bits. Hinton et al. [24] introduced the

teacher-student knowledge distillation (KD) method, where a deeper teacher

network distills the knowledge of its feature maps to a smaller student net-

work. Additionally, different weight pruning methods are proposed [27, 21],

where the neurons with no contribution to the prediction of the model are

detected and pruned from the model.

In this research, We first create a model for estimating 3D head-pose

from RGB images and show the improvement achieved in the accuracy by

borrowing features from the task-related pre-trained network by performing

in-depth analysis of neurons in different transfer-learning network candidates.

Second, we propose a new model compression method for deep CNNs by

combing weight pruning via activation analysis [27] and knowledge distilla-

tion for real-time inference on embedded hardware. Our contributions are

summarized as follows:
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1. In-depth analysis and visualization of the neuron activation’s

in the ResNet transfer-learning candidates. We adopt activation

maximization and gradient-weighted activation mapping to analyze and

visualize all the neurons in the ResNet face-recognition and image-

classification model layers.

The main objectives of this section are:

(a) To demonstrate an understanding of the feature maps and learning

hierarchy in ResNets and CNNs in general.

(b) To analyze activation behavior in different layers of ResNets and

graphically represent types of features they learn when trained for

computer-vision tasks.

2. Improved head-pose estimation with transfer-learning and image-

augmentation. Our approach uses weight initialization from the face-

recognition model to train a deep regression model for 3D head-pose

estimation. We further improve the accuracy of our model with our

proposed image-augmentation method.

The main objectives of this work are:

(a) To show the effect of initializing the weights of the head-pose

estimation network from task-related transfer-learning candidates

on final accuracy.

(b) To demonstrate the positive effect of our proposed duplicated im-

age augmentation on improving head-pose estimation accuracy.

(c) To demonstrate the validity of our method on challenging test sets

and comparison to state-of-the-art.
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3. Joint model compression via weight pruning and knowledge

distillation. We combine zero activation weight pruning and knowl-

edge distillation to propose a new compression method for trimming

deep CNNs such as ResNets.

The main objectives of this work are:

(a) To perform better network compression in regression CNNs by

proposing new compression architecture and loss function.

(b) To discover the benefits of weight pruning prior to knowledge dis-

tillation.

(c) To demonstrate the validity of the proposed approach on a set of

experiments on image classification and regression tasks.

(d) To show the significant reduction in computational complexity of

the baseline model while maintaining a comparable accuracy to

the baseline.
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Chapter 2

Literature Review

2.1 3D head-pose estimation

Determining the pose of a person’s head from images is a key computer-

vision problem, which has a number of applications. For example, head-pose

detection is a main step of some algorithms for gaze detection in human-

computer interaction systems. One can use head-pose to reject unsuitable

face images prior to performing recognition for methods that are sensitive to

extreme out-of-plane head rotations.

Traditional methods were proposed to model head-pose estimation. Tem-

plate Models [64, 28] were a common approach that use traditional classifiers

such as support vector machines. Training multiple face-detector as a de-

tector array [57, 76] for different head-pose angles achieved good accuracy.

Manifold learning [2, 53] were also a successful approach, which learned a

low-dimensional manifold embedding to model nonlinear face appearance for

estimating head-pose from images.

Modern deep-learning methods for pose estimation are divided into landmark-
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free and landmark-based methods. Landmark-based methods require facial

landmark detection before pose estimation. Zhu et al. [79] proposed a deep

CNN to extract facial-landmarks from RGB images followed by fitting 3D

face model on the landmarks for head-pose estimation. Gupta et al. [19] used

a higher-level representation to regress head-pose using CNN. The proposed

method first extracts 5 facial keypoints using uncertainty maps in the form

of 2-D localization heatmaps. Then, the extracted facial landmarks are fed

to a CNN to regress the head-pose.

Although deep landmark-based methods achieve significant improvement

over traditional methods, they suffer from dependency on accurate landmark

detection where invisibility of some landmarks due to occlusion has a sig-

nificant effect on the accuracy of the estimation. Additionally, the nature

of 2 stage framework to detect head-pose creates a model with a large com-

putational complexity which would require powerful computing resources to

perform real-time inference.

KEPLER [38] is a multi-task learning framework that proposes a Heatmap-

CNN architecture, which captures structured global and local features of fa-

cial images for joint prediction of keypoints and 3-D head-pose. HyperFace

[52] is also a deep multi-task approach that combines feature maps from

different layers of deep CNN to train for multiple tasks jointly including

head-pose, facial landmarks, and gender estimation.

2.1.1 Landmark-free and landmark-based methods

Ruiz et al. [58] proposed a landmark-free head-pose estimation using a multi-

loss convolutional neural network. They add a coarse bin classification layer

before the regression layer in the backbone network. Wang et al. [69] in-
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troduced a hybrid coarse-fine classification scheme to improve the result of

regression by increasing the number of the classification bins and adding

several dense layers to the backbone network in [58].

FSA-NET [70] is the state-of-the-art landmark-free pose estimation that

proposes a compact head-pose estimation model based on a soft stage-wise

regression scheme [71]. The proposed framework learns a fine-grained struc-

ture mapping for grouping spatial features before aggregation.

Figure 2.1: Depth-image based head-pose estimation proposed in [59]. The
proposed method combines 3D depth images and 2D RGB images to train a
head-pose estimation model. 2D image is used to detect the face in the scene
and extract facial features from it.

2.1.2 3D depth-image based estimation methods

The majority of pose estimation proposals use a single RGB image as input,

but some methods take advantage of 3D depth or temporal information to

achieve better accuracy. Fanelli et al. [15] used a low-quality depth camera

to estimate location and pose of the head from the depth images using dis-

criminative random regression forests. Martin et al. [46] combined both RGB

and point cloud information from consumer depth cameras to create a 3D

head model using iterative closest point algorithm. Gu et al. [18] used tem-
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poral information from video frames to train a combination of VGG16 [66]

and recurrent neural network (RNN) to improve the head-pose and tracking

accuracy.

2.1.3 Transfer-learning

Weight initialization in neural networks from pre-trained networks is a com-

mon transfer-learning technique [49] to reduce the training time as well as

providing a better initialization point for optimizers. Ranjan et al. [52] initial-

ized the AlexNet [37] backbone network from ImageNet [9] weights. Wang et

al. [69] used weights from ResNet50 [22] network trained on ImageNet. Ruiz

et al. [58] achieved better pose estimation accuracy by pre-training ResNet50

on ImageNet and fine-tuning on the head-pose dataset.

2.1.4 Occlusion, illumination, and motion-blur.

Increasing the robustness of the models against various alternations on the

images such as occlusion, illumination, and motion-blur is a challenging prob-

lem in designing a good head-pose estimation model. Drouard et al. [12]

proposed a mapping method for combining the merits of the unsupervised

manifold learning and mixtures of regressors with training a robust head-

pose estimate against facial landmark occlusion and change of illumination

condition. Ruiz et al. [58] applied down-sampling on different rates to in-

crease the robustness of the head-pose estimation model over low-resolution

images. FSA-Net [70] applies random cropping and random scaling on the

training images.
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2.2 Model Compression

Most state-of-the-art computer vision deep learning models are very large in

size and require powerful hardware such as GPUs and neural accelerators to

perform a real-time inference on images. The main goal of the majority of

the research literature is to maximize the accuracy of the model. However, in

the case of running these models on low powered systems such as embedded

GPU and CPU systems, these models’ number of operations and memory

consumption becomes a significant issue. As a result, reducing the complexity

of these models concerning memory and computation usage has become an

important research area. This section gives a comprehensive literature review

on two primary model compression methods as weight pruning and knowledge

distillation.

2.2.1 Weight Pruning

Early and shallow networks have been largely outperformed by deeper and

wider networks with complex architectures as these networks can capture

more complex features. However, most deeper networks suffer from signifi-

cant redundancy [10] as many network neurons have no contribution to the

prediction while still consuming memory and computation. Such redundancy

can be reduced by pruning neurons based on their numerical properties.In

general, network trimming methods are divided into static and dynamic prun-

ning categories.
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2.2.1.1 Static pruning

Static pruning methods are applied to the neurons of the neural networks

after training and before inference, without a need to perform pruning during

the inference. In general, the static pruning methods have three building

blocks: 1) A set of parameters to prune from the neural network. 2) A

metric that defines the criteria of the pruning and 3) The way the network

should be fine-tuned after pruning.

2.2.1.2 Magnitude-based pruning

Magnitude-based pruning focuses on analyzing the size of weights in neural

networks. It has been proven before that weights with the largest values are

more important than those with smaller values. The main goal in magnitude-

based pruning is to find the weights with zero or very close zero values and

remove them from the network.

Li et al. [43] proposed a filter-wise pruning by searching for the filter in

the network that does not have any contribution to the final accuracy of the

model. The pruning starts by calculation the sum of absolute kernel weights

for any given filter in the network as follows:

s =

ni∑
l

∑
|Kl|, (2.1)

where i is the layer index and K is the corresponding kernel. Second, the

filters are sorted by their sum values s. Finally, a total number of m filters

are removed from the sorted list with the smallest values. Han et al. [21]

propose a model-compression method as an iterative approach that prunes

the connections from the weights with near-zero values followed by weight

10



quantization.

While most of the magnitude-based pruning methods focus on directly

assessing the filter’s weights, alternative methods are also proposed to assess

different blocks of the network architecture for finding redundant filters. Hu

et al. [27] first inducted the activation-based network pruning. The method

analysis the Rectified Linear Unit (ReLU) activation output of the layers to

find redundant filters in the network. For a given set of calibration samples

passed through the network, filters belonging to activation with the lowest

percentage of zeros are pruned from the network. The proposed method

argued that filter pruning is superior to the connection running and showed

that connection pruning does not bring large improvements on GPUs since

convolutional operations in GPUs are converted from 2-D to 1-D vectors

followed by matrix multiplication. Hence, when pruning connections instead

of neurons, the multiplications stay the same.

2.2.1.3 Penalty-based pruning

Penalty-based pruning methods tend to modify the loss function by adding

the penalty term that will result in some weights becoming zero or very close

to zero during training which later can be pruned from the network. One

of the challenges with the static element-wise pruning described previously

is that the resulted pruned network will lose its original structure, creating

sparse weight matrices that might not execute on the hardware efficiently.

Liu et al. [44] use Group LASSO to remove a group of filters from the net-

work while maintaining the structure of the network efficiently. The main

advantage of using Group LASSO is that all the weights are ordered as a

group to be either included or excluded overall.

11



2.2.1.4 Dynamic pruning

All methods described as the static pruning method remove neurons and

connections from the networks permanently, which changes the network’s

structure completely. Additionally, once the pruned network is retained, the

original state of the model is unrecoverable. Dynamic pruning methods aim

to address these issues where instead of permanently changing the network

structure, it makes decisions during the inference. Moreover, dynamic prun-

ing algorithms decide which channels, layers, or filters should be used in the

computation during the inference for a given activity.

Gao et al. [16] proposed a dynamic channel pruning method to amplify

important convolutional channels and skip the unimportant ones during the

inference. Moreover, the proposed method uses auxiliary skip connections

between the convolutional layers. It predicts whether to skip the convolution

operation for a specific input during the runtime, which significantly improves

overall inference time.

2.2.2 Knowledge Distillation

Knowledge distillation is another approach to compression that transfers use-

ful feature representation from a teacher network to a student network that

has less parameters, and then fine-tunes the student network after knowledge

distillation. The resulting student network is expected to maintain similar

accuracy with respect to the teacher network after the distillation process is

complete.

There are three main components of designing a good knowledge distil-

lation framework: 1) Distillation loss function. 2) Distillation architecture

12



3) Knowledge. The distillation loss is a loss function to minimize between

teacher and student networks to mimic the teacher network’s useful features

to the student network. The distillation architecture defines the wiring be-

tween teacher and student networks to transfer the knowledge. Finally, The

selection of the knowledge type to transfer from teacher to student plays a

vital role. The type of knowledge transferred from teacher to student is gener-

ally divided into two categories: Output-based knowledge and feature-based

knowledge.

Teacher Network
(Large) 

Student Network
(Small)

Data

Sofm
ax / Linear

Sofm
ax / Linear

Distillation Loss

Knowledge
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Figure 2.2: Generic architecture of output-based knowledge distillation.

2.2.2.1 Output-based knowledge

The output-based knowledge distillation algorithms use the output layer of

the neural network as their knowledge to transfer to the student model.

This can be the Softmax layer for classification networks and linear layers

in regression networks such as object-detection [6]. Additionally, for human

pose estimation, Zhang et al. [74] uses heatmap over key points of human

body joints as the knowledge to transfer to the student that produced a fast
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Figure 2.3: Generic architecture of feature-based knowledge distillation.

human pose estimation network. Output-based methods are a simple and

yet effective way to compress neural networks. Figure 2.2 shows a general

overview if output-based knowledge distillation.

Hinton et al. [24] proposed the output-based knowledge-distillation method

for the first time in classification networks by introducing a distillation loss

that uses the softened output of the Softmax layer in the teacher network as:

p(zi, T ) =
exp(zi/T )∑
j exp(zj/T )

, (2.2)

where T is the hyperparameter to define the importance of the softtarget and

zi is the logit value for a i-th class. Given distillation loss, we can optimize the

following Kullback-Leibler divergence loss to make the logits of the student

network similar to the logits of the teacher network:

Dloss = (p(zt, T ), p(zs, T )) = KLDloss(p(zt, T ), p(zs, T )), (2.3)
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where zt and zs are the logits of teacher and student networks, respectively.

One drawback of this distillation method was that it could only be applied

to classification networks. Moreover, One of the main challenges with the

proposed method and, in general, with all output-based knowledge distilla-

tion methods is a decline in performance when applied to very deep networks

which are the current producers of the state-of-the-art results.

To address these issues, researchers proposed using internal feature maps

of the hidden layers in deep networks as a hint to guide student networks for

better learning.

2.2.2.2 Feature-based knowledge

One of the main characteristics of deep neural networks is their ability to

learn hierarchical features from the shallow to deep layers of the network. In

other words, each layer of the network learns a representation of the input

data at some level. The early layers learn easy features such as corners or

horizontal and vertical edges, while the deeper layers learn more complex

features representing an object. The feature-based knowledge distillation

methods use these intermediate layers as a hint to achieve better distillation

performance. Figure 2.3 shows a general overview of feature-based knowledge

distillation.

Romero et al. [56] first used the intermediate representation of the teacher

model as a hint where the loss function was designed to minimize the L2 loss

between feature activations of the teacher (Hint) and the student (Guided)

network in hidden layers by minimizing the following loss function:

Dloss =
1

2
||uh(x;WHint)− r(vg(x;WGuided;Wr))||2, (2.4)
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where x is the input to the layer with weights WHint and WGuided from the

teacher and student networks, respectively. uh and vg are layers of the teacher

and student up to their Hint and Guided layer, respectively. r is the regres-

sion function applied to the guided layer of the second network with weights

defined as Wr. The main reason for adding a regression layer is to make the

dimension of the uh and vg compatible.

Passalis et al. [50] proposed a probabilistic approach by transferring the

knowledge by matching Kullback-Leibler (KL) divergence of the probabil-

ity distribution of features maps of the teacher layer and the corresponding

student layer. For training the knowledge transfer over the probability dis-

tribution of teacher and student, the proposed loss function minimizes the

following:

Dloss =
N∑
i=1

N∑
j=1,i ̸=j

pj|i log(
pj|i
qj|i

), (2.5)

where pj|i and qj|i are the conditional probability distribution for teacher and

student models that are bounded to [0, 1] and sum to 1. Also, the proposed

method does not require knowledge about the teacher network other than

probability distribution created by the representation of the layers using the

data samples. Figure 2.4 show the proposed knowledge distillation method.

Figure 2.4: Probabilistic knowledge distillation proposed in [50].
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Heo et al. [23] used the activation boundary of the neurons in the hid-

den layers as knowledge. The proposed activation transfer loss had a small

value when the boundaries generated by the student network’s hidden layer

activations match the teachers’ neuron activation boundaries. Hence, mini-

mizing this loss between teacher and student achieved state-of-the-art results

in image classification networks. The proposed method used an element-wise

activation indicator function to amplify the negligible transfer loss at the

region near the activation boundaries as follows:

p(x) =

⎧⎪⎪⎨⎪⎪⎩
1 if x > 0

0 otherwise,

(2.6)

where x is the activation value and by using the above function the activation

transfer loss is defined as :

Dloss = || p(X;WT )− p(X;WS)) ||1, (2.7)

where p is the activation indication function and p(X;WT ) and p(X;WS) are

the neuron response vectors of the teacher and student networks for a given

input X and parameters W , respectively.

Zhou et al. [77] combined the loss between internal features of the net-

works with output-based knowledge to improve the accuracy of the student

network in comparison to the case where only intermediate layers were used

for knowledge distillation. The combined hint loss and classification for

knowledge distillation from the booster network (teacher) to the light net-
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work (student) is defined as follows:

Dloss = H(y, p(x)) + H(y, q(x)) + λ || l(x)− z(x) ||22, (2.8)

where p(x) and q(x) are the Softmax of the logits in the last layer of the

teacher and student networks. The last term of the formula is the hint loss

as the squared mean error (MSE) calculated over logits of the teacher z(x)

and the student l(x). λ is a fine-tunable hyperparameter to balance the

importance of the cross-entropy loss and the hint loss. H(p, y) is the cross-

entropy loss of the Softmax layers in the teacher and the student networks

calculated as follows:

H(p, y) = −
∑
i

pi log qi, (2.9)

2.2.2.3 Relation-based knowledge

The output-based and feature-based knowledge distillation methods directly

use the output of the last or middle layers, such as activations or feature

maps. An alternative approach uses the relation between the layers or the

input data points instead of their direct values.

Yim et al. [72] applied knowledge distillation to the ResNet architecture

by minimizing the L2 loss of Gramian [17] feature matrix in the ResNet

modules between teacher and student. The proposed method describes the

feature matrix as the flow of the solution procedure (FSP) where the distil-

lation loss minimizes the distance between these matrices created from the
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intermediate layers of the resnet blocks in teacher and student as follows:

Dloss =
1

N

∑
x

n∑
i=0

λi × ||GT
i (x;Wt)−GS

i (x;Ws) ||22 (2.10)

where N is the total number of images in the dataset, and λi represents the

significance of each weight in the loss. Gi(x;W ) is the FSP matrix created

from the feature maps of the mid-layers using weights W on the datapoint i.

Lee et al. [40] proposed a graph-based knowledge distillation method

based on transferring the teacher knowledge to the student using an attention

network. In the proposed method, the knowledge of the embeddings in the

teacher network is distilled to a graph using multi-head attention (MHA).

By performing multi-task learning on the graph networks, the inductive re-

lation information can is to the student network, which greatly improves the

accuracy of the student network.

Figure 2.5: Heterogeneous KD architrave proposed in [51].

Passalis et al. [51] proposed a heterogeneous knowledge distillation method

that transfers the knowledge by modeling the information flow on the teacher

19



model and transfer the knowledge to the student to mimic the information

flow. The author argues that the previous multi-layer distillation methods

suffer from the mismatch between characteristics of the student and teacher

layer that makes implementing the distillation method of models with com-

plex architectures difficult. The proposed method has two steps: First, the

useful knowledge is transferred from the teacher network to an auxiliary

teacher, which will improve the accuracy of the knowledge transfer. Then,

the information flow divergence between the auxiliary teacher and student

in minimized to mimic the teacher’s information to the student. Figure 2.5

Shows proposed heterogeneous knowledge distillation framework.
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Chapter 3

Explainable transfer-learning

In general, convolutional (conv) layers learn a set of template matching filters

that maximize their activation output when the learned pattern matches on

the part of the image when convolving the filter over the input image. Re-

cently, various algorithms have been proposed to visualize features learned

by conv filters in each layer of the neural network [13][65]. Proposed visual-

ization techniques are used to visualize CNNs trained for object recognition

models. However, as the focus of this work is on facial image analysis, we

perform two different visualization methods on the ResNet architecture [22]

with 50 layer depth trained for both image and face recognition. We use

ResNet architecture as it is one of the state-of-the-art CNN architectures for

object-recognition.

In this chapter we use different visualization techniques to demonstrate

the features the ResNet model has learned in each layer while training for

the face-recognition and image-classification. This demonstration plays a

significant role in designing a sub-task model for facial image analysis, such

as a head-pose estimation, as well as understanding the activation behavior
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for model compression.

We visualize the activations of two ResNet50 networks trained for general

image classification and face-recognition. We show that features learned for

face-recognition are better suited for head-pose estimation tasks than using

features learned for general object-recognition.
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Our ResNet model is trained on VGGFace2 dataset [5], which contains 3.3

million images of 9000 identities. This network is trained with the Softmax

layer to perform classification on identities. By removing the last Softmax

layer after training, the last fully connected layer represents the facial em-

bedding, which is used for face-recognition. Figure 3.1 shows a high level

description of ResNet50 architecture.

3.1 Activation maximization

Erhan et al. [13] introduced activation maximization technique for visualizing

units in the hidden layers of Deep Belief Network (DBN) [25] by generating an

image that maximizes the activation value of hidden units. Unlike the train-

ing process of DBN, where the optimizer learns the weights of the hidden

units, the activation maximization method use gradient assent optimization

in the image space to find an input pattern that will maximize the activation

value of the specific unit in a hidden layer. This technique can help un-

derstand what filters in the network layers are looking for in their receptive

field. Let Ai,j(θ, I) be the activation value of unit i from layer j where θ is

the weight of the unit learned during the training process, and I is the input

image. We want to find L2-regularized image such that:

arg max
I

Ai,j(θ, I)− λ||I||22, (3.1)

where λ is a regularization parameter. Using the same back-propagation

method used during the training procedure, we can compute the gradient of

Ai,j(θ, I) and move I in the direction of the gradient (since we are maximizing

Ai,j(θ, I)).
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Figure 3.2: Examples of the features learned by different layers in ResNet
model. Each row shows a set of input patterns that maximizes the activation
value of the specific filter belonging to ResNet blocks named in the colored
rectangles on the left.
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To visualize features learned by our ResNet face-recognition model, we

have performed activation maximization on all activation units of all layers

in the network to have a better understating of features represented by each

layer. Figure 3.1 shows some examples of running activation maximization

technique on different face-recognition ResNet layers.

Images generated by the optimizer proves the concept of hierarchical fea-

ture learning in our ResNet model. It is observable that first conv layers

learn basic features such as horizontal and vertical lines. In contrast, the

deeper layers learn complex patterns such as eyes, lips, nose, and eyebrows

by combining patterns learned by previous layers. Additionally, the last layer

of the ResNet model learns a complete face representation where it is used

for the face-recognition purpose.

To evaluate the effects of the learned pattern on mid-layer activation val-

ues we have selected a sample input pattern that maximizes the activation

of Filter 206 in Activation 25 layer from ResBlock3 and used it as an input

to the ResNet model. Figure 3.3 shows sample input image in which a visual

inspection shows that Filter 206 has learned to recognize eyes. We performed

a forward pass of the sample in the ResNet network and plot the activation

values of all 1024 filters in the Activation 25 layer. Figure 3.4 shows activa-

tion values from Activation 25 layer where as expected the activation value

of Filter 206 has the highest value which corresponds to eyes.

It is notable from the values in Figure 3.4 that some other activation

units in the same layer also have high activation values, which can indicate

that they react to eyes as well. To validate this, we created an image with

multiple images of eyes, as shown in Figure 3.5, and then used it as an input

to the network. Plotting the activation values of the layer activation 25
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Figure 3.3: Image generated by activation maximization technique on fil-
ter 206 from activation 25 layer.

shows multiple filters with high activation values when the network is fed

with the images of eyes. We have selected eight filters with the highest

activation values from the plot and performed activation maximization on

them. The generated patterns by activation maximization technique show

that many neurons have learned to locate eyes in the face, which might be

a requirement for face-recognition purposes but be a sign of redundancy for

tasks such as head-pose estimation.
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Figure 3.4: Activation values of all filters in the activation 25 layer. There
are total of 1024 filters in the layer.
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3.2 Gradient-weighted class activation map-

ping

Selvaraju et al. [63] proposed Gradient-weighted Class Activation Mapping

(Grad-CAM) as a visualization technique for image-based CNNs that makes

them more explainable and transparent. In general, Grad-CAM visualizes

the region of the input image that contributes the most for classifying a

certain class object. Additionally, Grad-CAM was used for weakly-supervised

localization of objects. Grad-CAM uses the gradient information propagating

from the first layer to the last convolutional layers to assign the importance

of each conv filter for a particular decision of interest. The author of Grad-

CAM focuses on explaining the output layers of various CNN architectures

[66, 22] trained on general object-recognition datasets and shows the region

of the image that contributes the most to classification score of the certain

objects.

In this work, we are interested in exploring all layers of the ResNet50

model trained for face and object recognition purposes. We apply Grad-

CAM to all layers of our ResNet50 network to show the attention region of

each conv layer and its filters on a sample input. Given an input image and

Conv filter of interest f and its activation value yf , Grad-Cam computes the

gradient of yf with respect to feature map activation values of previous conv

layer Ak to calculate filter attention weights as follows:

αc
k =

pooling  
1

Z

∑
i

∑
j

∂yf

∂Ak
ij  

gradients via backprop

, (3.2)

31



Figure 3.7 shows the Grad-Cam method applied to multiple layers in the

ResNet50 face-recognition model. The results show deeper layers of the net-

work have already learned to capture different facial parts as well localization

of the eyes (left and right), which makes it a perfect candidate for weight ini-

tialization in our head-pose estimation network.
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Chapter 4

3D head-pose estimation

Estimating 3D human head-pose from images is a challenging problem. It

plays significant role in applications such as driver behaviors tracking [30],

detecting focus of attention [1], and detecting target of interest [42]. Addi-

tionally, head-pose information are useful in other face related problems such

as face-identification [68] and expression-recognition [73].

Early 3D head-pose estimation methods heavily relied on extracting accu-

rate facial landmarks and performed head-pose estimation by establishing the

relationship between 2D landmarks and 3D head model [78, 61]. Recently,

deep learning methods have brought significant improvement to facial land-

mark detection [61, 79] and hence, more accurate head-pose estimators [38]

has been proposed, thanks to their robustness over occlusions and extreme

pose changes.

In this chapter, we demonstrate a holistic method to 3D head-pose es-

timation by initializing our model with weights from the ResNet50 face-

recognition network. We evaluate our method on different challenging test-

sets and outperform the state-of-the-art in estimation accuracy. Additionally,
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we create different augmented versions of the test sets to evaluate the final

model against heavy occlusion and brightness changes.

Figure 4.1: First row shows the synthesized images from the 300W-LP. Sec-
ond row shows examples from the AFLW2000.

4.1 Problem definition

In this work, we focus on estimating head-pose in 3D space as yaw, pitch, and

roll values from an RGB image which by definition is a regression problem.

We define the training images as X where X = {Xm|m = 1, ...,M} and M

is the total number of the images in the training set. The goal is to minimize

the following objective function:

F (X) =
1

M

M∑
i=1

||ŷi − yi||, (4.1)

where yi is ground truth pose vector as yaw, pitch, and roll of the ith image

and ŷi is the prediction pose vector by the model for the ith image.
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4.2 Datasets

We train head-pose estimation networks on 300W-LP [79] dataset and test on

AFLW2000 [79] and BIWI [14]. The 300W-LP is a collection of synthesized

facial images created by applying face-profiling with 3D image meshing to

the images from the 300W [60] dataset that includes facial images with 68

facial landmarks annotated from various datasets. In total, there are 61, 225

images in the dataset, and after applying horizontal flipping to the images,

the total images in the dataset reaches 122, 450.

The AFLW2000 is a challenging test-set for evaluating head-pose estima-

tion models. It includes ground-truth 3D faces as well as 68 facial-landmarks

and head-pose values in yaw, pitch, and roll from the first 2000 images in

the AFLW [34] dataset. Unlike the synthesized images in the 300W-LP, the

images in the AFLW2000 are gathered from the wild and undergo various

illumination and transformation.

Figure 4.2 shows the data distribution in training and testing sets in

AFLW2000. The distributions show that pitch and roll values in the dataset

are mostly centered around the ranges close to 0. Since the larger angles are

hard to predict and the number of such samples is small in the dataset, it

makes AFLW2000 a challenging dataset.

BIWI dataset is collected from video frames captured in a controlled

environment. There are approximately 15,000 frames saved from videos as

an RGB image and their head-pose, which is used in this work. In addition

to RGB images, BIWI provides depth information for each frame. In this

work, we only use RGB images for training.

We adopt evaluation protocols from FSA-Net [70] which is a commonly
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used in state-of-the-art head-pose-estimation papers. The training and test-

ing protocols that we use to evaluate the effectiveness of our approach are as

follows:

• Protocol 1: Train on 300W-LP and test on AFLW2000. To be con-

sistent with the latest testing protocols from recent state-of-the-art

papers, we remove the samples from the train and test datasets with

any yaw, pitch, or roll values larger than 90 or smaller than −90. As a

result, the size of the AFLW2000 drops to 1969.

• Protocol 2: Train on 300W-LP, test on BIWI. Faces in BIWI dataset

are detected using MTCNN [75] and cropped loosely with an enlarge

margin of 0.2.

• Protocol 3:. Train on 70% of BIWI, test on the remaining 30%. We

create different splits of 70/30 randomly following the protocol in [58]

and [18]. Reported error on this protocol is averaged over three splits.
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4.3 Optimizer

Networks in protocol 1 and 2 are trained using SGD with momentum [67]

set to 0.9. We adopt Hyperbolic-Tangent Decay (HTD) [26] as our learning-

rate scheduler. HTD is originally applied for training different classification

models and achieved better accuracy for large datasts. In this work, we fine-

tune HTD to achieve better results on our regression network since the size of

training dataset gets significantly large after applying augmentation as well

as the risk of over-fitting. We schedule the learning-rate of the optimizer

after each epoch based on the following formula:

lrt = lrmin
lrmax − lrmin

2
(1− tanh(L + (U − L)

t

T
)), (4.2)

where t is the epoch number, L and U defines the lower and upper bound for

tanhx function respectively. lrmax indicates the starting learning-rate, and

lrmin defines the stopping learning-rate. When training the network, we set

the lrmax to 0.01, while for fine-tuning ImageNet and VGGFace2 networks,

we set lrmax to 0.0001 to avoid overfitting. In all experiments lrmin is 0 where

L and U are set to −1.5 and 3 respectively. Figure 4.3 shows the learning-rate

for each step in the training from scratch (random weights) and fine-tuning

(ImageNet, VGGFace2).

Experiments based on protocol 3 are trained with Adam [33] optimizer

with an initialization learning rate of 0.01 and scheduling learning rate 0.001,

0.0001, and 0.0001 after epoch 5, 15, and 25.
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Figure 4.3: Change of learning-rate during training from scratch (red) and
fine-tuning on ImageNet and VGGFace2 (blue).

4.4 Model training

In the first experiment, we evaluate the effectiveness of the different weight

initialization on the accuracy of head-pose estimation. First, we initialize

the network with random weights and train on all the training protocols.

Second, we initialize the network weights from a ResNet50 trained on the

ImageNet dataset for image classification and replace the last Softmax layer

with a linear layer of size three for regression. Third, we initialize the model

weights from the ResNet50 network trained for the face-recognition task on

the VGGFace2 dataset described in Chapter 3, where we have shown that the

network has already learned to locate facial landmarks. To adopt the face-

recognition network for the head-pose regression task, the last embedding

and Softmax layer of the model is removed from the network and is replaced

with two fully-connected layers, followed by a linear layer of size three to

minimize the following regression loss function:
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Figure 4.4: MAE on 300W-LP training dataset without augmented sample
duplication.
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Figure 4.5: MAE on AFLW2000 testset without augmented sample duplica-
tion.
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Figure 4.6: MAE on BIWI testset without augmented sample duplication.

Lreg =
1

M

M∑
i=1

||ŷi − yi||, (4.3)

where ŷ is the estimation pose values by linear layer and M is the number of

images in the dataset.

Figure 4.4 shows training error for 30 epochs on protocol 1 where we show

that the VGGFace2 weight initialization converges faster to the minimum in

comparison to random and ImageNet weight initialization. However, the final

results on ImageNet and VGGFace2 are similar and outperform the random

weight initialization.

In Figure 4.5, we show the result of validating AFLW2000 dataset at the

end of each epoch while training on protocol 1. The results show the VG-
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GFace2 initialized network outperforms both ImageNet and random weight

initialization. ImageNet initialization archives second-best results.

Figure 4.6 shows the result of validating the BIWI dataset at the end of

each while training on protocol 2 where VGGFace2 and ImageNet outperform

random weight initialization, and VGGFace2 achieves slightly better results

than the ImageNet network.

Since the testing data is gathered from the wild and has large pose vari-

ation while synthesized images make the training data, it is predictable that

the network fails to learn spatial transformation between images and fails to

improve the accuracy over the test-set. To address this issue, we use a special

image augmentation on the synthesized images in the dataset to increase the

robustness of the models against noise in the input image.

4.5 Augmented image duplication

Images we use for training are synthesized or taken in a controlled envi-

ronment which indicates that faces are mostly centered in the samples with

the same lighting condition. However, the testing data is gathered from the

wild and has large pose variations. Predictably, the training on such images

reduces the possibility of learning spatial transformation between facial fea-

tures. Hence, the model does not achieve the best accuracy over the test-set.

To address this issue and achieve better generalization over training images,

we apply duplicated image augmentation on the training-set described in the

method 1.

After augmentation, each sample in the original dataset has a copy of a

randomly augmented version of it. Random zoom and cropping can help the
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Figure 4.7: Examples of random cropping and zooming applied to training
images. The first row shows the original images, and the second row shows
the applied augmentation to the original image.

Algorithm 1: Image augmentation and duplication on training im-
ages

Input: (X, Y ): Training data and labels
Output: (Dx, Dy): Augmented Training data and labels

1 XA ← Copy(X)
2 for sample in XA do
3 sample← RandomCrop(sample, height=15, width=15)
4 sample← RandomZoom(sample, min=0.7, max=1.3)
5 sample← RandomBrightness(sample, maxDelta=0.2)

6 end
7 Dx ← Concatenate(X,Dx)
8 Dy ← Concatenate(Y , Y )
9 Dx, Dy ← Shuffle(Dx,Dy)

10 return Dx, Dy

44



model robust against the displacement of the facial features in the image,

while random brightness brings robustness against lighting changes. Figure

4.12 shows some examples of augmented images from the training-set. Unlike

FSA-Net, we apply the augmented images on top of the training-set and

shuffle them before training, which increases the size of the dataset from

244, 830 to 489, 660.
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Figure 4.8: MAE on 300W-LP training with our augmentation method.

Figure 4.8, 4.9 and 4.10 shows the results in Mean Absolute Error (MSE)

on the training and validation sets for protocol 1 and 2. The results show

that the model trained with our proposed augmentation method, which is

initialized with the weights from the facial-recognition model (VGGFace2),

achieves better results in comparison to training without duplicated image

augmentation.
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Figure 4.9: MAE on AFLW2000 testset when training with augmentation.
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Figure 4.10: MAE on BIWI testset when training with augmentation.
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Table 4.1: Comparisons with state-of-the-art methods on protocol 1.

Yaw Pitch Roll MAE

Dlib (68 points) [32] 23.1 13.6 10.5 15.8
FAN (12 points) [4] 6.36 12.3 8.71 9.12
Landmarks [58] 5.92 11.86 8.27 8.65
3DDFA [79] 5.40 8.53 8.25 7.39
Hopenet [58] 6.47 6.56 5.44 6.16
SSR-Net-MD [71] 5.14 7.09 5.89 6.01
FSA-Caps [70] 4.50 6.08 4.64 5.07

DDD-Pose (Random) 8.30 6.64 4.77 6.57
DDD-Pose (ImNet) 6.53 6.34 5.48 6.11
DDD-Pose (VF2) 5.43 5.29 3.96 4.89
DDD-Pose (Random-AUG) 8.34 7.01 5.68 7.01
DDD-Pose (ImNet-AUG) 4.70 5.73 4.56 4.99
DDD-Pose (VF2-AUG) 4.38 4.85 3.44 4.22

4.6 Results

We have six different training scenarios to evaluate the effectiveness of us-

ing the face-recognition network as a weight initializer and training with

augmented image duplication. We train the ResNet50 network with weights

initialized from a random distribution, ImageNet, and VGGFace2 pre-trained

networks and train the same networks with and without the duplicated aug-

mented training dataset. In this chapter, we compare the final accuracy to

the state-of-the-art methods.

Table 5.2 shows the results different scenarios on AFLW2000 (protocol 1).

The results show that models trained on VGGFace2 achieve better results

than initializing the weights randomly or from the ImageNet network. We

also show that fine-tuning VGGFace2 network trained on the augmented

300W-LP dataset outperforms the state-of-the-art models on protocol 1.

Table 4.2 shows the validation results on BIWI dataset (protocol 2) where
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Table 4.2: Comparisons with state-of-the-art methods on protocol 2.

Yaw Pitch Roll MAE

3DDFA [79] 36.2 12.3 8.78 19.1
KEPLER [38] 8.80 17.3 16.2 13.9
Dlib (68 points) [32] 16.08 13.8 6.19 12.2
FAN (12 points) [4] 8.53 7.48 7.63 7.89
Hopenet [58] 4.81 6.61 3.27 4.90
SSR-Net-MD [71] 4.49 6.31 3.61 4.65
FSA-Caps [70] 4.27 4.96 2.76 4.00

DDD-Pose (Random) 7.05 12.60 4.63 8.09
DDD-Pose (ImNet) 6.02 7.21 4.57 5.93
DDD-Pose (VF2) 6.06 7.99 3.57 5.87
DDD-Pose (Random-AUG) 5.58 11.41 4.42 7.13
DDD-Pose (ImNet-AUG) 5.14 6.49 3.49 5.04
DDD-Pose (VF2-AUG) 4.60 6.02 2.94 4.52

the MAE on networks trained with our proposed method achieves comparable

results to the accuracy of state-of-the-art. Additionally, for both testsets,

VGGFace2 converges to a minimum faster although we keep training epochs

constant for all experiments.

The BIWI dataset is originally captured as a video with depth informa-

tion. In this work, we only use RGB images captured from the videos. Some

papers take advantage of depth [46] or temporal [18] information as well as

RGB images to improve the accuracy of the estimation. Table 4.6 shows

the comparison to RGB based methods and depth/time-based method on

test protocol 3. The results show that not only our method outperforms the

state-of-the-art on RGB based methods but also archives better results than

the RGB+Depth method.
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Table 4.3: Comparison on AFLW2000-MB with motion-blur.

FSA-Net[70]
Caps-Fusion

DDD-Pose
VF2-AUG(ours)

DDD-Pose
VF2-AUG-DS (ours)

Yaw 21.90 9.60 10.68
Pitch 11.07 7.34 7.78
Roll 11.05 6.32 6.71

MAE 14.67 7.85 8.39

Table 4.4: Comparison on AFLW2000-LB with low brightness.

FSA-Net[70]
Caps-Fusion

DDD-Pose
VF2-AUG(ours)

DDD-Pose
VF2-AUG-DS (ours)

Yaw 7.80 7.07 7.93
Pitch 7.28 6.18 6.54
Roll 6.11 4.93 5.37

MAE 7.06 6.06 6.61

Table 4.5: Comparison on AFLW2000-OC with random occlusions.

FSA-Net[70]
Caps-Fusion

DDD-Pose
VF2-AUG(ours)

DDD-Pose
VF2-AUG-DS (ours)

Yaw 8.57 6.79 7.79
Pitch 7.87 6.11 6.63
Roll 7.05 4.92 5.43

MAE 7.83 5.94 6.61
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4.7 Occlusion, motion-blur, and brightness study

In real-world applications of head-pose estimation, images taken by cameras

can undergo various transformations such as occluded faces, capturing in

low light or motion-blurred images due to objects moving fast. To evaluate

the performance of the best model (VF2-AUG) trained with our proposed

method on such image transformations, we have created three versions of

AFLW2000 as follows:

• AFLW2000-MB: We convolve images in the AFLW2000 with vertical

blur kernel of size 25x25 as shown in Figure 4.11.

• AFLW2000-LB: We reduce the brightness of the images in the dataset

by calling adjust brightness function in TensorFlow with a delta value

of −0.4.

• AFLW2000-OC: Randomly subtract three rectangular patches of size

35x35 pixels from the images in the AFLW2000.

Figure 4.12 shows examples from augmented versions of AFLW2000. We

select our best performing model (VF2-AUG) on the AFLW2000 and com-

pare it to the latest best-performing work from [70].

Since the model in [70] is trained on images of size 64x64, we also evaluate

our model with a down-sampled version of augmented images and name it

VF2-AUG-DS. When evaluating on VF2-AUG-DS, we first resize the images

to 60x60 and then resize back to 224x224 with nearest-neighbor interpolation.

For fair comparison in AFLW2000-OC, since patches are randomly generated,

we create three versions of AFLW2000-OC and report the average error.

Table 4.12 shows the comparison of variations of AFLW2000 between our
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Figure 4.11: The kernel used to create motion-blurred images in AFLW-2000.

best performing model and the state-of-the-art. The results show that our

model outperforms [70] in both original image size input and down-sampled

versions of AFLW2000.

4.8 Conclusion

In this chapter, we trained a 3D head-pose estimation regression model to

estimate head-pose in yaw, pitch, and roll angles given an RGB image.

We showed that by performing different activation analyses demonstrated

in Chapter 2, we could find a better transfer-learning candidate for our

head-pose estimation task. The activation analysis showed that initializ-

ing the weights in the head-pose estimation network from the pre-trained

face-recognition network could increase the accuracy of the head-pose esti-
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Figure 4.12: Examples of random occlusion, brightness and motion-blur ap-
plied to images in AFLW2000.

mation. For evaluation, we followed the state-of-the-art protocols and tested

our proposed model on three different datasets. Additionally, we performed

an extensive evaluation of the robustness of the final head-pose estimation

model against occlusion, motion-blur, and low brightness conditions. Our

image augmentation approach on the training dataset increased estimation

accuracy in motion-blurred, very dark, or partly occluded facial images. We

compared our results to the state-of-the-art and demonstrated an improve-

ment in most of the testing protocols.

52



Table 4.6: Comparisons with state-of-the-art methods on protocol 3.

Yaw Pitch Roll MAE

RGB Based

DeepHeadPose [47] 5.67 5.18 − −
SSR-Net-MD [71] 4.49 6.31 3.61 4.65
VGG-16 [18] 4.24 4.35 4.19 4.26
FSA-Caps [70] 2.89 4.29 3.60 3.60
Gustafsson et al. [20] 2.67 3.61 2.75 3.01
DDD-Pose (VF2-AUG) 3.04 2.94 2.43 2.80

RGB + Depth

Martin [46] 3.6 2.5 2.6 2.9

RGB + Time

VGG-16+RNN [18] 3.14 3.48 2.6 3.07
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Chapter 5

Combined model compression

Current weight-pruning methods are applied to basic CNN architectures such

as AlexNet [39], and VGG [66]. The deeper state-of-the-art networks, such

as ResNets [22], have complex architectures that limit the application of

pruning methods on them. In this work, we focus on compressing ResNet

architectures as they are vastly used in current state-of-the-art classification

and regression computer-vision tasks. Our compression method applies to

all ResNet-based networks.

Our main contributions in this chapter are threefold: (1) We propose a

new weight-pruning strategy for the ResNet architecture inspired by zero-

activation pruning [27]. (2) We propose a new knowledge-distillation archi-

tecture by using the pruned model as a teacher. (3) We Introduce a new

distillation loss to transfer knowledge from the teacher to the student model.

Finally, we validate our proposed method by compressing ResNet-based im-

age regression and classification networks.
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Figure 5.1: Different residual blocks in ResNet50 network. Conv layers in red
are un-prunable layers. (a) Residual block with identity connection only. (b)
Residual block with additional 1× 1 conv layer for dimensionality reduction.
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5.1 Method

Our method has two main steps: 1) Pruning the baseline network by activa-

tion analysis to remove neurons that do not contribute to prediction output.

2) Performing knowledge distillation from the pruned (teacher) network to a

smaller (student) network to achieve further compression.

5.1.1 Pruning with zero activation analysis

As our focus in this work is real-time inference on GPUs, and neuron pruning

has shown effectiveness in reducing GPU computation, we have employed the

iterative weight-pruning method from [27] with some differences. First, Hu

et al. [27] applies their method to relatively simple and shallow networks

such as VGG-16 [66] and LeNet [39]. Instead, we apply pruning to deeper

and more complex ResNet architecture. The main challenge with pruning

neurons from the ResNets is the dimensionality dependency between some

layers to the layers in the previous residual blocks. Residual blocks are the

main building parts of ResNets and consist of a residual connection from

the previous residual block to the last layer of the current block, followed

by an add operation between them. As a result, pruning any layers with

such a dependency results in each side of the add operation to have different

dimensions and hence, making the model untrainable. Figure 5.1 shows the

internal architecture of two different residual blocks with prunable and un-

prunable layers colored in yellow and red, respectively.

Second, Hu et al. [27] applies pruning to a small number of layers in the

model as they claim that pruning too many neurons from multiple layers

at one step will reduce the model’s performance so much that it cannot
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Figure 5.2: Example of how pruning is performed on a small DNN with two
hidden layers.

be recovered with fine-tuning. In this work, we show that by skipping un-

prunable layers in the pruning process, we can remove a large number of

filters from multiple layers where the fine-tuning step can recover the model’s

accuracy on the validation-set to be close to that of the baseline model.

To calculate the importance of any neuron in prunable layers, we calculate

the Average Percentage of Zeros (APoZ) [27] for activation output of each

neuron for all the samples in the validation-set. Given a prunable layer

PLi = {i = 1, 2, 3, . . . , n}, where n is the total number of prunable layers in

the network, we calculate the importance of the convolutional filter c in layer
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i as follows:

PL(i)
c =

∑N
k=1

∑M
j=1 f(PL

(i)
cj (k))

N ×M
, (5.1)

where M and N are the total number of validation samples and dimension

of the output feature map in the channel c respectively and f is calculated

as follows:

f(·) =

{
1, if f(PL

(i)
cj (k)) = 1

0, if f(PL
(i)
cj (k)) = 0

(5.2)

The pruning process starts by calculating the neuron’s importance in all

prunable layers using Equation 5.1. If the APoZ of the neuron is larger than

the standard deviation of the average APoZs in the same layer, both the

neuron and its connections are removed. Once the pruning of all layers is

completed, the network is fine-tuned to recover the original accuracy using

the baseline model’s training configuration. We repeat the process until the

network accuracy drops significantly after the iteration. Figure 5.2 shows

a visual representation of applied APoz pruning to a small DNN with two

layers.

5.1.2 Knowledge distillation

In Section 5.1.1, we pruned a significant number of neurons from the baseline

model without losing much accuracy. Additionally, we described that some

of the conv layers in the ResNet50 network are un-prunable due to the di-

mensionality dependency between them. In this chapter, we propose a new

knowledge distillation method to further reduce the number of parameters
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in the pruned baseline model by distilling the knowledge to a smaller model.

Knowledge distillation methods, in general, are designed to transfer use-

ful feature representation from the teacher network to the student network

with a smaller number of the parameters followed by fine-tuning the student

network after knowledge distillation. The teacher-student knowledge distil-

lation (KD) method was first proposed by Hinton et al. [24] for classification

networks by introducing a distillation loss that uses the softened output of

the Softmax layer in the teacher network. One of the main challenges with

the proposed method was under performing when applied to deeper net-

works. Additionally, the proposed softened Softmax loss was only applicable

to classification tasks. To address this issue, Romero et al. [56] used an inter-

mediate layer of the teacher model as a hint in addition to the output layer.

The proposed method shows better performance when distilling knowledge

from deeper teacher networks.

One of the challenges with the current KD methods is that the number

of layers and neurons in the student network is selected arbitrarily. In other

words, it is not guaranteed that the student network will not have redundancy

in the layers after KD. As a result, the student network can not be considered

entirely compressed. We use the pruned model as a teacher instead of the

vanilla model in our proposed distillation method. This way, we can ensure

that the distillation method will not transfer the student model’s possible

redundancies. However, as the pruning method could not prune neurons from

the un-prunable layers, we reduce the size of those layers in the distillation

process by reducing them by a ratio in the student network. As a result, the

number of parameters in the student network drops significantly compared

to the teacher network.
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KD methods that use intermediate layer representation tend to distill the

knowledge from the first and the last section of the residual block [17] or

use the teacher’s middle-layer as a hint [56]. In practice, deeper layers in the

network learn the complex features, where the shallow layers learn the simple

features. Since the complex features are hard to learn, we distill layer-wise

knowledge from the teacher network’s last pruned layers and let the student

learn the simple features during the KD process. Our proposed approach

teaches the student network to minimize the cosine similarity between deep

layers and the prediction layer with respect to the teacher’s layers. Figure 5.4

shows the complete architecture of our proposed KD method on ResNet50

network for head-pose estimation.

To distill the knowledge of the teacher’s layers to the student’s layers,

we use cosine similarity to calculate the similarity between feature maps

of identical layers. In general, the cosine similarity of two vectors (y, ŷ) is

calculated as follows:

Csim(y, ŷ) =
y.ŷ

||y||.||ŷ||
(5.3)

=

∑n
i=1 yi.ŷi√∑n

i=1 y
2
i .
√∑n

i=1 ŷ
2
i

(5.4)

Let Tin = {t1, t2, t3, .., tn} be the transfer-set from the internal layers of

the teacher network that we tend to distill to the student. In this work, Tin

only includes the pruned layers in the teacher, where the student network will

have the same number of features as the teacher for the corresponding layer.

We also include the last layer of the network To in the knowledge distillation

process in this work. To in the teacher network for the regression tasks is
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the linear layer and is originally trained with L1 or L2 loss as follows:

L1loss =
m∑
i=1

|yi − f(xi)|, (5.5)

and

L2loss =
m∑
i=1

(yi − f(xi))
2, (5.6)

where yi is the target value and f(xi) is the estiamtion value.

For knowledge distillation on the classification networks, To is the Soft-

max layer trained with the following loss function:

Closs = − 1

M

m∑
i=1

yi . log(ŷi), (5.7)

where yi is the one-hot encoded ground truth vector and ŷi is the prediction

value for the ith sample in the dataset.

To summarize, in our knowledge distillation framework, the knowledge

in the teacher network is Tknowledge = {Tin, To} and corresponding learner

layers in the student network is Slearner = {Sin, So}. Our goal is to minimize

the following distillation loss between Tknowledge and Slearner as follows:

KDloss = Csim(Tknowledge, Slearner) (5.8)

= λ
To · So
||To|| ||So||

+
M∑
i=1

Tini · Sini

||Tini|| ||Sini||
, (5.9)

where M is the number of the intermediate KD layers in Tin. λ is a hyper-

parameter to define the importance of the final prediction in last layer over

the total loss. In this paper, we set M to 9 (intermediate layers before un-
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Figure 5.3: The number of pruned neurons at each step in different layers of
the baseline model. Deeper layers show a higher rate of redundancy.

prunable layer (red) in the last 9 residual block) and λ to 1.

Knowledge distillation is a two-step process that starts by freezing the

teacher network’s layers and feeding a batch of the input samples from the

training images to both networks. Then, it calculates the loss based on the

distillation loss defined in the Equation 5.9 and back-propagate the error only

on the student network.
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5.1.3 Batch normalization folding

Batch normalization layers [29] are widely used in modern convolutional neu-

ral networks. They are usually placed after linear layers and before nonlin-

earities to fight internal covariate shift to increase the training speed and

accuracy. During the training, for each batch of the dataset, we first calcu-

late the batch mean and variance as follows:

µB =
1

m

m∑
i=1

xi (5.10)

σB =
1

m

m∑
i=1

(xi − µB) (5.11)

where m is the number of the samples in the batch, and xi is the ith in-

put sample in the batch. Second, The inputs to the batch norm layer are

normalized based on the batch statistics as follows:

x̂i =
xi − µB√
σ2
B + ϵ

(5.12)

where ϵ is a small float value to avoid division by zero. Finally, the output

of the layer is calculated as follows:

yi = α x̂i + β (5.13)

where β and α are the scale, and shift parameters learned during the train-

ing. However, after the model is trained and saved for inference, the learnable

parameters become constants as well as mean and variance, which are com-
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puted during the training as moving average over input batch statistics. For

any given input sample, each batch normalization layer normalizes the input

x as follows:

BN(x) = α

(
x− µ√
σ2 + ϵ

)
+ β (5.14)

To avoid the computation shown in the equation 5.14 in each layer for each

input sample during the inference, we fuse the batch norm properties into

the previous linear layer in a step called batch norm folding [35].

In this work, we apply batch normalization folding to the weights of the

conv layers before the batch normalization layers. Assuming the weights and

biases of the linear layer (before activation) to be W and b, the layer’s output

before batch normalization is y = W.x + b for a given input x. We can re-

write the formulation to fuse the batch normalization to the linear layer as

follows:

ybn = BN(Wx + b) (5.15)

= α

(
y − µ√
σ2 + ϵ

)
+ β (5.16)

=
α√

σ2 + ϵ
(W.x + b)− α√

σ2 + ϵ
µ + β (5.17)

= Ŵ .x + b̂ (5.18)

where:

Ŵ = W
α√

σ2 + ϵ
(5.19)

b̂ =
α√

σ2 + ϵ
(b− µ) + β (5.20)
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5.2 Experiments

We evaluated our compression method on image-based classification and

regression networks. For regression, we compressed the best performing

3D head-pose estimation model (DDD-Pose (VF2-AUG)) from Chapter 4.

For classification, we compressed image-classification networks trained on

ResNet110 and ResNet164 architectures. We used Keras1 for implementa-

tion.

5.2.1 Model profiling tool

In this work, we have developed a model profiling tool to report the type and

the number of operations required to perform an inference on a single input

image in terms of the number of additions, subtractions, and divisions. Such

low-level profiling is necessary when evaluating the model to be applied in

embedded processors or neural accelerators. Additionally, the profiler reports

the operations in terms of multiply-accumulate (MAC). Most modern pro-

cessors contain dedicated MAC units capable of performing multiplication

and addition in a single unit in terms of a← a+ (b× c). In general, the con-

volutional operation is series of multiplications and additions, which makes

reporting the number of MACs for the model in the inference mode becomes

an important step in calculating the inference time on the target hardware.

Besides the computational operations, our profiler reports the number of pa-

rameters the model will require to store in memory to perform inference. The

memory footprint analysis is important to evaluate if the model will fit in

1https://keras.io/
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the hardware memory.

For a given model, the model profiler reports the total number of param-

eters and operations for the entire model or in-depth layer-wise reporting

of the floating-point operations. Figure 5.5 shows a screenshot of profiler

output for a simple Keras model shown in figure 5.6 with 2 conv layers.
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Figure 5.5: Output example on profiling of the simple network shown in the
figure 5.6. The tool reports the number of additions, subtractions, multipli-
cations for each layer in the model.
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Figure 5.6: A simple two-layer network configuration is used as an input to
our model profiler to report the number of operations.
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5.2.2 Model training

We used the Stochastic Gradient Descent (SGD) [3] with momentum 0.09

for training the baseline networks and fine-tuning the pruned baselines and

student networks after knowledge distillation. We used Hyperbolic-Tangent

Decay (HTD) [26] as our learning-rate scheduler. For fine-tuning the pruned

pose-estimation network at each iteration, we used a learning-rate of 0.001

for 20 epochs, and for image classification, we used a learning-rate of 0.01 for

200 epochs.

The pose-estimation student network was fine-tuned with a learning-rate

of 0.1 for 100 epochs, and the student image classifier was fine-tuned with a

learning-rate of 0.001 for 200 epochs. The end learning-rate in HTD scheduler

for all experiments was 0.

For knowledge distillation, we used Adam [33] optimizer with the initial

learning-rate of 0.1 and scheduling the learning-rates to 0.01, 0.001, 0.0001,

and 0.00001 after epochs 20, 45, 55, and 65, respectively, for 85 epochs.

5.2.3 Head-pose estimation

The head-pose estimation baseline network (DDD-Pose (VF2-AUG)) was

trained on ResNet50 architecture with two dense layers of size 512 and 128

and a linear layer of size 3 for yaw, pitch, and roll estimation at the end

of the network. The input size of the baseline network is 224 × 224 colored

images. The baseline was trained on the 300W-LP [79] dataset with image

augmentation. All images in the dataset were duplicated and then augmented

with random zoom, cropping, and brightness change as described in Chapter

4.5. For fine-tuning the pruned network at each pruning iteration, we used
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Table 5.2: Model sizes and accuracy on AFLW2000.

Size(MB) Yaw Pitch Roll MAE

Dlib (68 points) [32] - 23.1 13.6 10.5 15.8
FAN (12 points) [4] 183 6.36 12.3 8.71 9.12
Landmarks [58] - 5.92 11.86 8.27 8.65
3DDFA [79] - 5.40 8.53 8.25 7.39
Hopenet [58] 95.9 6.47 6.56 5.44 6.16
SSR-Net-MD [71] 1.1 5.14 7.09 5.89 6.01
FSA-Net [70] 5.1 4.50 6.08 4.64 5.07

ResNet-50 (Baseline) 99.2 4.38 4.85 3.44 4.22
ResNet-50 (Teacher) 32.6 5.38 5.69 4.19 5.03
ResNet-50 (Student-Distilled) 4.9 5.89 5.63 4.28 5.25
ResNet-50 (Student-Distilled-BN-F) 4.7 5.89 5.63 4.28 5.25
ResNet-50 (Student-Scratch) 4.9 6.95 6.19 4.62 5.90

the same augmented version of 300W-LP and tested on AFLW2000.

We pruned the prunable layers from the baseline head-pose estimation

network for 15 steps. Figure 5.3 shows the number of pruned neurons for each

layer at each pruning step. The results show that the majority of redundancy

in the neurons occurs in the early and deeper layers. After fine-tuning the

network in the 15-th step, we use it as a teacher network in our knowledge

distillation framework.

The student network was initialized with random weights and had the

same number of filters in each layer as the teacher network. However, the

un-prunable (untouched) layers in the student are divided by 32 in all layers

in the student network.

We compared the accuracy, the number of parameters, and the final

student model’s size with the state-of-the-art head-pose estimation models

trained on the same training/testing protocol. To show the effectiveness of

distilling knowledge from teacher to student, we also trained the same student
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network without distillation from scratch (Student-Scratch) and reported the

results.

Since we have compressed the network with the input size of 224 × 224

and the larger images represent more information about the subject, the net-

work should perform better against alterations in the input image such as

occlusion or motion-blur. To make a fair comparison, we tested the aug-

mented version of AFLW2000 on our compressed model and state-of-the-art

model [70]. Additionally, we tested the student (labeled with DS) network

on a down-sampled to 64 × 64 version of augmented AFLW2000 to make a

fair comparison to state-of-the-art.

5.2.4 Image classification

In the second experiment, we used the CIFAR-10 [36] image-classification

dataset. CIFAR-10 has ten image classes with a total of 50k training and

10k testing images. Here, we trained two ResNet baseline networks (ResNet-

110 and ResNet-164) and pruned them for 6 iterations. The pruned networks

were used as a teacher in the distillation configuration. The un-prunable layer

size was selected in the student network by dividing their size in the teacher

network by 2. The prunable layer size between the teacher and the student

remained the same.

5.3 Results

Table 5.2 shows the accuracy and compression achieved by our method com-

pared to the state-of-the-art. The results show that our compression method

on the baseline pose-estimation model after pruning, knowledge distillation,
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Table 5.3: Compressed model on AFLW2000 with motion-blur.

FSA-Net[70]
Caps-Fusion

Student-Distilled
-BN-F (ours)

Student-Distilled
-BN-F-DS (ours)

Yaw 21.90 12.97 11.56
Pitch 11.07 8.83 8.73
Roll 11.05 7.48 7.12

MAE 14.67 9.76 9.13

and applying batch-norm folding reduces the model size from 99MB to 4.7MB

with similar test results to the state-of-the-art on AFLW2000. However, it is

important to note the networks in SSR-Net-MD [70], and FSA-Net [71] were

trained on images of size 64 × 64 to achieve a smaller model size while our

model is compressed from a network with the input size of 224 × 244. Al-

though the model sizes in Student-Distilled-BN-F and FSA-Net are similar,

our compressed network is expected to perform better on noisy or occluded

images due to the larger input size. Tables 5.3, 5.4 and 5.5 shows the test re-

sults of our compressed model on the augmented AFLW2000 as described in

Section 4.7, as well as the down-sampled version of it where our compressed

model outperformed [70] in all versions. Figure 5.9 shows the results of run-

ning our head-pose estimation model and state-of-the-art FSA-Net [70] on

the heavily occluded facial images. The results show that our model outper-

forms FSA-Net on estimating correct head-pose when heavy facial occlusion

covers most parts of the face.

Additionally, we compared our compression method with the TensorFlow

Model-Optimization Toolkit (TFMO)2. We test all the models on a ARMv7

2https://www.tensorflow.org/model optimization
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Table 5.4: Compressed model on AFLW2000 with low brightness.

FSA-Net[70]
Caps-Fusion

Student-Distilled
-BN-F (ours)

Student-Distilled
-BN-F-DS (ours)

Yaw 7.80 8.41 8.75
Pitch 7.28 6.91 7.09
Roll 6.11 5.43 5.65

MAE 7.06 6.91 7.16

Table 5.5: Compressed model on AFLW2000 with random occlusions.

FSA-Net[70]
Caps-Fusion

Student-Distilled
-BN-F(ours)

Student-Distilled
-BN-F-DS (ours)

Yaw 8.57 8.23 8.62
Pitch 7.87 8.02 8.36
Roll 7.05 6.27 6.4

MAE 7.83 7.5 7.79

processor on a Raspberry Pi2 board.

Table 5.6: Comparison between baseline model compressed with our method
and TFMO.

Model name MAE Size (MB) Inference(sec)

ResNet-50 (Baseline) 4.77 98 MB 2.5
ResNet-50 (TFMO) 24.4 24.7 MB 1.3
ResNet-50 (Student)(Ours) 5.25 4.9 MB 0.4

Table 5.6 shows a comparison of the baseline model optimized with TFMO

and our compression method. While the TFMO archives a 4× size and a 2×

computation efficiency, the accuracy of the optimized model drops signifi-

cantly. Our compressed model achieves significantly better results, while the

estimation accuracy stays close to that of the baseline model.
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To analyze the final compressed model in terms of the number of compu-

tational operations, we applied our model profiling tool to all models used in

different compression stages. Table 5.1 shows the number of operations in the

baseline, teacher, and student networks in terms of the number of addition,

multiplications, subtractions, and Floating Point Operations (FLOPS). The

results show the the the total number of FLOPS to perform a single inference

was reduced from 7 gigaFLOPS to 400 megaFLOPS.
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We compared the inference speed-up achieved by our model-compression

approach with the baseline head-pose estimation model. We also compared

the results to FSA-Net since it is the state-of-the-art head-pose estimation

model from the accuracy and network complexity perspectives. The test was

applied to different PC and low-power embedded GPUs. Table 5.7 shows the

results of running models on different machines where our compressed model

archives the lowest inference time on embedded GPus while maintaining the

state-of-the-art results on the AFLW2000.

Table 5.7: Inference time comparison in milliseconds.

Model name GTX1050Ti Jetson Nano Jetson Xavier

FSA-Net [70] 10 80 40
ResNet-50 (Baseline) 70 220 30
ResNet-50 (Student) 20 40 20

Table 5.8 shows the compression result on ResNet-110 and ResNet-164.

Our method achieved 4.7 and 3.36 compression rates on ResNet-110 and

ResNet-164, respectively while the accuracy only dropped by 1%. Addi-

tionally, in Table 5.9 we compare the compression results on ResNet-110 to

different compression methods where the results indicate that our method

achieves higher compression rate. Note that in FSNET [70], we only com-

pared to pre-quantization results since weight quantization can be applied to

all the networks.
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Table 5.8: Compression results on CIFAR-10.

Model Accuracy #Params CR Rate

ResNet-110 (Baseline) 94.27 1.74M -
ResNet-110 (Teacher) 94.04 0.75M 2.32
ResNet-110 (Student-Distilled) 93.0 0.37M 4.7
ResNet-110 (Student-Scratch) 90.0 0.37M 4.7

ResNet-164 (Baseline) 94.52 2.62M -
ResNet-164 (Teacher) 94.30 1.44M 1.81
ResNet-164 (Student-Distilled) 93.7 0.72M 3.63
ResNet-164 (Student-Scratch) 89.6 0.72M 3.63

Table 5.9: CIFAR-10 compression comparison on state-of-the-art.

Model Accuracy #Params CR Rate

ResNet-110 (Baseline) 94.27 1.74M -

ResNet-110-Student (Ours) 93.0 0.37M 4.7
ResNet-110- Filter pruning [43] 93.30 1.16M 1.5
ResNet-110- FSNET [70] 93.81 0.44M 3.97

5.4 Conclusion

In this chapter, we compressed the baseline head-pose estimation model by

combing weight pruning and knowledge distillation. We showed that using

our compression approach, we were able to compress the baseline ResNet-50

head-pose estimation network from 99MB to 4.7MB without losing any sig-

nificant accuracy in comparison to the baseline. Additionally, we evaluated

the compressed model’s inference time on different embedded edge devices,

decreasing the inference time significantly. To show the effectiveness of our

compression approach, we also performed our method on the image classifi-

cation network with ResNet-110 and ResNet-164 architectures. Our results
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showed comparable results on accuracy and better results in compression

rate in comparison to state-of-the-art compression methods on ResNet archi-

tectures.
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Chapter 6

Conclusion

In this work, we first proposed a data-driven method to improve the accuracy

of landmark-free deep head-pose estimation by using better weight initializa-

tion and training data manipulation. We demonstrated activation analysis

and visualization of hidden layers on different transfer-learning candidates

and showed that the network’s weight initialization from the face-recognition

network for the head-pose estimation network achieved better accuracy than

initialization from general object-recognition networks. Additionally, our

image-augmentation approach improved head-pose estimation accuracy and

yielded better robustness against heavy occlusion, motion blur, and bright-

ness changes.We tested our proposed method on three different test-sets and

compared them to the state-of-the methods. Our results showed an im-

provement or comparable results to the state-of-the-art head-pose estimation

methods. Additionally, we introduced three new variations of the challenging

AFLW2000 test-set and showed the robustness of the model trained with our

method on heavily occluded and blurred versions of AFLW2000 by comparing

to the state-of-the-art.
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Second, we showed that despite the good accuracy and robustness, the

previously trained head-pose estimation model suffers from heavy computa-

tional dependency that will prevent the model from running in real-time on

edge devices. To address this, we combined weight-pruning and knowledge

distillation to compress the model while maintaining good accuracy. We

proposed a compression method for network architectures such as ResNets

and described challenges with pruning such architectures due to dimension-

ality dependencies. We showed that the ResNet networks’ neurons could be

pruned only on specific layers. To address that, we proposed knowledge-

distillation architecture and loss function to reduce the number of weights in

layers that could not be pruned. Our compression approach was applied to

ResNet-based regression and classification networks.

We used ResNet-50 head-pose estimation network for compressing the

regression network. For classification, we used ResNet-110 and ResNet-164.

While we achieved similar results in the head-pose estimation network to

the state-of-the-art on both model size and accuracy, we showed that our

compressed head-pose estimation model outperforms the state-of-the-art on

heavily occluded test images and inference time on edge devices. In im-

age classification networks, we achieved similar results to the state-of-the-art

accuracy but outperformed on the compression rate.

Finally, as the primary goal of compression is real-time inference on edge

devices, we compared the inference time on multiple embedded GPU and

CPU boards. We also developed tools to analyze the complexity of the

models. The results presented in this work show the possibility of deploying

large deep convolutional neural networks in low-cost embedded computers

for real-world applications in the industry.
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