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Executive Summary 

T"·e goal of this project was to model objects in a simulated environment with a method 
\1-nich allows physically-correct behavior to be calculated in real-time. Our approach 
studied the interaction between differing object types and used object-oriented software 
design to create a class hierarchy of objects suitable for interactive speed virtual 
environment simulation. We studied physical modeling systems and constraint systems 
as techniques to control the behavior of objects in our simulations. 

We also studied two different ways to achieve distributed execution of an object-oriented 
simulation. In our first approach, we designed a set of simulation software which ran 
built on top of the Bulk Synchronous Parallel model for distributed computing. In our 
second approach, we used a commercial product to handle the object distribution for us 
without building this into our distributed application. Both examples demonstrate the 
<idvantage of solving application-domain problems using the distributed object approach. 
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1. Introduction 

VR technology has come out of the interactive computer graphics community where 
rendering data structures and techniques were the first focus of research. However, the 
high-quality, high-speed rendering available today makes us want to interact with the 
images we can now render. The applications that VR technology faces today (e.g. real
time imbedded simulation and training tasks, electronic publishing, entertainment, 
interactive graphics in education, computer modeling of physical or biological processes, 
etc. ) are substantially different problems than those of early graphics research. 

As VR technology matures, it should not repeat the lessons already learned by the 
military simulation and training community. Today's flight simulators and ground vehicle 
simulators are mature virtual world simulation systems in many respects, but they 
primarily use rendering-based data structures which limits the quality of the interaction 
with the synthetic environment. Instead of focusing only on rendering data structures, we 
feel that research is also needed in the remaining areas: 

An On-line Data Structure - Interaction requires a data structure to support the types of 
queries and changes which are appropriate for YR applications. The data structure should 
be capable of real-time updates as the modeled environment is affected. We believe the 
most difficult challenge here is simultaneous support of participants operating at different 
levels-of-fidelity. For example, one participant could be closely examining the soil in a 
valley while another is flying high overhead. 

Support for a Shared Experience - Multiple participants should be able to be in a virtual 
world simultaneously. Each participant has a view of the environment which is· 
appropriate from his or her viewpoint. However, the environment model should be able 
to support all simultaneously. This type of application have been predicted by the leaders 
in the database research community. 

A Database Interface Protocol - If different applications are running on a shared database 
of a virtual world, a protocol for interaction must be defined. The protocol would describe 
how to query and effect objects and how to control an application's view of the database. 

The military training community has developed the Distributed Interactive Simulation 
protocol for use when multiple vehicle simulators are connected. The protocol uses 
UDP/IP packets for communication and operates on a shared network with no central 
server. Packets contain vehicle state information or notification of events affecting one or 
more of the vehicles in the simulation. The messages in this protocol make it specific for 
use in synthetic battlefield simulation, but the DIS concept of dead recko11i11g applies to 
all types of virtual environments. In dead reckoning, all entities in the environment send 
out messages only when something in their state changes greater than a predetermined 
allowable threshold. With this approach, network traffic is reduced but all participants are 

informed of any major changes. 



DIS network messages use a standardized data format. However, there is more to a 
protocol design for object interaction than the message format and the low-level 
communication mechanism. For a VR protocol to be successful, the semantics of the 
connected simulations must be compatible. Otherwise protocol messages will be 
misinterpreted. We believe that semantics issues are the area where research is most 
needed and this is the area we pursued in our efforts. 

To be certain of a unique contribution of our work, we surveyed several existing physical 
modeling systems and several distributed processing systems in order to be assured that 
our research did not duplicate existing, published work. Because of the important lessons 
learned through our survey process, this document contains overviews of the state-of-the
art in physical modeling and distributed processing. After these surveys, we continue by 
presenting two systems we constructed during the past year. Finally we concluding by 
suggesting areas where this research work could be continued. 

2. Survey of Physical Modeling Techniques 

Techniques to simulate physical properties with computers have been employed by a 
variety of researchers for the past several decades. In particular, physical and biological 
scientists have been using computer simulations of natural processes to assist their 
efforts. The computer graphics community has employed physical modeling to create 
more realistic renderings of the natural environment and to assist animators in the 
development of realistic character motion. 

As computational power continues to increase, it is becoming more feasible to support 
interactive-speed physically-based virtual environment simulations for a variety of 
application areas. However, the construction of such a simulation requires the 
development of several tightly-coupled components: 

• Object Representation - A set of data structures which provide a way to maintain and 
update current state for whatever physical objects are being studied. For example, a 
polygonal skin around the outside of the object or a set of voxels which fills the 
object's entire volume. 

• Collision Detection - Since most scenarios involve object motion, it is important to 
detect transitory and continual contact between objects. The algorithm used for 
detecting contact is generally driven by the object representation scheme, and a 
correct choice of algorithm is important because a considerable percent of the 
computation required for a physical modeling system is spent searching for inter
object collisions. 

• Behavior Functions - A mathematical model to support any desired object behavior. 
It may use differential equations to describe forces in the system; it might be a set of 
declarative rules which serve as axioms for the synthetic environment being modeled; 
or it could be a stochastic process which randomly affects change on objects. 

• Simulation Environment - A run-time hybrid software/hardware system which 
executes the behavior algorithms and updates object state. In high-performance 
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systems, the environment is rnn at a fixed frame rate (referring to the number of 
simulation time frames calculated per second). 

In the following sections, we will further explore the fundamental requirements of an 
interactive physical modeling system. 

2.1 Object Representation 

As mentioned in the introduction, a physical modeling system which represents 
interacting objects must provide a mechanism for the representation of each object's 
cmTent state and be responsible for calculating state transitions. For the purpose of our 
study, object state can be further subdivided into shape, which deserves special attention, 
and other attributes (which could be represented by instance variables in an object
oriented solution). We will discuss shape here and the other attributes later along with 
behavior functions. 

There is no good shape representation which suits all physical modeling purposes. In 
some systems, the application area will drive the choice of representation whereas in 
other systems, multiple representations might be simultaneously maintained to suit 
different purposes. As an example of the need for parallel representations, consider a 
virtual reality system with both visual and haptic interfaces. It is widely accepted that 30 
Hz rendering is acceptable to adequately view slow-moving objects, however, haptic 
interfaces need to operate at rates of700 to 1000 Hz to provide adequate touch feedback 1

• 

For this application, collision detection will take customized representations which 
generally differ from the rendering data strnctures. 

2.1.1 A Brief Comparison of Object Representations 

The following sections discuss several methods for maintaining object shape and state in 
a physical simulation. This enumeration is not complete, but it should serve to illustrate 
that the choice of the best representation is application dependent. 

It is sometimes necessary to maintain multiple object representations concurrently in a 
single simulation and convert between them. This problem is out of the scope of this 
review, but most conyersion algorithms are expensive and susceptible to errors in special 
cases. Conversion during rnn-time should be avoided if possible. 

2.1.1. l Polygonal Meshes 

As computer graphics was gaining popularity, the focus was on developing rendering 
techniques to produce more complex and more realistic imagery. For this early work and 
for many of today's applications, objects are graphically represented with a polygonal 

1 Personal conversation held with Mark Raibert while visiting Boston Dynamics in June 
1995. BDI uses dedicated Pentium processors to run collision algorithms which exploit 
spatial consistency. 
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mesh that follows the outline contour. This is often referred to as the object's boundary 
representation (or boundary rep.) Polygonal modeling has always been the most popular 
representation since its vertices are easily transformed and individual polygons (also 
called faces) are easy to adorn through image or texture mapping - making it the ideal 
representation for rendering applications. 

Polygonal meshes can further be subdivided into several types. These will only briefly be 
discussed here since meshing techniques are themselves an entire sub-discipline of 
computer graphics. A generalized mesh containing polygons of any shape and 
arrangement can support rendering, however it doesn't have enough regularity to support 
other operations gracefully. If regularity is imposed on the polygons to make them a 
manifold s111face (where all interior edges are shared by two and only two polygons) then 
the surface is suitable to support other operations (e.g. Boolean operations over objects, 
polygon decimation) with simpler algorithms. The goal is to create topology in the mesh 
which can be exploited by algorithms which operate on the meshes. The term manifold 
originated from the process of patching together a set of overlapping regions and 
geometrically registering the regions with respect to each other [Grimm95]. 

[Hoppe 93] defines a mesh as the pair (K, V) where V = {v1 , •.. , v"'), v E 9\ 3 is a set of 

vertices and K is a simplicial complex representing the connectivity of the vertices, edges, 
and faces. The simplicial complex K consists of a set of vertices together with non-empty 
subsets of vertices, called the simplices of K, such that any set consisting of exactly one 
vertex is a simplex in K (a 0-simplex), and every non-empty subset of a simplex in K is 
again a simplex in K. Under this definition, a 0-simplex is a vertex, a I-simplex 
(consisting of two 0-simplexes) is an edge, and a 2-simplex (consisting of 3 I-simplexes) 
is a triangular face. Using the simplicial complex fotm of an object as a data structure 
supports efficient algorithms for finding neighbor faces and neighbor ve1tices 
[Schroeder94]. 

Polygonal meshes can become quite expensive with respect to the number of polygons as 
the complexity of an object is increased. This has driven the development of polygon 
reduction techniques such as [Turk92], [Schroeder94], and [Renze95]. Most techniques 
follow the process of re-meshing an arbitrary polygonal object into a simplicial complex 
and then exploiting the topology to re-polygonize after the removal of some vertices to 
reduce polygon count. However, the recent use of the wavelet representation by the 
computer graphics community has led to new wavelet-based re-meshing techniques 
[Eck95]. The goal of the original methods was specifically tied to polygon reduction, 
however with [Eck95] the goal has been extended to allow an object to be represented 
using a continuous level of detail where the number of polygons used for an object can be 
varied according to a numerically continuous error term. A positive side-effect of the 
multi-resolution access to an object is that edits or changes to the object's polygonal skin 
can be made at any granularity. 

2.1.1.2 Voxels 

While polygonal representations are cmTently the most popular techniques, they lack 
some expressive power because they are only a boundary representation of an object and 
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do not provide information about the interior volume. Applications such as scientific 
visualization and medical imaging have pioneered the use of volume elements or voxels. 
While volumetric representations are substantially more expensive in practice, their 
regularity directly supports hierarchical access by spatial subdivision [Samet90]. 

Since voxels are a spatial sampling of an object at a specific resolution, they exhibit 
aliasing effects which must be accounted for. For example, it is possible to miss the 
intersection of two voxelized lines or a line and a plane in three-space because the two 
representations might not share any voxels because of sampling e1rnr. This is handled 
through use of the computational geometry techniques applied to voxels [Kaufman94]. 

Volumetric models are generally well suited for distributed or parallel processing 
algorithms since the parallelism can exploit model regularity. In particular, volumetric 
rendering (which employs a semi-transparent compositing technique) achieves nearly 
ideal speedups on massively parallel processors [Ma94]. 

2.1.1.3 Analytical Representations 

Besides their spatial representation, each instance of a physically modeled object must 
also maintain enough state information to calculate its behavior and its influence on the 
other objects in the scenario. This usually takes the form of position, velocity, and 
acceleration information as well as whatever memory is needed by behavior functions 
operating on the system of objects. For example, position, velocity, and acceleration is 
enough for gas particles in Brownian Motion to maintain their state and make collision 
force contributions to the container enclosing them. [Blinn87] discusses this application 
as well as the state equations and local object information needed for demonstrating many 
basic physical problems. 

2.1.1.4 Constructive Solid Geometry (CSG) 

CSG is an approach which represents complex objects with an arbitrary-shaped binary 
tree where each node is a Boolean operation (e.g. Union, Intersection, Complementation) 
working on the two subtrees below it. Leaves in the tree are represented by geometric 
primitives such as the sphere, cube, cone, or torus. CSG is a high-level, compact 
representation compared to polygons or voxels, but it is generally expensive to maintain 
and convert into other schemes. The storage density of CSG makes it attractive for CAD 
systems which work over very large models [Kumar95]. 

A notable piece of current work is discussed in [Naylor94]. This approach uses Binary 
Space Partitioning (BSP) trees to construct arbitrarily-shaped objects through hierarchical 
space partitioning. Operations similar to the Booleans used in CSG are accomplished by 
merging and pruning BSP trees. 

2.2 Collision Detection 

Since most physical modeling systems involve object motion and interaction, inter-object 
collisions play a major role in object behaviors. The algorithms used for detecting 
contact are generally closely related to the object representation scheme. Several collision 
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detection algorithms are discussed below. A complete survey of this area is provided in 
[Lin93]. 

The three part algorithm in [Moore&Wilhelms88] was one of the earliest collision 
detection works developed in the computer graphics community for convex polyhedra. 
Consider two polyhedral objects, A and B. [Moore& Wilhelms88] first tests all vertices 
from object B against every face of object A. If any vertex is on the inward side of all 
faces, it is inside A and the algorithm terminates having detected a collision. The second 
step tests for penetration of the edges of B through the faces of A. This is accomplished 
by sequentially projecting the edge onto the planes defined by each face of A and finding 
the intersection points between the line and each plane. The intersection points are used 
to subdivide the edge since they lie along its length, and the midpoint of each edge 
segment is tested for penetration of object A using the same method as the first step of the 
algorithm. If any of these points are inside A, the edge penetrated object A and the 
algorithm terminates having detected a collision. The final step detects the infrequent 
case of two identical polyhedra moving through each other with faces perfectly aligned, 
and it is accomplished by testing the centroid of each face in B against A by the same 
method used for the vertices. If any of these centroids is inside A the algorithm 
terminates with a detected collision. The algorithm repeats testing object A against 
penetration of B by the same three steps. If both sets of tests fail, the objects do not 
interpenetrate. For this algorithm, collision detection cost is 0(fl2m2

) for fl polyhedra and 
m vertices per polyhedron. 

However, [Moore&Wilhelms88] suffers from its lack of ability to exploit temporal and 
geometric coherence between simulation frames. Most objects are moving slowly with 
respect to the separation distance and the simulation timestep. [Ponamgi95] takes 
advantage of this by using a sweep & prune algorithm to maintain only a small subset of 
object pair relationships which must undergo bounding volume testing. In addition, this 
algorithm represents objects as sets of individual features and prunes the search space 
again by starting the search for contact at the previously closest features of the object pair. 
Interactive speed can be achieved for modest environments using [Ponamgi95] with 
today's workstation horsepower. For this algorithm, collision detection cost is composed 
of O(k+N) cost to find which objects are in close proximity (where k is the number of 
objects with overlapping bounding boxes and N is the total number of objects) and 
O(m+fl) cost of finding adjacent feature pairs (where mis the number of feature pairs 
between the objects in close proximity and fl is the total number of features). In practice k 
and 111 are small although, in worst case, k is O(N2

) and m is O(n2
). Exploiting coherence 

saved computational cost since the worst case of [Ponamgi95] is equal to the average cost 
of [Moore&Wilhelms88]. 

Especially relevant to fixed frame rate simulation, the collision detection approach in 
[Hubbard95] employs progressive refinement by checking for collisions between 
successively tighter approximations to objects' surfaces. A hierarchical sphere tree is 
constructed for all objects as a pre-processing step using the medial-axis surface of the 
object. The medial-axis surface is constructed by distributing points across the outside 
boundary of an object and builds Voronoi cells around each point. The corner of each 
Voronoi cell becomes the centroid of a sphere. Together, the spheres closely enclose the 
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object. Coarse object representations are created by combining spheres from the original 
approximation. The sphere tree hierarchy produces a tighter fit to the object than a 
corresponding octree hierarchy. Since a multi-level hierarchy is available with a known 
detection accuracy at each level, the time-critical algorithm proceeds down the hierarchies 
until the detection error is below the goal threshold or it begins to run out of simulation 
time. This approach degrades gracefully under increasing load because it will be able to 
tradeoff position accuracy against time required for the collision detection algorithm. 

Approximate detection algorithms such as [Hubbard95] are especially appropriate in light 
of the temporal inaccuracy resulting from detecting collisions only once per frame. For 
example, a human moving at 5 miles per hour travels 8.8 inches per frame, given 10 
simulation frames per second. Collision detection is thus accurate only within a range of 
8.8 inches around the figure, which is significant compared to the scale of the human 
figure. Hubbard concludes that it is better to seek only as much spatial accuracy as real
time performance allows. 

2.3 Behavioral Functions 

Behavioral functions in a physical modeling system provide the mechanism to describe 
and control the actions of the objects in a simulation scenario. The set of functions can be 
partitioned into imperative methods (where the actions are specified) and declarative 
techniques (where only the rules are specified and the simulation must evolve the 
behavior). In the following sections, we will discuss the relative merits and drawbacks of 
different mechanisms for behavior specification and control in physical modeling 
systems. 

2.3. 1 Explicit Equations 

Physical modeling via computer simulation has been used by the scientific community 
(i.e. physicists and engineers) for several decades. For example, multi-body dynamics 
simulations model the action of the NASA shuttle robot arm or the forces on each blade 
element of a helicopter rotor [Lisle94]. For these types of systems, a mathematical model 
can generally be expressed through the use of linear equations, ordinary differential 
equations, partial differential equations (PDEs), or nonlinear equations. Several 
techniques can be employed to generate solutions to the equations depending on the 
complexity of the equations. 

2.3.2 Declarative Systems 

In a declarative programming system, a "program" is a set of axioms or rules that the 
computer must follow in order to reach its goal. It is up to the computer to find values for 
variables and objects which obey the rules. This is a contrast from the step-by-step 
instructions given in most imperative programming systems. 

Physical modeling systems use declarative programming techniques by writing the 
physical laws (e.g. Newton's laws) as axioms and forcing object motions to conform to 
the rules. In this context, the axioms of the system are often called constraints since they 
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act to constrain the behavior and motion of an object in the physical modeling scenario to 
obey universal physical laws. 

Goal-directed behavior can be accomplished by adding additional constraints that reward 
physical objects for performing as the programmer desired. These are usually written in 
the negative sense: as energy penalties for undesirable behavior. As an example, 
[Witkin88] describes the solver and the 223 constraints user to create the animation of a 
Luxo lamp performing a ski jump and landing with minimal energy cost. A time 
sequence of the jump is show in Figure 1. Notice that Luxo crouches before take off and 

Figure 1 · Constrained Luxo Jump 

squats during landing. 

Constraints for this animation include the initial and final positions already set particular 
times in the animation sequence, a requirement that the base be positioned tangent to the 
surface it is in contact with, and a "style" constraint which encourages Luxo to stand 
straight while flying through the air. Motion is calculated using an iterative deterministic 
optimization algorithm. The anticipation and landing behavior was produced by the 
algorithm to minimize Luxo's energy expenditure. 

2.3.2.1 Cyclic and Acyclic Constraint Graphs 

The amount of run-time computation required for declarative systems depends largely on 
the attributes of the individual problem and the connectivity of the constraint graph 
constructed to model the problem. If there are no constraint cycles, the problem can be 
modeled by an acyclic constraint graph, and there are several local propagation 
algorithms with enough power to resolve the constraints. Recent examples include 
DeltaBlue [Sannella93], and SkyBlue [Sannella94]. 

Local propagation algorithms are valuable because they are able to re-evaluate individual 
constraints and arbitrary-sized constraint subgraphs while maintaining the previous 
solution for parts of the constraint graph which aren't affected. For example, the addition 
of a new constraint to one variable doesn't require a complete re-evaluation of the entire 
constraint graph, it only affects the weaker constraints that might now be violated. The 
search for affected constraints could theoretically visit the entire graph, but this occurs 
rarely in practice. [Burg90] 
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If the constraint graph contains cycles, then the problem requires more advanced 
techniques and has greater computational cost than the acyclic case. Relaxation is a 
technique for evaluating cycles in which state variables which have no legal value 
(because they are under conflicting constraints) are assigned initial values and an iterative 
process is begun to adjust the guesses and their influence on other dependent state 
variables until the overall system solution is as close to conformance as possible given the 
set of active constraints. 

3. Distributed Object-Oriented Systems 

Many computer modeling problems lend themselves to object-oriented solutions since 
aspects of the problem can often be translated to software class designs in a 
straightforward manner. However, object-oriented solutions are generally inefficient 
when compared to traditional programming in languages such as C. This is especially 
true if run-time polymorphism and dynamic binding are needed. 

In problems where the expressive power of an object-oriented solution is appropriate, but 
the problem's computational complexity is high, distributed processing could be applied. 
Such a system design allows for an implementation of a problem using an object-oriented 
language along with scaleable performance through distributed computing. 

3.1.1 Overview of Distributed Object Systems 

Distributed Object systems are hardware/software systems that allow an application 
program to be written in a standard object-oriented language (most of which are 
inherently sequential in their design), but execute the program on a distributed or parallel 
computing resource. When messages are sent to application software objects, the run
time system locates the object and vectors the message to the appropriate computing 
resource. The object's answer is similarly reflected back. 

The advantage of such as system is its flexible and (theoretically) scaleable programming 
environment. Program development time is shortened from a traditional parallel 
processing application since the programmer is protected from the details of data and 
function distribution. Most current distributed object systems also offer object 
persistence and solve many of their data distribution issues through techniques similar to 
those of distributed transactions systems (e.g. locking and atomic transactions). 

Another area of current development is the Object Request Broker (ORB) architecture 
and associated communication standard, COREA [Vinoski 95]. CORBA-compliant 
systems handle object creation, registration, processing, and destruction in an industry 
standard, language independent fashion. Bindings to different application programming 
languages are provided through the Interface Definition Language (IDL). Since COREA 
supports objects located on a set of interconnected workstations, a cornerstone of its run
time environment is an object name service which converts class name references to 
pointers to the object which can receive messages in the context of a local application 
program. 
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3.2 The Bulk Svnchronous Parallel (BSP! Model 

The Bulk Synchronous Parallel (BSP) model [Valiant90] is a set of k processors 
communicating over a communication and routing network. Programs for the 
architecture are run in a synchronous fashion since a global synchronization process is 
performed across all k processors at regular intervals. In the BSP model, each processor 
performs local computation and exchanges messages with other processors using a 
private queue for incoming messages from other processors. Messages sent during one 
processing cycle (or superstep) are guaranteed to be received during the next superstep. 
Message arrival order is random since no delivery order constraints are made on the 
routine network 

A major value of the BSP model lies in the models for computational cost and 
communication size proposed in [Valiant90]. Since computation and communication both 
occur each superstep, efficiency is increased by overlapping computation and 
communication times whenever possible. The cost model for a single superstep i given 
as 

IV;+ gh; + L' 

where w; is the longest local computation among the k processors, g is the bandwidth cost 
(which is generally architecture specific) and h; is the largest number of packets sent or 
received by a processor during the superstep. L is the latency (or minimum length) of a 
superstep due to global synchronization and routing network latency. The execution time 
for the entire program consisting of S supersteps is then defined as 

S-1 S-1 

W + gH + LS , where W = L W; and H = L h; . 

It is clear that optimum efficiency is achieved when W (defined as the work depth of a 
program), H (the sum of the largest number of packets sent or received by a processor 
during each superstep), and S (the number of supersteps) are minimized [Goudreau96]. 
However, the overall minimum cost for a program generally requires design tradeoffs 
between computation, communication, and the number of supersteps required for 
completion. 
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3.2.l Pe1forma11ce Experiments 

[Goudrea96] reports the performance of the BSP model in trials of an N-body simulation, 
an ocean eddy current simulation, minimal spanning tree calculations, two shortest path 
problems, and matrix multiplication. Performance of the Green BSP library [Goudrea95] 
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are given for these problem in Figure 2. 

The results demonstrate the architectural independence of the BSP model. 
Communication on the SOI used shared memory while the Cenji used distributed 
memory and the PCs used a high-speed ethernet LAN. The bandwidth cost g and latency 
L for different numbers of processors in each architecture were experimentally 
determined and are summarized in Figure 3. 
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Figure 3 - Bandwidth and Latency 

For each architecture, latency increases with more processors because it takes longer for 
them to synchronize. Manual curve fitting shows that latency increases at O(p12

) for the 
SGI and Cenji and O(pu) for the PC (where pis the number of processors). 

Bandwidth cost shows a more pronounced variation between architectures. The SGI's 
shared memory interconnect gives it a bandwidth cost unaffected by the number of 
processors (at least for these processor counts). The Cenji bandwidth cost begins to raise 
when p>=8, and the PC's bandwidth cost grows linearly with p. This can be explained 
because the SGI and Cenji are allowed to route messages collision-free in contrast to the 
increasing load (and therefore increased collision probability) for the Ethernet-based LAN 
connecting the PCs. These results are consistent with the description of bandwidth cost 
in [Valiant90]: 

"This g can be regarded as the ratio of the number of local computational 
operations performed per second by all the processors, to the total number of 
data words delivered per second by the router. ... It can be kept low by using 
more pipelining Qr by having wider communication channels. Keeping g low 
or fixed as the machine size p increases incurs, of course, extra costs. In 
particular, as the machine scales up, the hardware investment for 
communication needs to grow faster than that for computation." 

Results tabulated in [Goudrea96] show that the BSP cost function was a fairly effective 
predictive model of actual performance--suggesting that it is reasonable to try to 
characterize performance for a distributed computing system using only its latency and 
bandwidth cost parameters. Similar conclusions were reached by (Bisseling93) in the 
analysis of linear algebra and sparse matrix algorithms on BSP computers. 

3.2.2 Object-Orie/lied Applications of the BSP Model 

In [Lecomber94], an extension of C++ is developed to allow synchronous parallel 
programming to be carried out across an arbitrary number of processors using the BSP 
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model. Interesting issues are raised about the problem of knowing object locations at 
compile time and about the need for synchronization by only a subset of the k processors 
instead of the entire set. Subset synchronization is important for efficiency reasons if 
only a subset of the distributed objects on a BSP machine need to communicate during a 
given superstep. The majority of the C++ extension effort, however, is devoted to 
distributing large object instances (e.g. a single large matrix) across the BSP processors. 

In contrast, our implementation does not spread the computational load of individual 
object methods across processors. Assuming that most object-oriented applications 
involve interactions between a number of smaller objects, the authors partition the object 
set from an application into subsets distributed across the processors in the BSP 
computer. A lookup table for object location is maintained on each processor, and when 
a message is generated, the lookup table is used to route the message to the appropriate 
processor. With this approach, the computational load can be balanced by adjusting the 
number of processors. In order to reach optimal performance, the class designs must 
minimize h; for each superstep. Achieving this balance is still an open research area. 

4. Implementations 

4.1 The PM/Parallel Simulation Architecture 

The PM system was previously developed to be a general-purpose physical modeling 
environment supporting a variety of simulated object types and behavioral constraints 
[Lisle93]. The PM system was used to calculate the collisions and force interactions for 
several sample environments, such as a billiard table. For the work presented in this 
paper, the class designs in the PM system were rewritten and extended for execution on 
multiple processors. For a k-processor implementation, one node initiates the simulation 
by reading the scenario and configuration files, then takes part in the simulation in the 
same manner as the remaining k-1 processors. Objects are initially distributed evenly 
between the k processors, but this can be controlled by the Objectlvlapper class 
(discussed below.) 

A class hierarchy diagram for PM/Parallel is shown in Figure 4. The hierarchy is 
designed to be extended for each application problem. For example, classes added for the 
molecular dynamics experiments in this paper are shown as shaded blocks. 

4./.1 The Object Controller 

The components of the Object Controller running on each of the nodes in the BSP model 
are listed in Table 1. Each node is responsible for the calculation of new state for a 
certain number of objects and/or constraints, using its instance of the 
PMPObjeciController. Each controller maintains two list of simulated objects: a 
localObjList which contains only state records for objects managed by this controller, and 
an objList which contains state records for all simulated objects, regardless of the 
controller to which they are assigned. An integration object is used by the controller to 
generate new state variables for its simulated objects. 
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Figure 4 - PM/Parallel Classes 

When a different integration scheme is needed (according to the application problem), a 
different integration class is supplied to the controller. Each controller also maintains a 
mapping table, the ObjectMapper, which provides a controller address for each simulated 
object-allowing messages to be sent to simulated objects by any controller in the 
simulation. For example, an object state message is sent when a controller responsible for 
an object needs to inform remote controllers of an important state change. 

Object Controller Component Brief Description 

ObjList A list containing a local copy of all objects in the simulation, regardless of 
which controller they belong to 

LocalObjList A list of the objects which arc managed by this controller 

Obj Mapper A lookup table for finding which controller maintains a particular object 

Integrator This object encapsulates an integration algorithm. It is responsible for updating 
the state variables of simulated objects managed by the controller. 

ConstraintList This list contains constraint objects that act by affecting the state variables of 
one or more si1nulated physical objects. 

MonitorList This list contains objects that \Vatch the simulation and log activity, render the 
scene, broadcast object states to other programs, etc. 

MessageHandlers Object controllers communicate via message passing. These components handle 
receiving and sending n1essages to other controllers \Vithout being device 

specific 
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Table 1- Object Controller Components 

4.1.2 Object Behavior is Controlled by Constraint Objects 

Constraint objects in PM/Parallel perform the role of influencing the state variables (for 
example, velocity) of one or more physical objects in the scenario. They can apply 
physical forces that result in accelerations or act in non-physical ways. In general, 
constraint objects in PM/Parallel embody any type of procedural behavior function 
appropriate for an application problem. Under this definition, constraint objects are 
powerful modeling tools in the hands of the scenario designer. For example, in the 
molecular dynamics application presented in this paper, the electrostatic forces and 
VanDerWaals forces are calculated and applied to particles by constraint objects. For 
additional examples, constraints might also be used to detect and react to object collisions 
or force objects to physically follow a pre-described path. 

Each constraint used in a simulation is represented by an instance of a subclass of the 
abstract class PMPConstObj. These constraint objects are maintained in lists by each 
controller. When instantiated, a constraint object is attached to one or more physical 
objects upon which it will act during the simulation. Depending on the type of constraint, 
the information used for its calculations will vary, but as a guideline: constraint objects 
find the information they need to apply themselves by querying the objects they are 
attached to. 

As far as we know, this modeling paradigm which employs constraint objects in such a 
broad way is unique to the PM/Parallel system. Constraint object design is one of the 
most interesting and powerful areas this physical modeling system provides. 

4.1.3 Monitors in PM/Parallel 

In addition to the components in a node controller already described, a monitorList 
provides a way to attach monitors that passively observe the simulation and perform a 
variety of functions such as make observations, log the simulation to a 
replay/postprocessing file, or render the scene for observers. For example, the classes 
PMPMonitorNet (UDP/IP broadcast of object state to support remote rendering) and 
PMPMonitorRecorder (a scenario log file recorder) have been implemented. 

4.1.4 Dead Reckoning of Physical Objects in PM/Parallel 

PM/Parallel employs dead reckoning, one of the most widely useful distributed system 
modeling paradigms originally pioneered by SIMNET and other Distributed Interactive 
Simulation (DIS) systems [Moshell94]. With the dead reckoning paradigm, each 
simulation node maintains responsibility for state updates for some of the simulated 
objects and informs other nodes only when object state changes are large enough to be 
over a pre-determined threshold value. If no new object state messages are received by 
an object controller, new object state is "dead reckoned" from the old state by 
extrapolating new positions and velocities through integration of the previous state. 
Integration is accomplished through an integration object which is given to the controller. 
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Since the integration algorithm (i.e. velocity Verlet or Euler) is encapsulated in utility 
objects used by the controllers, integration algorithms can be changed easily as 
appropriate. 

Dead reckoning of object state can be thought of as providing a "simulation quality vs. 
computational and communication cost" tradeoff. Setting a low threshold keeps all 
controllers on remote machines closely synchronized with respect to object state values, 
but it costs network bandwidth to do so. Relatively high thresholds can result in 
substantially less network traffic between the controllers, but it allows remote controllers 
to use out-of-date state information for longer periods of time--causing divergence and 
accumulated error. 

The scenario designer must find the most sensible "setting" for the dead reckoning 
threshold for each application. However, building this flexibility into the system 
architecture allows it to be optimally tuned for a larger set of physical modeling 
problems; hence the feature was included in PM/Parallel. 

4. 1 .5 Mapping Objects in a Distributed Simulation 

A mapping class, the PMPOb}Mapper, is used as a lookup table to resolve which BSP 
processor owns a particular simulated object. Local and remote calls to objects are 
handled identically at the application level through the PMPObjMapper. Certain 
performance advantages and more efficient distribution can be achieved through later, 
more sophisticated implementations of location mapping. The current implementation 
uses static processor addresses assigned during initialization time. A variety of improved 
schemes are possible: 

I. Adaptive object locations - rnn-time profiles of inter-object messages could reveal 
sets of objects with much interaction (generating a lot of message traffic) but which 
are located on different processors. The simulation could transfer the ownership of 
objects so these messages will be local to a single processor. 

2. Geographic Locality - Objects could be automatically, predictively transferred to 
processors handling other objects in the immediate geographic locality since 
interaction with nearby objects is more likely. 

4.1.6 Experimental results 

As a test of the concepts in PM/Parallel, we implemented a parallel molecular dynamics 
simulation using the system architecture shown in Figure 5. Particles were allocated 
equally across the processors. The inter-particle long-distance electrostatic Coulomb 
forces and the short-distance Van Der Waals interaction (using the Lennard-Jones 
potential) were implemented as two classes of constraints. 

The design of the PM/Parallel does not restrict the placement of constraints and monitors 
on the controllers, but different placements will yield slightly different numerical results 
if dead reckoning is used. We believe this flexibility to be an advantage which makes 
PMJParallel useful for a large set of modeling problems. All controllers compute the 
forces incident on the particles they manage, using identical dead reckoned positions of 
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the non-local particles, and computational load is balanced across all processors. The 
monitors are placed on a processor which is not assigned any particles. 

Lennard'Jones 

FOrce c~h~traifli ', 
Coulomb 
ForCe· 

Object Controller·· 

Lennard-Jones 

FOrce' COiistraint 

Potential& Kinetic 

Coulomb 
Force,-

••• Object Controller 

Scenario Rec'orderA 

Figure 5 - Molecular Dynamics with Distributed Constraints 

For our tests, a unit cell with periodic boundary conditions was initially occupied by a 
uniform distribution of uncharged particles with random initial velocities. Then, at the 
time of the initial simulation step, a set of charged particles, concentrated in 20% of the 
area of the unit cell were added. The charged particles disperse and intermix with the 
uncharged particles as the system reaches equilibrium. We used a set of particles: 27 
uncharged and 27 charged particles for 54 particles total. Since each particle interacts 
with potentially every other particle, a total of 542 or 2916 potential evaluations occur 
during each simulation frame. 
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Figure 6 - Energy with stepsize = I e-04 

The simulation time is short enough that equilibrium is not reached by the end of this 
mn: potential energy is still being transferred to kinetic. The sharp decline in potential 
energy in the first ten steps is because the charged particles were initially concentrated in 
the corner of the simulation volume. As the particles were repelled, periodic boundary 
conditions reflected them to the far side of the simulation volume-substantially 
increasing their separation and decreasing their Coulomb potential. 
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4.1.7 The Role of Dead Reckoning Jn Parallel Simulation 

In a PM/Parallel simulation, dead reckoning thresholds are applied to the state variables 
of objects in the controller's localObjList. Whenever a local object has changed enough 
such that values used by the other controllers are too far out of date, the threshold is 
exceeded and an object state update is sent to all other controllers via a broadcast 
message. As the threshold is set higher, fewer messages are sent between the controllers 
since the changes in a controller's localObjList don't exceed the threshold as often. 

We now look at the impact of this feature on the molecular dynamics simulation. The 
previous results were computed using three object controllers with tight dead reckoning 
thresholds on both object position (1 % of the radius) and velocity (10% difference in 
magnitude). To illustrate the effect of a larger threshold on the overall simulation 
fidelity, the timestep=le-04 simulation was repeated using a position threshold of 500% 
of the radius and the velocity threshold was disabled. A comparison graph is given in 
Figure 8. TOT ALref corresponds to the low threshold simulation; TOTdr corresponds to 
the high-threshold simulation. The mean error with respect to the reference was 0.78% 
with standard deviation of 3.8%. 
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Figure 7 - Dead Reckoning Effects on Molecular Dynamics 

This example illustrates that potential utility of dead reckoning to lower costs while 
keeping error within limits acceptable to the particular application problem. Dead 
reckoning provides a simulation designer with an extra control parameter useful for 
balancing the computational and communication loads inherent in each physical 
simulation problem. With dead reckoning built into its design, PM/Parallel provides the 
user with a way to optimize simulation performance on a variety of platforms with 
different computational and communication capabilities. 

We conclude from these results that the PM/Parallel architecture is suitable for parallel 
molecular dynamics calculations and offers a tradeoff of accuracy vs. communication 
costs when running simulations. We also believe the approach used for PM/Parallel will 
work for a variety of other physical modeling problems with equal ease. 
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4.2 The Distributed Virtual Reality Svstem (DVR) 

Confident that the object-oriented approach taken in the design and constrnction of 
PM/Parallel was a step in the right direction (toward general-purpose, reusable, clean 
software designs), we increased our reliance on object-oriented programming for the 
design of our second experiment, called the Distributed Virtual Reality System (DVR). 

It is our assumption that object-oriented software is not as efficient as traditional, 
structural programming in languages like C and Pascal, but that performance of an object
oriented system can be more easily scaled through the use of distributed or parallel 
processing. Object-oriented applications can be distributed more directly than traditional 
programs because they have natural interfaces between object instances. Allocating each 
object to a different processor and routing inter-object messages across a communication 
network is an easy extension to an object-oriented program. In contrast, extensive 
programming changes are necessary to distributed programs written in using only 
structured programming techniques. 

The system architecture for DVR is shown in Figure 8. As in any distributed virtual 
environment system, the primary technical obstacle here is the maintenance, distribution, 
and concurrency control of the shared environment. However, commercial object oriented 
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(immersive YR experience) 
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Virtual World Model 
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Runtime infrastructure 
(distributed object system) ••• 

I I 

Figure 8 - DVR System Architecture 

database technology is maturing enough to aid in the solution of this problem. 

Running on each computer, an object-oriented database (OODB) would manage the 
storage, retrieval, and distribution of a consistent set of objects across the set of 
computers. On top of the OODB, class definitions which described the virtual objects and 
the protocol for interaction would serve as a view of the shared virtual world. With this 
approach, the application programs manipulate the objects in the virtual world at a more 
intuitive, abstract level. We believe that this layer of software abstraction will make VR 
programming conceptually cleaner in exchange for a performance penalty, but distributed 
or parallel processing can be added bring performance back up to acceptable levels. The 
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management of distributed objects is already supported by several commercial OODB 
products and it is consistent with the Defense Modeling and Simulation Office (DMSO) 
High Level Architecture (HLA) approach for standardizing future Department of Defense 
simulation systems. 

Another way of describing this approach is that the application program would be 
designed to make calls to a Virtual World API (Application Programmer's Interface). The 
API would support the actions using the VR protocol described previously. Objects 
instanced in the virtual world would be stored in the OODB to provide persistence and 
distribution across platforms on a common network. Different application programs on 
each computer would only interact with the Virtual World Model layer as required for 
their application. 

4.2. I A DVR Prototype for the Virtual Office 

To test our hypothesis, we implemented DVR on top of the Distributed Object 
Management Environment (DOME), a commercial product donated to UCF to support 
research in compiler-assisted run-time infrastructure development for distributed object 
systems. A class hierarchy was developed and installed in DOME for a computer aided 
architectural planning tool which lets the user plan the layout of virtual offices. The class 
hierarchy for this application is shown in Figure 9. Instances of these classes are created 
and stored in the shared, persistent object database maintained by DOME. 

DVRObject 

jovRPolyObject DVRPolygon jovREnvironment JovRFumiture 

Figure 9 - DVR Class Hierarchy 

The classes in the hierarchy are as follows: 

• DVREnvironment - a container which stores DVRObject instances indexed by their 
name. Adding objects, deleting them, and rendering is supported by its inte1face. 
Any number of environments can exist simultaneously. The initFromFile method 
allows an environment to be initialized with preloaded object instances. 

• DVRObject - This is the abstract class for virtual objects. It maintains object position, 
velocity, and force applied (for use in dynamics simulations). In the future, this class 
will also have basic support for dead reckoning and hierarchical objects. 
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• DVRFumiture - This class includes an enumerated value for the type of furniture it 
represents. Rendering is supported by using OpenGL 2 display lists allocated by the 
VR browsers. A pointer to the pre-allocated display lists are maintained by this object 
instance. This is somewhat awkward from an encapsulation standpoint, but it allows 
high-speed rendering of the distributed VR without having to traverse geometrical 
data stored in shared memory. 

• DVRPolygon I DVRPolyObj - This pair of classes supports the creation of virtual 
objects where all the polygon information is represented through shared objects. This 
is a powerful CAD capability since the data can be morphed and edited to create 
dynamic objects. Performance suffers however because the openGL calls cannot be 
precompiled to display lists and all applications must traverse a shared polygon 
collection from the database in their rendering loops. 

4.2.2 Overview of DOME 

As previously mentioned, our implementation of DVR used the Distributed Object 
Management Environment (DOME) from Persistent Distributed Object Systems. For 
completeness, the design goals and architecture of DOME are briefly described in the 
following paragraphs. 

DOME is designed to provide application programmers with: 

• Location transparency - Objects can exist locally or on remote machines, but the 
method of access to the object will be identical. 

• Language Independence - Objects are entered installed in the DOME environment by 
compiler front-ends which translate language-specific object-oriented features (such 
as class definitions) into a language independent, single inheritance model used by 
DOME. A distributed application can be built out of objects which originated in 
different languages. 

• Object Persistence - All DOME class definitions and instances are persistently stored 
in the DOME object database. This removes the need to load configuration files and 
instantiate objects each time an application is run. For an example, a virtual 
environment database consisting of terrain, cultural features, and buildings only needs 
to be loaded once. Then all simulators, visualization tools, or other programs have 
access to the shared database. Any changes made to the environment will remain 
unless they are specifically reversed by the application program. 

• Replication transparency - Objects can be replicated to speed access and balance load 
across computation resources. Any replication will be handled completely by DOME 
to improve performance and will be invisible to the application programmer. 

2 OpenGL is a graphics standard developed by Silicon Graphics, Inc. OpenGL is available 
on a large assortment of hardware platforms including SOI, Sun, PC/Windows95, and 
PC/Linux. A shareware version of OpenGL (called Mesa) is distributed by the Free 
Software Foundation. 
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• Fault Tolerance - DOME is capable of failure detection and recovery for a well
defined class of failures without affecting any applications. DOME also provides a 
powerful exception handling mechanism for use by application programmers. 

• Event Management - DOME provides a mechanism, called watch-notify, for one 
object instance to be notified when an event occurs to another object in the database. 
This is similar to the powe1ful ModelNiew/Controller (MVC) paradigm developed 
by the originators of the Smalltalk-80 object-oriented language. 

Dome achieves these goals by mnning a kernel and several management processes as 
background jobs on each computing resource (i.e. workstation or parallel processing 
computer). DOME processes can be accessed through subroutine calls to the DOME 
Application Programmer Interface (API). When object definitions and application 
programs are compiled by the DOME compilers, calls to the DOME API are 
automatically added to the application--invoking this facility without any special 
programming by the application designer. 

4.2.3 /mpleme11tatio11 Details 

The DVR application which allowed architects or interior designers to preview the 
location and orientation of furniture placed in a virtual office was developed using the 
DOME class definitions described in section 4.2.1. Two application programs were 
developed: a browser which allowed a user to place, move, and delete furniture, and a 
"flying eyepoint" application which showed a perspective view of the environment from 
different points within it. 

The distributed YR browser (called dvrb) and the flying eyepoint (called.fly) each 
consisted of approximately 1600 lines of C code. The DVR classes were written in 
Objective-C and are about 500 lines in total size. For our implementation, we used a Sun 
Sparcstation 5 running SunOS 4.1.3. The DOME daemon processes were running locally 
on the sparcstation, however, the DOME object repository was on an NFS-mount remote 
disk. A substantial speed penalty was incurred by using NFS for the object database. 

4.2.4 Results of Experiments 

Any number of dvrb browsers (which allowed changes to the environment) and.fly 
viewing programs can be opened on the same (or multiple) shared virtual offices 
simultaneously without interfering with each other in unexpected ways. 

The use of the DOME shared object environment greatly simplified the development of 
this application since no specific networking had to be developed and no "object 
ownership" protocol was required (this is handled automatically by DOME). 

Our results determined that the DVRPo/yObj class of objects was extremely powerful, but 
distributed processing or other means of accelerating execution speed will be necessary to 
bring performance up to acceptable levels for interactive applications if this type of object 
is used heavily. This was expected because of our non-optimal DOME configuration. 
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5. Future Work 

We feel that future work should build on the past years accomplishments and center 
around several activities: 

• Expanding the DVR class hierarchy to include more example applications -
evaluating that our class hierarchy design is as flexible as intended. 

• Assuring that our distributed object approach is consistent with the DMSO HLA 
design by conducting experiments using the HLNRTI. 

• Comparing execution speed of the same classes installed in DVR and PM/Parallel to 
learn more about the tradeoff between explicit handling of object synchronization (as 
done in PM/Parallel) and allowing the system to do it automatically (as done in 
DVR). Intuitively, there should be a "bump in the curve" depending on the interactive 
speed requirements of each application. 

• PM/Parallel includes the capability to add a wide range of constraint algorithms to 
control object behavior. This was exploited in the parallel molecular dynamics 
example, but this was just a start. Many more appropriate research topics were not yet 
addressed by our work-including basic investigations into the nature of object 
definitions and how objects could themselves contain constraints as part of their class 
definitions. 

6. Conclusions 

Our two implementation experiments, PM/Parallel and DVR, both demonstrated the 
advantages of object-oriented design as well as supporting our hypothesis that object
oriented applications are easy to scale through distributed or parallel processing. Through 
our literature searches, we assessed that both systems are unique in their contribution to 
the state-of-the-art union between physical modeling, concurrent processing, and 
distributed simulation technology 
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