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Abstract 

Title: Application of Classification in Machine Learning: An Analysis of Highway-Rail 
Grade Crossing Systems Safety 

Author: Christopher John Helmer Cox 

Advisor: William Arrasmith, Ph.D. 

Highway-rail grade crossing accidents are the second leading cause of fatalities within the 

railway transportation industry. Highway-rail grade crossing fatality statistics have failed to 

improve over the last decade, and in some years have increased. Because of these trends, 

research has found that considerable Federal funding initiatives exist to support and develop 

contemporary risk reduction methodologies involving machine learning and artificial 

intelligence. In accord with these initiatives, this thesis investigates the highway-rail grade 

crossing safety problem using machine learning to implement an ensemble decision tree-

based classification application. The resulting classifier has been validated to achieve a less 

than three percent false omission rate and less than fifteen percent false negative rate for fatal 

accident classification. Classifiers such as the type developed within this research effort have 

strong potential to serve as risk reduction tools for existing infrastructure throughout the 

United States and can be used to prioritize funding for the most at-risk crossings. The 

classifier would also be beneficial to new railway systems engineering efforts by using a 

risk-based approach for assessing potential designs. 
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1 Introduction 

In a 2019 testimony before the House Transportation and Infrastructure Committee, the 

Federal Railroad Administration (FRA) Administrator, Ronald L. Batory, described highway 

rail grade crossing safety as a “persistent challenge” and that the “FRA expects the risk of 

highway-rail grade crossing incidents to grow as both train and highway traffic increases 

during the next decade” [1]. In the same testimony, the Administrator emphasized that the 

FRA was evaluating “how to potentially leverage machine learning technology to effectively 

automate the processing of close call reports in the future.” Mr. Batory made similar 

statements before the Senate Committee on Appropriations, where he described highway-

rail grade crossings as a “persistent safety challenge for the FRA” [2]. 

In Early February of 2020, Karl Alexy, the FRA’s Chief Safety Officer, gave testimony 

before the House Transportation and Infrastructure Committee on the topic of highway-rail 

grade crossing safety. Mr. Alexy noted that along with trespassing, highway-rail grade 

crossing fatalities accounted for 97% of all fatalities involving trains [3]. Mr. Alexy also 

emphasized that the FRA is actively pursuing new approaches and technologies and that the 

FRA believes this problem is “preventable.” 

Advocating for increased federal funding is certainly not new. Beginning with the Highway 

Safety Act of 1973 [5], highway-rail grade crossings, and specifically the safety of them, 
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have seen consistent legislative efforts enacted. Among the most notable is the Rail-Highway 

Crossing Program, which is also known as the Section 130 Program [6]. Beginning in 1987, 

the Section 130 Program has been responsible for the appropriation of significant funding in 

the years since, with $245,000,000 being allocated for fiscal year 2020 [7]. With the goal of 

elimination of hazards at public railway highway crossings, the Federal-level actions of [5] 

[6], along with many others (refer to Section 2 for more on the topic of Federal-level actions), 

have, until around 2010 to present day, seen decreases in both incidents and fatalities at 

highway-rail grade crossings. 

The goal of this thesis is to develop a classifier that can distinguish between fatal and non-

fatal accident outcomes at highway-rail grade crossings, with an emphasis on the period of 

2010 – present. Using decision tree-based classification and machine learning techniques, a 

comprehensive evaluation of accident report data is performed. This thesis is presented with 

five additional sections, which are outlined below: 

Section 2 The Role of the Federal Government in Highway-Rail Grade Crossing Safety 

Improvement Efforts: Provides a timeline and overview of Federal-level efforts to address 

and improve highway-rail grade crossing safety. 

Section 3 Literature Review: Provides an overview of current and past research-based 

efforts, primarily from the academic domain, that address the safety of highway-rail grade 

crossings. 
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Section 4 Overview of Classification Models: Provides an introduction to common 

classification techniques used in machine learning. Discusses pros and cons and provides 

references to technical use-cases. 

Section 5 Classification Analysis: Introduces the structure and boundaries of the research as 

well as the analytical methods employed as part of this effort. Provides an in-depth 

assessment of the quantitative risk reduction techniques, data exploration and mathematical 

foundations of the methodology. Explains accuracy measurement methods and model 

validation. Summarizes the quantitative findings of the classification analysis, and provides 

an objective assessment of the report. Includes a discussion of potential goals for future 

efforts that could build upon the research performed as part of this thesis. 

Section 6 Conclusion: Discusses the report from the perspective of the goals, goals achieved 

and future efforts. Addresses potential applications for applying the methodology to current 

risk reduction efforts within the railway industry. 
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2 The Role of the Federal Government in Highway-
Rail Grade Crossing Safety Improvement Efforts 

Highway-rail grade crossing safety has improved substantially over the last 4 decades. 

Throughout this period, the United States (U.S.) government has passed legislation and 

funded research with the goals of improving safety. Using data obtained from the Federal 

Railroad Administration (FRA) Office of Safety Analysis [4], the chart depicted in Figure 

2-1 was generated. Annual fatality totals are plotted with respect to the right-side vertical 

axis; annual incident totals are plotted with respect to the left-side vertical axis. 

 

Figure 2-1 — Highway-Rail Grade Crossing Incidents & Fatalities 1975 – 2019 
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The data in Figure 2-1 show a strong decline in public highway-rail grade crossing incidents 

and fatalities from 1974 – 2009. Also visible is a period of slight increase after 2009 and a 

somewhat constant period thereafter to the end of 2019, which was the upper-bound date 

range of the data available at the time of analysis. 

When viewing the trends in Figure 2-1, one has to consider any context associated with 

governmental efforts that were intended to address highway-rail grade crossing safety 

concerns. In this accord, a chronological overview of highway-rail grade crossing safety 

efforts directed by government entities are presented to gain historical perspective. 

 1973 The U.S. Congress enacted the Highway Safety Act of 1973 [5]. The purpose of 

the Act was to provide Federal funding to improve areas such as highway marking 

and signing, to eliminate roadside obstacles, to eliminate hazards at highway-rail 

grade crossings and to improve the safety at other hazardous locations. 

 1987 In 1987, the Rail-Highway Crossing Program was introduced in to law under 

Title 23 of United States Code (U.S.C.) §130 [6]. The Section 130 Rail-Highway 

Crossings Program was created by Congress to provide funds for the 

“Elimination of Hazards” at public railway highway crossings. This law 

continues to provide funding to present day, with $245,000,000 allocated for 

fiscal year 2020 [7]. 

 1990 The U.S. Department of Transportation (DOT) funds a report titled “Driver 

Behavior at Rail-Highway Crossings,” that provided a comprehensive 

examination of factors contributing to accidents at highway rail grade crossings 
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[8]. The report addressed the roles of perception, knowledge, and driver attitudes 

in decision making at grade crossings and discussed the effects of measures 

designed to prevent driver noncompliance, such as signs and warning lights. 

 1994 The U.S. Secretary of Transportation issued the first Rail-Highway Crossing 

Safety Action Plan with the goal of reducing highway-rail grade crossing 

collisions and fatalities by at least 50 percent over a 10-year period [9]. The plan 

introduced massive funding initiatives, explaining that: “in 1993, grade-crossing 

deaths rose by 8.1% over 1992 and trespassing deaths remained high. 

Specifically, nearly 4,900 collisions occurred between highway users and on-

track railroad equipment. More than 600 individuals were killed and over 1,800 

were seriously injured in these collisions.” 

 1995 The Government Accountability Office (GAO) examined the Rail-Highway 

Crossing Safety Program at the request of Congress [10]. The GAO found that 

the annual number of accidents and fatalities at public railroad crossings has 

declined by 61 and 34 percent, respectively, since the Rail-Highway Crossing 

Program began in 1974. The GAO noted, “progress in increasing railroad 

crossing safety has been limited, since states improved the most dangerous 

crossings during the first 10 years of the program.” 

In fiscal year 1994, the Congress appropriated $149 million for the Section 130 

program [10]. 
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 2004 Office of Inspector General’s (OIG) audit of the DOT’s Rail-Highway Crossing 

Safety Action Plan Program is performed [11]. The report noted that in the 10 

years from 1994 through 2003, the number of grade crossing accidents decreased 

by 41 percent and the number of fatalities fell by 48 percent. The OIG determined 

that 94 percent of grade crossing accidents and 87 percent of grade crossing 

fatalities for that period could be attributed to driver error or risky behavior. The 

OIG gave a positive report on the success of the DOT program. 

 2008 The Rail Safety Improvement Act (RSIA) of 2008 is signed in to public law on 

October 16, 2008 [12]. The RSIA was introduced to Congress in response to 

several fatal rail accidents between 2002 and 2007. Notably, this was Congress’ 

first authorization of the FRA’s safety programs since the 1994 Rail-Highway 

Crossing Safety Action Plan. The passing of the RSIA 2008 law is often 

associated [13] with a Southern California Regional Rail Authority (Metrolink) 

accident that occurred on September 12, 2008 and resulted in 25 fatalities [14], 

but it is noteworthy to identify that the bill was introduced in May of the previous 

year and passed the Senate on August 1, 2008 [12] before the accident occurred. 

The RSIA directed the FRA to put forth sweeping regulation to improve railroad 

safety and was very broad in its scope, but among many things, Positive Train 

Control (PTC) was one of the outcomes. Other regulations introduced by the 

RSIA include hours of service requirements for railroad workers, standards for 

track inspections, certification of locomotive conductors, and safety at highway-

rail grade crossings. Interestingly, more regulation of highway-rail grade 



 

8  

crossings was included in the scope of RSIA, despite the (perceived) relative 

success of other active elements of legislation. 

 2009 The U.S. DOT funds a report titled “Success Factors in the Reduction of 

Highway-Rail Grade Crossing Incidents from 1994 to 2003” [15]. Attributing 

the strong safety trends to the 1994 Rail-Highway Crossing Safety Action Plan 

and the Section 130 program, the report lauds the highway-rail grade crossing 

safety improvement programs and gives no indication that the program should 

not continue to see declines in highway-rail grade crossing incident and fatality 

statistics. The report concludes that the funding from the programs is effective. 

In 2011, the U.S. DOT and FRA issue an official report that discussed the findings 

[16]. 

 2013 The U.S. DOT funds a report titled “Driver Behavior Analysis at Highway-Rail 

Grade Crossings using Field Operational Test Data—Light Vehicles” [17]. Due 

to increasing or stagnant safety trends, the report was funded to assess 

information about drivers’ activities, driver and vehicle performance, driving 

environment, and vehicle location at or on approach to highway-rail grade 

crossings. Among other findings, the report identified driver inattention as a 

leading factor. 

 2015 The Fixing America’s Surface Transportation (FAST) Act is signed in to law on 

December 5, 2015 [7]. The Act had broad authority for many transportation 

mediums, such as highways and bridges, but its impact on highway-rail grade 
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crossings was the continuation of the funding appropriated by the Section 130 

program. The Act authorized funding for fiscal years 2016 through 2020. Three 

hundred fifty million dollars were allocated for 2016 alone. 

 2018 The U.S. Government Accountability Office (GAO) researched Section 130 

federal funding [18]. The GAO noted that a reduction in grade crossing accidents 

is no longer being achieved; fatal and non-fatal accident rates have not seen a 

decreasing trend over the last decade. The GAO recommends that the Federal 

Highway Administration (FHWA) evaluate the program’s requirements to 

determine if they allow states the flexibility to address ongoing safety issues. The 

U.S. DOT concurred with GAO’s recommendation. 

 2019 In a 2019 testimony before the House Transportation and Infrastructure 

Committee, the FRA Administrator, Ronald L. Batory, described highway-rail 

grade crossing safety as a “persistent challenge” and that the “FRA expects the 

risk of highway-rail grade crossing incidents to grow as both train and highway 

traffic increases during the next decade” [1]. In the same testimony, the 

Administrator emphasized that the FRA would be seeking funding for machine 

learning research to improve railway safety. 

 2020 The FRA’s Office of Research, Development, and Technology announces 

multiple awards, totaling greater than 3 million dollars, for highway-rail grade 

crossing safety research, some of which are using machine learning [19]. Topics 

include: 

• Artificial Intelligence for Trespassing - $100,000 
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• Rail Crossing Violation Warning - $853,156 

• Enhanced Humped Crossing Database Using LiDAR - $299,804 

• Photo Enforcement-Based Education at Crossings - $250,000 

• Gate Skirts Research - $50,000 

• Vehicle Railroad Right-of-Way Incursion Protection - $165,000 

• Vehicle Blocked Crossing Research - $150,000 

• LED Enhanced “Do Not Stop on Track” Research - $185,000 

• Emergency Notification Sign Study - $150,000 

• UAS Technology Exploration Study - $160,000 

• Grade Crossing and Trespass Research Program Support - $210,000 

• Effects of In-Vehicle Auditory Alerts on Driver Behaviors at Rail Grade 

Crossings - $556,880 

The U.S. DOT’s Volpe National Transportation Systems Center announces an 

open solicitation for research on “Artificial Intelligence (AI)-Aided Machine 

Vision for Grade Crossing Safety” – Phase I - $150,000; Phase II - $500,000 [20]. 

In February of 2020, the Federal Transit Administration (FTA) announced the 

availability of up to $7,300,000 as part of the Public Transportation Innovation 

Program. This funding is specifically for technologies and research that will 

improve the operational safety of rail transit services. According to the 

announcement, the FTA is “particularly interested in proposals to prevent and 

mitigate suicide and trespassing hazards on rail transit systems, and for systems 
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that improve the operational safety of shared corridor fixed guideway systems, 

including highway-rail grade crossing safety” [21]. 

What we have learned from a historical perspective is summarized by the following points: 

• Legislative intervention and funding appropriations have been increasing since 1975 

• Improvements in highway-rail grade crossing incident and fatality statistics made 

continuous progress from 1975 – 2009 

• Key Federal stakeholders, such as Congress and the FRA, are highly concerned 

about current highway-rail grade crossing safety statistics; specifically the lack of 

improvement in both incident and fatality statistics over the last decade 

• Federal investments in machine learning to address highway-rail grade crossing 

safety is a highly active and well-funded area of research 

Section 3 builds a bridge on the context gained in this section by investigating the types of 

research undertaken since 1975. Section 3 identifies research trends, approaches and 

methodologies that are used to both gain additional context on the highway-rail grade 

crossing safety problem, and serve as part of the formulation of class variables and 

constraints relevant to the classification analysis in Section 5. 
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3 Literature Review 

As was illustrated by the chronological overview presented in Section 2, attempts to 

understand the highway-rail grade crossing safety problem is not a new topic. In fact, 

researchers have been publishing on the topic for some time. This section provides insight 

in to the types of research performed dating back to 1975 and investigates the contemporary 

application of machine learning to the highway-rail grade crossing safety problem. 

While no organization or institution can be credited as the epicenter of research on the 

highway-rail grade crossing safety problem, Federal entities such as the U.S. DOT’s Volpe 

National Transportation Systems Center perform a large amount of research on the topic. 

The Institute of Electrical and Electronic Engineers (IEEE) and the American Railway 

Engineering and Maintenance-of-Way Association (AREMA) are among the more relevant 

and active organizations that have official working committees that develop standards and 

highly influential publications. Evidence of this is seen within IEEE’s Vehicular Technology 

Society, where the subcommittee on Rail Transit Vehicle Interface Standards produced the 

industry standard for the interface between the rail subsystem and the highway subsystem at 

a highway rail intersection [55]. IEEE journals and conferences account for a significant 

amount of research publications that occur on the topic outside of government entities. 
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Academic programs in railway safety are not commonplace in the United States; however, 

Michigan State University’s Center for Railway Research and Education and the University 

of Delaware’s Railway Engineering and Safety Program are noteworthy exceptions. Other 

universities have more broadly focused transportation research centers, which do engage in 

railway safety research, but it is not necessarily the principal focus of their efforts. Neither 

of the institutions noted above offers a degree in the field, although they do offer graduate-

level courses, professional education, certificates and training. The University of Illinois 

does offer a master’s degree in railway engineering, but does so in a partnership with the 

KTH Royal Institute of Technology in Stockholm, Sweden. It is noted here that European 

universities are far more influential in railway transportation as a whole, which is attributable 

to the fact that railway mass transit is ubiquitous throughout much of Europe. Because the 

data used in this analysis are a function of both the culture and regulations in the United 

States, the work of this thesis will use caution when reviewing the findings of research 

performed on data from railways that exist in other countries. 

Research in to the topic of highway-rail grade crossing rail safety does extend back to 1975, 

where a journal article evaluated the effectiveness of crossing warning systems with respect 

to several variables, including vehicle speed, shadowing, motorist behavior and visual 

indications [22]. The research found that sufficient technology existed to protect crossings, 

but that economic considerations were a factor, and that driver error was a fundamental issue 

– a trend that is found throughout the literature on this subject. Finding a balance between 

those three factors finds its way in to various publications, as will be highlighted throughout 
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this section. The findings in [22] also proposed the consideration of vehicle-based warning 

systems, a topic for which research is being funded in 2020 [19], some 45 years later. 

A publication in 1976 [23] critiqued the 1975 work, suggesting that it was hyper-critical of 

existing protecting mechanisms and that it failed to fully consider the need of protection for 

pedestrians. It also argues that some of the methods proposed are not feasible for various 

reasons, including reliability. While some of the content of [23] borders on being overly 

critical and narrowly focused, it nevertheless highlights the challenges and debates regarding 

the best way to reduce fatalities at highway-rail grade crossings. Such criticism can be seen 

more recently in an audit performed by the GAO [18], where the effectiveness and allocation 

of federal funding was questioned due to persistent fatality and accident rates. 

An understanding of human behavior at crossings has been a consistent source of 

investigation; all having been done with the goal of translating the findings in to actionable 

measures that can be taken to prevent future incidents. A 1990 report by Lerner, Ratte and 

Walker [8] provided one of the early comprehensive evaluations of human factor behavior 

at highway-rail grade crossings, specifically addressing factors such as perception, 

knowledge and attitude. The 1990 report detailed the effectiveness of signs, warning lights 

and pavement markings. Among the findings were that drivers do not respond well to signs 

(e.g. passive warning devices), as depicted in Figure 3-1, rather they tend to believe all 

railroad crossings are protected by active warning systems, such as gates and flashing lights 

(refer to Figure 3-2). The differentiating factor between an active or passive warning system 

is whether any change occurs in response to the arrival of a train. While the concept that 

drivers do not respond well to signs may seem intuitive, in 1990, a large number of highway-
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rail crossings did not have active warning systems and, in fact, not all crossings are protected 

at present day. For some crossings, a simple “crossbuck” (refer to Figure 3-1) serves as the 

only warning to drivers that a train may traverse the highway-rail grade crossing. 

 

Figure 3-1 — Passive Warning Device (Crossbuck) 

(Source: U.S. Department of Transportation) 

Lerner, et al. discussed fundamental concepts such as driver education as a way to mitigate 

accidents. Of the six major initiatives introduced by the Secretary of Transportation in the 

Highway Crossing Safety Action Plan of 1995, expanding public education and Operation 

Lifesaver activities was listed [9]. The Section 130 Program [6], first introduced in 1987, 

provides funding to individual states’ departments of transportation to upgrade highway-rail 

grade crossings, such as those where the warning system is passive or where higher incident 
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rates are reported. Operation Lifesaver, primarily funded by various U.S. Government 

entities (e.g. DOT; NTSB) and privately owned railroads, is a non-profit entity focused on 

railway safety programs, education, training and outreach that was established in 1972. 

Studies on human factors continued since the 1990 Lerner et al. report, with one government 

analysis investigating signal detection theory (SDT), a field that involves pattern recognition 

and stimuli. The 1995 report [24], authored by a researcher at the FRA’s Office of Research 

and Development, sought to provide insight in to why certain types of accidents occur, such 

as those where a motorist drives in to the side of the passing train, which the report described 

as a frequent occurrence, by using quantitative techniques to analyze crossing-related 

decision making. 

 

Figure 3-2 — Active Warning Device (Gates and Lights) 

(Source: U.S. Government Accountability Office) 
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Interestingly, the report identified expectation and prior knowledge as a factor contributing 

to accident rates. In cases where the probability of both a train and automobile being present 

are lower, the analysis suggests that the accident rate will be higher even with all other factors 

being normalized (e.g. active vs. passive warning systems). 

This contradicts the general risk model where increased exposure leads to an increased risk; 

in summary, the per train accident rates are higher for crossings with the lowest frequency 

of trains. Using the results of past efforts, the classifier developed for this thesis includes 

driver behavior variables based on the findings of past research. 

In the last two decades, with computational advances and the prolific collection of data, 

machine learning methods have increasingly been applied. Although the foundational 

techniques can be traced to the work of mathematicians many decades before, the advent of 

affordable high-performance computing and data ubiquity have propelled machine learning 

to mainstream use and it has begun to receive Federal funding within the relatively small 

domain of railway safety analysis, as was noted in Section 2. 

The application of machine learning methods to analyze railway safety is rising. As shown 

in Figure 3-3, a survey of research publications involving the general topics of “highway-

rail grade crossing safety” and “machine learning” has risen, especially over the last decade. 

Figure 3-3 is a function of searches within various academic (e.g. Florida Institute of 

Technology’s digital library) and technical research databases (e.g. IEEE Xplore) over the 

last two decades. While considerable research exists for the field of machine learning, 

publications using machine learning to evaluate highway-rail grade crossing safety is a 

relatively small body of work.  
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Figure 3-3 — A Survey of Machine Learning Publications Related to Rail Safety 

Using a year-over-year average to forecast growth, the 2020 value was calculated to be 

approximately 141% of 2019 using the data for the period analyzed in Figure 3-3. This 

resulted in a predicted value of approximately 28 publications for the year 2020. It is 

acknowledged that, due to a concurrent global pandemic occurring while completing this 

thesis, the yearly total of publications for 2020 could end up being less than 2019. There is 

a great deal of uncertainty, though, and it is only noted here for completeness. 

The Florida Institute of Technology’s (FIT) digital library (including results beyond the 

Evans Library collections) returned 77 results on the search terms “Highway-Rail Grade 

Crossing Safety” and “Machine Learning.” The same search criteria in IEEE Xplore yielded 

1 result. Further searching using Google Scholar yielded 23 results. Table 3-1 shows these 

results. 
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Table 3-1 — Highway-Rail Grade-Crossing Safety Literature Review Sources, Search Keywords and 
Results 

Search Term Source Results 

Highway-Rail Grade Crossing 
Safety; Machine Learning 

IEEE Xplore 1 

Highway-Rail Grade Crossing 
Safety; Machine Learning 

FIT Digital Library 77 

Highway-Rail Grade Crossing 
Safety; Machine Learning 

Google Scholar 23 

Among the search results shown in Table 3-1, there were duplicates across databases, as well 

as irrelevant findings that had to be sorted. Seemingly counterintuitive to the search results 

information presented in Table 3-1, IEEE Xplore was ultimately the source from which a 

large number of journal and conference publications cited in this thesis were found. What 

this highlights is the inherent difficulty of using standard or defined terminology as the only 

means of finding relevant information during research. As such, Table 3-1 formed a starting 

point, and in many cases, a significant review of the returned results was required to find 

sources that were ultimately referenced within this thesis. An example of one way that 

information was found, but cannot be directly attributable to search terms or returned results 

is when reviewing the references of a publication, and then reviewing that publication’s 

references. Many of the best resources could not be found by search terms directly, which is 

at least partly attributable to slight differences in wording chosen by the authors. In the end, 

the body of relevant citations was formed by a complex web of publications, found through 

an exhaustive amount of search variations, keyword modifications, cross-referencing and 

random combinations of terms based on machine learning research and professional 
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experience in the field of railway systems engineering. Table 3-2 gives context to the 

aforementioned efforts and, through search term examples, demonstrates the comprehensive 

approach to ensuring a complete investigative process. 

Table 3-2 — Example of Literature Research Search Terms 

Search Term Search Term Search Term 

At-grade Crossing Fault Tree Monte Carlo 

AI FMEA Naïve Bayes 

Artificial Intelligence Formal Methods Nearest Neighbor 

Bayes Game Theory Neural Network 

Bayesian Grade Crossing N-Version 

Binomial Gradient Boosting Algorithms Petri Nets 

CART Highway Grade Crossing Poisson 

Classification Highway-Rail Grade Crossing Rail 

Classification Tree K-Means Rail Safety 

Computer Vision kNN Railway 

Crossing Linear Regression Railway Crossing 

Decision Tree Linear Quadratic Random Forest 

Discriminant Analysis Logistic Regression Regression 

Dimensionality Reduction 
Algorithms 

Machine Learning Reinforcement Learning 

Ensemble Stacking Markov Support Vector Machine 

What the above information shows is that a comprehensive and dynamic effort was required 

to find quality publications supporting this research effort. The following paragraphs discuss 
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publications that were found to be relevant to both understanding the highway-rail grade 

crossing safety problem and formulating the approach to classifier development. Further, 

publications where the research utilized FRA accident data, a classification approach, or 

both, were considered as being most relevant to the work of this thesis. 

Of noteworthy discussion is an approach using logistic regression, which was found in a 

2007 journal article from the Proceedings of the Institution of Mechanical Engineers [26]. 

The analysis described a model to predict the probability of a highway-rail grade crossing 

accident using FRA accident data and among the findings was that the probability of an 

accident, injury or fatality decreased significantly as the vehicular traffic increased. The 

author noted that while initially counterintuitive, such a finding may be attributed to the 

increase in the difficulty of driving around a crossing gate in dense traffic and proposed that 

the social unacceptability of doing so is more prominent with the increased amount of 

witnesses that come with higher traffic density. 

The report also found that it could not explain the declining trend (as of 2007) that had been 

historically achieved, and suggests that improvements to the infrastructure through crossing 

safety upgrades (e.g. installation of an active warning system; see Figure 3-2) had been fully 

realized and were no longer effective. This is a very interesting observation and one that 

merits continued investigation because of the fact that Federal funding continues to exist on 

a very large scale to make these types of upgrades. If in fact this is relevant to current trends 

over the last decade, it could have a profound influence on the appropriations in the future. 

For this thesis, factors such as the type of grade crossing equipment were included as a result, 
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while the topic of traffic density vs. incident rate is one that is reserved for future work (refer 

to Section 5.7). 

Researchers applied the classification-regression tree (CART) [35] technique to FRA 

accident data for the period 2006 – 2013 to identify injury severity factors at highway-rail 

grade crossings. This analysis has similarity to the classification analysis performed for this 

thesis in that it applied a classification tree approach and that it analyzed FRA accident data. 

Among other factors, the analysis finds that the probability of injury is lower for a vehicle 

stopped on the tracks than for one that is moving when collision occurs. Failing to account 

as to whether or not the vehicle on the tracks was occupied at the time of collision would 

misrepresent the findings and draws comparison about the relative motion of vehicles upon 

impact that is irrelevant if an unoccupied vehicle is struck. While not explained, if the authors 

were accounting for any injury of the involved participants, which would thus include the 

train occupants, the finding would be discussing those who are very rarely injured, with an 

even smaller subset being fatal, when a train and vehicle collision occurs. 

In fact, analysis performed as part of this research showed that for railroad employees and 

passengers, the average fatality percentages relative to the cumulative totals for the years 

1975 – 2019 were 0.42% and 0.14%, respectively. For the same metrics, the injury 

percentages were 6.91% and 5.04%, respectively. In contrast, highway users account for 

99.43% of fatalities and 88.05% of injuries. Despite some unexplained conclusions, it was 

valuable for this analysis to consider driver behavior, specifically concerning the action of 

the highway user vehicle, as a variable for the classifier developed for this research effort 

and were included as classifier variables for the analysis within Section 5 of this thesis. 
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Bayesian approaches to solving highway-rail grade crossing safety issues are documented in 

[32] [33]. Reference [32] analyzed French railway systems using Causal Bayesian Networks 

(CBN) to identify risk factors, among the most significant findings were geographic region, 

the type of highway user vehicle and highway user traffic. Costa Rican railway safety was 

analyzed using a Bayesian approach to perform a comparative assessment of different 

quantitative techniques, such as Gaussian and exponential parametric approaches [33]. This 

analysis was primarily a look at techniques as opposed to factors, but nevertheless provided 

insight in to the types of methodologies available to analyze data. From these sources, 

important factors that were considered in the work of this thesis were highway-user vehicle 

type, which was used in Section 5 of this thesis, and the need to consider usage and 

geographic variables. 

A 2018 study [36], used a binary logistic regression model to evaluate North Dakota railway 

safety data, and specifically focused on population-based proximity as a contributing factor 

to highway-rail grade crossing incidents. Among the report’s findings of significant 

contributors were daily trains, train speed, the number of highway lanes and the number of 

parallel tracks. The report recommended a reduction in train speed for populous areas. Train 

speed and the number of parallel tracks are variables utilized in Section 5 of this thesis. 

An excellent report produced by the Roadway Safety Institute [37], which is a consortium 

of universities in the Midwest, provided a comprehensive model for analyzing accident data. 

The goal of the report was an improved model for estimating train arrival times, which, 

among other things, can be used with other preventative measures to mitigate accidents. 

Train arrival prediction is not novel, and the current systems that lower gates and illuminate 
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lights at highways across the country are very accurate at train detection warning, but what 

these systems do not provide is insight in to how the arrival time effects decision making for 

areas such as emergency vehicle routing. The initial research and comprehensive nature of 

the work produced was a valuable resource for this effort, and fit the paradigm of learning 

more about FRA accident data and the types of insights it can provide. 

Computer vision has been explored [25] [26] [27] [28] for trespasser prevention and vehicle 

detection, and is a frequently funded [19] [20] [21] sub-discipline of machine learning and 

artificial intelligence unto itself. With trespassing being the number one cause of train 

collision fatalities, train-to-human incidents are continuously being evaluated for potential 

ways to decrease the injury and fatality statistics. This area was considered as an input to 

Section 5 of this thesis for variables pertaining to the topic of driver behavior. 

A decision tree approach was applied in [30]. This analysis shares some similarities with the 

research of this paper; however, the goal was to predict crash frequency as opposed to a 

classifier that predicts the likelihood of fatality. The model’s accuracy was reported to be 

~77% and identified among its findings were that train speed and vehicular traffic volume 

were the most significant factors in predicting crash frequency. The development of a 

decision tree-based classifier to understand the traits of passengers affected by accidents in 

the UK was presented in [38]. As this was a demographic study, the findings were not used 

in this analysis; however, some of the more technical aspects were valuable resources and 

served to validate the classifier approach deployed herein. 

Reference [29] proposed the use of decision trees for estimating the economic aspect of risk 

reduction, which is an important effort for funding allocation. There is a large disconnect 
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between individual states and Federal agencies with respect to the most effective use of 

funding, and as a result, there continues to be a need for a standardized method that can be 

applied across the board for determining optimal economic approaches. 

Researchers used a text mining approach in an evaluation of accident report narratives, which 

are a free-form text field within the FRA Form 6180.57, which is the same source used by 

the work of this thesis [56]. This classification analysis compared ensemble decision trees 

and logistic regression to evaluate the narrative and state fields only. In their comparison, 

the ensemble decision trees were more accurate than the logistic regression analysis. The 

researchers did arrive at conclusions to include additional reporting fields on the FRA form, 

the first of which is a field that would be used to grade the weight of the narrative. The other 

field proposed is a region of state field due to the suggestion that some similarity existed 

between geographical regions and the structure of the report itself. For this thesis, analyzing 

the methodologies used in the preprocessing of the data were more insightful than the 

conclusions of the analysis itself. 

Work performed to analyze FRA accident data using decision trees vs. ensemble methods 

was introduced in [57]. The analysis addressed class imbalance, which was a problem 

encountered while analyzing data for this thesis. They also discussed prediction accuracy as 

the core purpose of their effort, which has similarities with the goals of this report. As with 

other efforts evaluated for this literature review, reviewing attributes selected for inclusion 

and looking for outliers against what was ultimately included for this thesis served as a means 

to validate the modeling approach and consider other perspectives. Their work concluded 

that the ensemble model performed better overall than the baseline decision tree. 



 

26  

Ensemble decision trees were used to investigate location-based incident factors in [31]. 

Reference [34] also looked at location-based variables, as did [39], which used multi-state 

modeling methods to assess geometric relationships between the interaction of trains and 

vehicles. The use of location-based criteria is an important element of creating a complete 

risk reduction model, and is noted as an area where future efforts can build upon the work 

of this thesis to expand and incorporate findings from these adjacent research efforts. 

The key points describing the review of relevant literature are the following: 

• There is not a consensus on a solution to the highway-rail grade crossing safety 

problem 

• Contradictions can be found among different publications 

• Publications are increasing on the topics of highway-rail grade crossing safety and 

machine learning 

• The study of FRA accident data is not novel; however, applications that specifically 

use the data to develop a classifier to predict fatalities have not been explored 

• Commonly cited factors that lead to increased incidents are human behavior, 

vehicular types and movement, train speed, geographic attributes and movement 

density 

This section demonstrated that machine learning is increasingly applied to analyze the 

growing body of accident data published by the FRA. With increasing levels of Federal 

funding being appropriated to machine learning techniques to investigate the highway-rail 



 

27  

grade crossing safety problem, research in this area will continue to grow. It is with this 

motivation that machine learning methods be investigated in more detail to find a suitable 

approach to developing a classifier that can be used to predict fatal accident outcomes.  

In the following Section 4, machine learning classification models are investigated under the 

motivations described previously. Using an overview, compare and contrast methodology, 

Section 4.1 first introduces common classification models. Section 4.2 discusses model 

optimization techniques and Section 4.3 concludes with a classification model selection 

criteria matrix.
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4 Overview of Classification Models 

Classification models are used to assign items to groups or classes according to specific sets 

of variables. The goal of a classification study may be to develop an accurate classifier that 

solves a problem or to reveal predictive structures inherent to the classes. A class variable is 

identified as ordered or numerical if the attributes are real numbers. A variable is categorical 

when it takes values from a finite set, and for which there is no natural ordering that can 

describe them. An example of a class comprised of categorical variables used within this 

analysis is “View,” which describes any obstruction of the railway track that is documented 

as part of an accident investigation. “View” includes categorical variables such as 

“Permanent Structure” and “Vegetation.” For more information on the classes used in this 

analysis, refer to Section 5.1. 

The classification models described in this section do not encompass every classification 

technique within the field of machine learning. Meant to serve as an overview to 

methodologies, the discussions are introductory in nature and serve to establish the 

constraints and applicability of the respective models. Examples of the models’ use in real-

world settings pertaining to railway safety applications are included to give context on 

applications. 
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4.1 Classification Model Approaches 

4.1.1 Artificial Neural Networks 

An artificial neural network (ANN) is a computational technique that is inspired by 

neurological networks within the brain. ANN is an unsupervised learning method, and is 

capable of solving complex problems, such as performing pattern and image recognition. 

ANN is unique in its ability to find solutions to problems without being guided and often 

without meaningful input. The behavior of the ANN is a function of the connection of 

individual computing elements and the corresponding strengths of connections, which can 

be thought of as weights. Adjustments to the weights occur automatically and through 

network training according to constructs and does so until the desired result is achieved. 

Figure 4-1 shows an ANN depiction, with inputs to the ANN occurring on the left elements, 

computation in the middle and outputs on the right. One potential downside to the ANN is 

the lack of insight in to the computation that occurs in the middle elements. This results in a 

limited ability to both draw conclusions regarding the input/output relationship as well as 

the potential decrease in the ability to evaluate how model input variations are influencing 

results. ANNs work well with non-linear inputs as well as large datasets, however problems 

with overfitting may occur and therefore model training and validation would be required. 
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Figure 4-1 — Artificial Neural Network Depiction 

ANNs do have limitations with data and categorical inputs will need to be normalized and/or 

regularized during preprocessing. 

ANN are well represented in contemporary railway safety analyses, although their specific 

use as a classifier in highway-rail grade crossing safety is not a topic that yielded any 

noteworthy results. ANNs have been used to model the probability of communication-based 

train control (CBTC) systems electronic movement authority failures [45] and to model the 

relationship between operation status and safe state exposure [50]. An ANN was deployed 

to assess rail faults in India in an effort to reduce derailments caused by broken or structurally 

flawed rails [48] and has been used in railway bearing failure analysis [46] [47]. What we 

can learn from the above references is that ANN is a popular choice for assessing railway 

safety; however, when we look for very specific fields of rail safety, such as the highway-

rail grade crossing safety problem, applications that could be leveraged for the work of this 

thesis were not available. 
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4.1.2 Decision Trees 

Decision tree classification algorithms learn from existing data and can be visualized as tree-

like structures that perform top-down decisions based on classifier criteria. At each 

subsequent branch beneath the top of the tree, decisions performed are referred to as “splits.” 

At each split is a possible direction that will eventually result in the desired response variable. 

Figure 4-2 depicts a decision tree model. The top of the tree is a single node called the “root.” 

The “branch nodes” descend from the root and develop iteratively until the splitting 

(decision) process arrives at a “terminal,” or “leaf,” node. 

Root Node

Terminal (leaf) Node(s)

Branch Node(s)

Splits

 

Figure 4-2 — Decision Tree Depiction 

Binary decision trees work well with both categorical and numerical data and combinations 

of the two. Decision trees do tend to overfit and need to undergo model validation. 
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Decision tree approaches are described in [29] and [30], where they were used to predict 

crash frequency, to gain an understanding of the traits of passengers affected by accidents as 

well as for estimating the economic aspect of risk reduction, which is an important effort for 

funding allocations. Classification methods using decision trees were also demonstrated in 

[49], which was a study on how to improve train arrival detection time with the goal of early 

warning alerting. 

Importantly, the above approaches shared many similarities with the goals of this analysis: 

1) the specific topic was highway-rail grade crossings, 2) incident records were leveraged, 

and 3) the goal of each analysis was to find ways to improve highway-rail grade crossing 

safety. 

4.1.3 Support Vector Machines 

For data with two classes of response variables, a support vector machine (SVM) can be 

utilized. The classifier developed with SVM is characterized by an optimal hyperplane that 

separates the classes, for which a two-dimensional example is depicted in Figure 4-3. The 

optimal separating hyperplane is most easily understood as being one that correctly classifies 

the data while maintaining the largest possible margin away from the data points, thus it is 

optimized. 

Another way of viewing the optimal hyperplane is to consider when new evaluation data are 

introduced against a trained dataset. The accuracy of the classifier is measured by the size of 

its margins, or their distance from the hyperplane boundary. This implies that the larger the 

margin, the more capable the model is to classifying new data points correctly. More than 
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one hyperplane can exist that classifies data correctly; however, it is the magnitude of the 

margin of separation that characterizes the most optimal solution. 

The optimal hyperplane symbolizes the underlying concept of the SVM. The support vectors 

themselves are named such because those data points that are closest to the margin of the 

hyperplane boundary represent all information required to derive the hyperplane itself. In 

this accord, removal of data or adding data that are beyond the margin will not displace the 

hyperplane once established by a support vector. Intuitively, the support vectors are the most 

difficult to classify. 
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Figure 4-3 — Support Vector Machine Classifier Optimal Hyperplane Depiction 

SVM classifiers are non-probabilistic, in contrast to Naïve Bayes, for example, and perform 

binary decisions. SVM is also considered a linear classifier, which is apparent when viewing 

the optimal hyperplane. Non-linear SVM methods exist (e.g. kernel methods); however, they 
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are outside of the scope of a conventional SVM model and are not included as part of this 

discussion. Mathematically, maximizing the margin is resolved to a quadratic function 

(primal form) that can be solved with Lagrangian multipliers (dual form) to optimize the 

solution. 

SVM is considered an accurate classifier and is resistant to overfitting data. SVM classifiers 

require preparation and training before a functional model may be realized. Due to the 

Euclidean distance involved in the SVM mathematics, categorical data cannot be used 

without a significant preprocessing investment to assign and normalize and/or regularize 

“dummy” variables with the numerical predictor data being used. 

SVM has seen use in railway passenger flow prediction, which is critical to the safety of rail 

terminals in the event of evacuations, among other safety-related applications [51]. SVM has 

also been used to analyze air leakage at train doors to classify safety-related faults [52]. The 

latter of the two applications noted above takes more of a fault detection approach, similar 

to what might be applied in a component failure analysis and demonstrates the broad 

applications of SVM. The former assessed passenger safety using density data and 

distinguished between weekend and weekday user flow, a tactic that was adopted within this 

thesis during data preprocessing. 

4.1.4 Binary Logistic Regression 

Binary logistic regression is a relatively simple classifier that models the mean response as 

a function of the linear combination of predictors. Binary logistic regression requires a 

dichotomous output and assumes a linear relationship between input variables and the output 
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variables. Additionally, the model is not well suited for data comprised of highly correlated 

relationships and will overfit as a result. 

Due to binary logistic regression’s constraints regarding the independence of variables, and 

further the need for the absence of multicollinearity, it may not be well suited to exploratory 

analysis with large amounts of data classes where independence cannot be assured; that is, 

the degree of interaction among variables cannot be determined. Binary logistic regression 

does work with both categorical and numerical variables; however, a “dummy” conversion 

to binary representation is required for categorical predictors. 

This slightly deviates from the use of “dummy” variables for other approaches, such as SVM, 

in that normalization and/or regularization is not required and the goal is to break down the 

categorical in to binary representation using whatever means are prudent for the goals of the 

analysis. Because of this, a significant preprocessing effort could be required if highly 

diverse data are being used. Binary logistic regression is prescribed for large sample sizes. 

In contrast to decision tree classifiers, binary logistic regression predicts the probability of 

an outcome rather than assigning a decision. 

Figure 4-4 shows a binary logistic regression plot depiction with the s-shape curve associated 

with the logistic function, with data points (denoted by the grey dots) plotted at 0 and 1. In 

contrast to linear regression, binary logistic functions do not have a linear relationship 

between the independent and dependent variables. Mathematically, the logistic function can 

be viewed as a period of exponential growth, followed by saturation and ultimately a constant 

period where growth no longer occurs. With the negative exponential function in the 
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denominator of the logistic function, the result is the s-shaped (sigmoid) curve, where the 

values can take a range between zero and one. 

1

0

 

Figure 4-4 — Logistic Regression S-Curve Plot with Data Points at 0 and 1 

An example application of logistic regression to evaluate highway-rail grade crossing safety 

using FRA accident data can be found in a journal article from 2007 [26], which described 

a model to predict the probability of a highway-rail grade crossing accident. Among the 

findings was that the probability of an accident, injury or fatality decreased significantly as 

the vehicular traffic increased. The author noted that while initially counterintuitive, such a 

finding may be attributed to the increase in the difficulty of driving around a crossing gate 

in dense traffic and proposed that the social unacceptability of doing so is more prominent 

with the increased amount of witnesses that come with higher traffic density. As part of 
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future expansions to the research performed for this thesis, the recommendations of this 

report, and others, will drive the investigation in to geographically oriented variables. 

4.1.5 Nearest Neighbors (kNN) 

Nearest neighbors, kNN, categorizes data according to relative distance to other points in a 

set. The kNN classifier is a non-parametric classifier and is considered a “lazy-learner,” 

which means that the training phase does not perform generalization. This results in a 

classifier that does not adapt well to new data types (e.g. an overfit model) and therefore may 

be inadequate to handle data that do not fit in to the original model’s classes. 

The kNN classifier also does not manage relevance well and will not accurately represent 

data that consist of unbalanced predictors. Figure 4-5 depicts the similarity relationship that 

is established by the kNN algorithm. In essence, the model evaluates its surrounding data 

and uses that as the basis for future class predictions. Assuming the value for k in a given 

problem is six, as is depicted in Figure 4-5, the solution to a predictor, denoted by the triangle 

encompassed by a circle, would result in a positive sign given that four of the six nearest 

neighbors are positive signs. The dashed line concentric circles that extend outward from the 

center of the image are used as distance reference points. 

Mathematically, it is relatively easy to understand that a kNN model will be more stable as 

the number of neighbors increases: the sensitivity to predictors is directly correlated to the 

number of evaluation points (neighbors). Because of this, kNN is recommended to have a 

large and diverse training dataset. 
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Figure 4-5 — Nearest Neighbor Depiction for k = 6 

Similar to SVM, due to the underlying Euclidean distance used, categorical data cannot be 

used without a significant preprocessing investment to assign and normalize and/or 

regularize “dummy” variables with the numerical predictor data being used. 

A practical application of kNN is described by an evaluation of wireless handovers in 

complex sensor-based vehicular networks, where kNN was deployed to improve the 

reliability of target discovery and increase the effectiveness of data transfer using the 

predictive capabilities of kNN [44]. Given the location-based nature of a wireless handover, 

where the quality of surrounding connections will influence a decision, kNN is uniquely 

suited to such an application.  
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4.1.6 Naïve Bayes 

Naïve Bayes is described as a widely used relatively simple classification method. The term 

Naïve is given due to the requirement of conditional independence among class variables, 

which would exclude it from working with certain types of predictors. The term Naïve is 

also given due to the required assumption that no latent, or hidden, factors exists that may 

influence the outcome of results. 

Naïve Bayes is well suited for cases when computational resources are limited because of 

the assumptions mentioned above. Naïve Bayes is somewhat resistant to overfitting due to 

its simplicity and trains quickly as a result. When model data are large and have large degrees 

of variance, Naïve Bayes does not perform well. Additionally, when working with 

categorical predictors, Naïve Bayes is not able to handle instances of new observations in 

new data relative to the training data. For numerical class variables, normality is required. 

Mathematically, the Naïve Bayes classifier determines the conditional probability of the 

response variable given some training dataset, just the same as a normal Bayesian approach 

would. 

Bayesian approaches to solving highway-rail grade crossing safety issues are documented in 

[32] [33]. Reference [32] analyzed French highway-rail grade crossing systems to identify 

incident risk factors. Costa Rican railway safety was analyzed using a Bayesian approach to 

perform a comparative assessment of different quantitative techniques in [33]. From these 

sources, important factors that were considered in the work of this thesis were highway-user 

vehicle type and geographic characteristics. 
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4.2 Ensemble Classification 

Ensemble classification methods employ multiple algorithm types to improve performance. 

Such methods offer the combined benefits of multiple individual classifiers (e.g. decision 

trees). Decision trees themselves are often good candidates for an ensemble approach 

because of their inherent tendency to overfit, which is able to be overcome by the ensemble, 

as well as their relatively low use of computational resources. The ensemble model will 

necessarily require more computation; however, when applied with an underlying method 

such as decision trees, the simulation can be completed without the need for high-

performance processing resources. The ensemble model is able to leverage the strengths of 

the underlying classifiers, deploy weighting schemes, assess outcomes and perform such 

iterations until an optimal result is found. 

Figure 4-6 provides a depiction of an ensemble classifier of decision trees. The image depicts 

the traditional top down approach movement through decision trees, but adds differing levels 

of fidelity and node splitting criteria. In essence, the power of many individual contributors 

(e.g. trees) is harnessed, and on average, produces more accurate results. For ensemble 

classification trees, the output is a majority vote rather than a mean, which would be the case 

for a regression tree. Clearly, it will take a larger computational investment, but the tradeoff 

is a more accurate classifier. 

Ensembles for decision trees fall in to two general categories: 

1. Boosting – Boosting is a general method for improving the performance (reducing 

variance) of any learning algorithm, but is more accurately described as a method to 

correct a deficiency in a weak learning (e.g. on average, the prediction is only 
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moderately improved over one that is random) algorithm by performing multiple 

iterations on various distributions of training data, applying weighting adjustments 

and ultimately leveraging information from improved classifiers to create a single 

composite. Boosting is effective for data with class imbalance, which is the term 

used to describe data where disproportionate representations of certain variables 

exist relative to others. An example of class imbalance is well understood when 

developing a classifier from data that have only a small number of observations in 

one class, but a large number in the other. The underrepresented class becomes more 

difficult to classify as the imbalance ratio increases. As noted above, boosting works 

well with a weak learner. Commonly employed boosting algorithms are AdaBoost 

and RUSBoost, described further in Section 5.2.1. 

2. Bagging – Bagging works to decrease variance by producing additional data for 

training from the original dataset. Through the use of repetitive combinations, the 

bagging approach results in a prediction that is a function of the independent models. 

In contrast to boosting, which relies on the results of iterations to improve the 

outcomes, bagging produces a model that is a function of the best individual 

outcome. When overfitting of data is a concern, bagging may be used as a potential 

mitigation. In a bagging ensemble, more data are created than exist in the original 

dataset, which can introduce computational issues when very large datasets are being 

evaluated. 
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Figure 4-6 — Ensemble Decision Tree Classification Depiction 

Ensemble techniques for classification and regression trees (CART) were demonstrated in 

[53], which focused on the intersection of safety and optimization of high-speed trains within 

a moving block environment. The use of bagging [54] can be seen in a railway personnel 

incident study, which mined text data from reports to develop a classifier for use in risk-

reduction near catenary systems. 

From the boosting and bagging ensemble techniques described in this section, two common 

methods for optimizing a classifier have been presented. In the next section, a summary of 

the findings from the classification model approach descriptions is provided and uses a 

matrix format to illustrate results. 
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4.3 Classification Model Summary 

Using the information gathered in the previous subsections, a minimum criteria of questions 

is formulated that can help in the classification model selection process. 

1. How important is process visualization? The process involved in some classification 

models cannot be visually depicted, which is relevant when process communication 

with stakeholders is a requirement. 

2. How much data are available for analysis? The need for large amounts of data will 

ultimately depend on the complexity of the problem and diversity of the variables; 

however, it is important to understand any constraints with a given model as well as 

the need to perform model validation. The ability to validate a model on independent 

datasets can help determine if underfitting or overfitting is occurring.  

3. What type of data is it? Types that must be understood for proper model selection 

include numerical, categorical, continuous and discrete. Some models are more 

flexible in terms of the data they can handle. 

4. How much of an investment in preprocessing of the data is going to be made? This 

factor is highly influential in model selection, as most classification methods require 

some preprocessing commitment. This effort increases if data are categorical, for 

example, as many of the techniques require transformation to numerical variables 

before they can be used. 
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5. What are the origins of the data? As part of the model selection process, constraints 

such as Gaussian requirements, variable independence and linearity need to be 

understood in advance. 

Using a matrix to summarize the findings from the previous section, various classification 

model constraints are listed in Table 4-1. A qualitative approach is chosen using a low (L), 

medium (M) and high (H) grading system. The grading system correlates the method and 

constraint by applying the low, medium and high criteria based on suitability. For example, 

if a classification model is well suited for process visualization, the grade of high is applied. 

In contrast, if a model requires little investment in preprocessing, it is assigned a grade of 

low. 

Table 4-1 — Classification Model Selection Criteria Matrix 

 

     

Artificial Neural Network (ANN) L M M M L 

Decision Trees H M H M L 

Support Vector Machine (SVM) M M L H H 

Binary Logistic Regression M M M M H 

Nearest Neighbor (kNN) M H L L H 

Naïve Bayes M H M H H 

 

In this section, common classification models were introduced using an overview, compare 

and contrast approach. Further expansion in to the field of ensemble classifiers was included 
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in Section 4.2, which can be applied to optimize the classification modeling performed in 

Section 5. Using a model selection matrix, the various classification models were presented 

according to relevant usage criteria and were applied in the selection of the classifier for this 

effort. The types and structure of the data relevant to model selection are introduced in 

Section 5.1. The selection of the classification model and the use of the criteria described in 

Table 4-1 is performed in Section 5.2.  

Section 5 is the classification analysis and is presented as follows: first, in Section 5.1, the 

data being analyzed are introduced in terms of structure, metrics and preprocessing. Second, 

Section 5.2 describes the selection of the classification model and is followed by a 

mathematical discussion of accuracy measurement methods in Section 5.3. Section 5.4 

presents the results of the classifier, which is followed by model validation in Section 5.5. 

Section 5 concludes with the discussion of analytical findings in Section 5.6 and 

recommendations for future efforts in Section 5.7.
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5 Classification Analysis 

This section contains the classification analysis performed on the FRA accident data. Section 

5.1 provides a data overview, where the data being analyzed are introduced in terms of 

structure, metrics, selection and preprocessing. Section 5.2 introduces the classification 

model used in this analysis and is followed by a mathematical discussion of accuracy 

measurement methods in Section 5.3. 

The results of the classifier are presented in Section 5.4, followed by model validation in 

Section 5.5. Section 5 concludes with a discussion of analytical findings in Section 5.6 and 

recommendations for future work in Section 5.7. 

5.1 Data Overview 

5.1.1 Data Structure 

Data are reported using the FRA Form 6180.57, which currently has 103 classes that are 

comprised of a broad range of categorical and numerical variables. For the period 1975 – 

2019, approximately 235,000 individual accident records were cataloged. 

The accident data are well represented and have low variance with regard to field completion. 

This can be attributed to the legal reporting requirements of a railway accident investigation. 
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Highway-rail grade crossing accident investigations are performed by law enforcement 

officers (often railway police special agents) as well as accident investigators from federal 

agencies such as the FRA and the National Transportation Safety Board (NTSB). Such 

preparers are knowledgeable of the minimum reporting requirements and have received 

training on how to complete the FRA Form 6180.57. 

To give context on the types of variables that are reported on FRA Form 6180.57, as well as 

their structure, several examples that were utilized in the development of the classifier for 

this thesis are detailed in Table 5-1. Note that the categorical descriptors are not uniform in 

format, and in some cases, are a series of codes, and that continuous data fields exist among 

the variables. 

Table 5-1 — Examples of Classes from FRA Form 6180.57 

Class Code Class Definitions Class Variables 

TYPEVEH The type of highway user vehicle 
involved in the incident 

A = Auto 

B = Truck 

C = Truck-trailer 

D = Pick-up truck 

E = Van 

F = Bus 

G = School Bus 

H = Motorcycle 

J = Other motor vehicle 

K = Pedestrian 

M = Other 
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Class Code Class Definitions Class Variables 

POSITION The relative position of the 
highway user during the incident 

1 = Stalled or stuck on 
crossing 

2 = Stopped on crossing 

3 = Moving over crossing 

4 = Trapped on crossing by 
traffic 

5 = Blocked on crossing by 
gates 

CROSSING The type of warning device at the 
highway-rail grade crossing 

 

Note: The variables are not 
mutually exclusive and are 
reported as a series of codes. For 
example, 010207, equates to a 
crossing with Gates, a Cantilever 
Flashing Light Signal (FLS) and a 
Crossbuck sign. 

01 = Gates 

02 = Cantilever FLS 

03 = Standard FLS 

04 = Wig Wags 

05 = Highway traffic 

06 = Audible 

07 = Cross bucks 

08 = Stop Signs 

09 = Watchman 

10 = Flagged by Crew 

11 = Other (specify) Signals 

12 = None 

ROADCOND Roadway environmental 
conditions 

A = Dry 

B = Wet 

C = Snow/Slush 

D = Ice 

E = Sand, Mud, Dirt, Oil, 
Gravel 

F = Water (standing, moving) 
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Class Code Class Definitions Class Variables 

VISIBILITY Visibility 1 = Dawn 

2 = Day 

3 = Dusk 

4 = Dark 

WEATHER Weather conditions 1 = Clear 

2 = Cloudy 

3 = Rain 

4 = Fog 

5 = Sleet 

6 = Snow 

VIEW Primary obstruction of highway-
rail grade crossing 

1 = Permanent Structure 

2 = Standing RR Equipment 

3 = Passing Train 

4 = Topography 

5 = Vegetation 

6 = Highway Vehicles 

7 = Other 

8 = Not Obstructed 

TRNSPD Train speed during incident Continuous value (MPH) 

From the table above, we can see that categorical predictors take the form of both 

unstructured numbers and letters, and that continuous numerical data are part of the dataset 

analyzed. The next section looks at the data metrics for the years 1975 – 2019, highlights 

noteworthy statistics and describes the past and present state of highway-rail grade crossing 

incident rates. 
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5.1.2 Data Metrics 

Table 5-2 provides an overview of some pertinent metrics for the years 1975 through 2019. 

An incident is any occurrence that would require an FRA Form 6180.57 be filed; such an 

occurrence necessarily implies a highway-rail grade crossing accident has occurred. An 

incident may not result in an injury or fatality, but that does not preclude the reporting 

requirements. Table 5-2 clearly highlights the disproportionate risk of injury and death that 

highway users experience when a highway-rail grade crossing incident occurs with a train. 

From 1975 – 2019, only 22 railroad passengers and 105 railroad employees have died during 

a highway-rail grade crossing incident. In contrast, 23,443 highway users died. Unlike a 

train-to-train collision or high-speed derailment, when a train collides with any type of 

highway user vehicle, the disproportionate size, force and construction of the train relative 

to a highway user vehicle poses a substantial risk for those not on the train. 

Table 5-2 — Fatality and Injury Metrics 1975 – 2019 

Incident Class Fatalities Injuries 

Railroad Employees 105 5,259 

Railroad Passengers 22 2,661 

Highway Users 23,443 80,200 

Totals 23,570 88,120 

Figure 5-1 is a comparative plot of the period 1975 through 1998. This period is 

distinguished by large reductions in both incidents and fatalities. Peaking at 1,115 fatalities 

in 1976, this period achieved a 61% reduction in fatalities at year 1998. Incidents also peaked 

in 1976 and observed a 73% reduction at year 1998. The reductions for this period are mostly 
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attributed to Federal-level interventions, public education and funding to upgrade safety 

technology or eliminate risks at highway-rail grade crossings. 

 

Figure 5-1 — Highway-Rail Grade Crossing Incidents & Fatalities 1975 – 1998 

Figure 5-2, below, is a comparative plot of the period 1999 through 2019. It can be seen that 

reduction occurs from 1999 – 2009, and that beyond 2009, progress is notably absent. From 

1999 to 2009, a 38% reduction in fatalities is measured, which is about 60% less of a decline 

than what was observed for the period from 1975 to 1998. Incidents over this period reduced 

by 45%. When comparing 2019 to 2009, a 13% increase in the fatality rate is observed and 

the incident rate increased by 3%. As has been previously noted, the 2009 to 2019 decade is 

a source of concern from a public safety perspective, but it has also drawn interest from the 

GAO due to funding programs that continue to appropriate large amounts of money each 
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year to specifically address this problem, yet have no statistically improved results to show 

for it. The Federal government believes the majority of incidents are preventable. 

 

Figure 5-2 — Highway-Rail Grade Crossing Incidents & Fatalities 1999 – 2019 

The data presented in this section demonstrated the disproportionate risk for injury or death 

to highway users when a highway-rail grade crossing incident occurs. The trends shown in 

this section support the fact that incidents declined steadily from 1975 to 2009. The trends 

also show that from 2009 to present, a period of slight increases is occurring. It is from this 

period (2009 to present) that the selection of data for the development of a classifier are 

chosen and is the focus of the next Section 5.1.3. 
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5.1.3 Data Selection and Preprocessing 

As has been discussed at various points in this thesis, there is a heightened emphasis on 

gaining an understanding in to, and ultimately improving, the last decade’s highway-rail 

grade crossing safety statistics. To investigate this period’s statistics, the dataset used for 

training the classifier in this thesis is developed from the years 2012 through 2017. To allow 

for independent validation, the full-year datasets from 2018 and 2019 were reserved to 

evaluate the accuracy of the trained model. Partial data from the year 2020 were not included 

in this thesis. Due to an FRA formatting change of the data reporting metrics that occurred 

in mid-2011, the first full year of data reports using the current format began in 2012. The 

reporting structure changes were introduced by the FRA to expand the level of fidelity in 

certain areas, and as a result, additional efforts (reserved for future research; see Section 5.7) 

would be required to normalize the datasets from previous years. 

From the 2012 to 2017 training data, greater than 10,000 accident records were available. 

Some important characteristics of the data used in classifier selection (refer to Section 5.2) 

are presented below: 

• Data are in the form of both categorical and numerical variables and are given in a 

wide variety of structured and unstructured formats. 

• Data are not mutually independent. 

• The response variable used in this analysis is a binary class for either a fatal or non-

fatal accident outcome. 
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• The desired positive response variable is underrepresented in the accident records 

and introduces a class imbalance problem. 

Data obtained from the FRA Office of Safety Analysis [4] were grouped according to four 

high-level classes: 

1. Of, or relating to, highway user actions such as vehicle speed, type of vehicle and 

action of vehicle. 

2. Of, or relating to, train characteristics such as train speed, number of cars, train 

direction and type of train. 

3. Of, or relating to, design characteristics of the highway-rail grade crossing such as 

the type of crossing protection equipment, location of equipment and crossing view 

obstructions. 

4. Of, or relating to, situational characteristics such as time of day, month, day of 

month, weather, gender and age. 

Predictor variables were excluded from analysis based on the following criteria: 

1. Of, or relating to, variables that describe a post-accident factor and therefore could 

not have contributed to the accident. An example is the estimated cost of the 

accident. 

2. Factors that were excluded based on logical reasoning, or were outside the scope of 

this classification analysis. Examples of logical reasoning were to exclude 

experimental fields that were unpopulated, as well as narrative fields, which contain 



 

55  

a written statement type of format. One field that was excluded that warrants 

additional discussion is the crossing identification number. This is a field that can 

be used in conjunction with separate databases from the FRA as well as other 

sources, such as census data. The crossing identification number correlates to data, 

which exist in separate databases, and is associated with unique characteristics such 

as latitude and longitude, from which average traffic rates can be found. Due to the 

increased scope required to incorporate this information within this current effort, 

the decision was made to reserve this variable for future research. Refer to Section 

5.7 for a discussion of future work. 

In several cases, the class variables were unable to be directly used due to a reporting format 

that was not suitable for classification. An example of a case where significant manipulation 

was required was for the CROSSING class. This class has 12 variables, as shown in Table 

5-1, from which a maximum of 4,096 code combinations could exist. To transform these 

codes in to a manageable categorical class, several steps were required. 

Step 1 The 12 variables were grouped according to a higher-level subtype where possible. 

This resulted in 8 new class subtypes, as shown in Table 5-3, below. 

Table 5-3 — Class Code Transformation Step 1 

Original Class 
Code 

Original Class 
Variable 

New Class Categorical Subtype Code / 
Description 

01 Gates 01 / (GATES) 

02 Cantilever FLS 02 / (LIGHTS) 

03 Standard FLS 02 / (LIGHTS) 
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Original Class 
Code 

Original Class 
Variable 

New Class Categorical Subtype Code / 
Description 

04 Wig Wags 03 / (WIG WAG) 

05 Highway traffic 02 / (LIGHTS) 

06 Audible 04 / (BELL) 

07 Cross bucks 05 / (SIGN) 

08 Stop Signs 05 / (SIGN) 

09 Watchman 06 / (PERSON) 

10 Flagged by Crew 06 / (PERSON) 

11 Other (specify) Signals 07 / (OTHER) 

12 None 08 / (NONE) 

Step 2 Separate the raw class code sequences (e.g. 010205; 01030405) in to individual 

codes (e.g. 01, 02, 07; 01, 03, 05, 07). 

Step 3 Create an 8-bit binary truth table (for the 8 subtypes created in Step 1). Using the 

table, perform a transformation from the individual codes in to binary format, from which 

all possible combinations are now represented in binary format. 

Step 4 Use the 8-bit binary truth table as a global lookup for the non-binary class codes 

described in Step 2. Using the examples from Step 2, the binary transformation is shown 

below in Table 5-4. 
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Table 5-4 — Class Code Transformation Step 4 

Original Class 
Code 

Individual Class 
Codes 

Binary Class 
Code Interpretation 

010205 01, 02, 05 11001000 GATES; LIGHTS; SIGN 

01030405 01, 03, 04, 05 10111000 GATES; WIG WAG; 
BELL; SIGN 

The above example highlights one of many efforts that were required to prepare the data for 

use as inputs in the development of a classifier. 

In this section, a detailed look at factors involved in the data selection and preprocessing 

process was given. The range of data for the training model and validation models was 

assigned, and the characteristics of the data were detailed. An illustrative example of the 

preprocessing required for the CROSSING variable was demonstrated and the criteria for 

inclusion and exclusion were described. 

The next section uses the range of information developed and provided in Sections 3, 4 and 

5.1 to select and describe the classification model that is used to analyze the highway-rail 

grade crossing incident data for the 2012 to 2017 dataset. 

5.2 Classification Model 

In selection of the classification model, various criteria were considered. Building on the 

information presented in the previous sections, an ensemble decision tree was selected as the 

classification model that was most applicable to the problem. The highest consideration was 

given to the ability to work with both categorical and numerical data, which was documented 
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in Section 4.3. Also important was the ability to work with predictor data that were not 

mutually independent and did not have requirements for linearity or Gaussian distributions. 

An ensemble boosting approach was utilized to address the class imbalance problem (refer 

to Section 5.1.3), the selection of which was driven from research and use-cases documented 

in Sections 3 and 4. Boosting was incorporated using the RUSBoost algorithm, which is 

described in the following section. The resulting classifier was shown to be most optimal for 

the goals of this analysis and as assessed according to the accuracy measurement methods 

described in Section 5.3. 

5.2.1 RUSBoost Algorithm 

RUSBoost is an algorithm designed to improve class imbalance problems in data with broad 

representations of class labels [40]. Conceptually, it is a combination of random under 

sampling (RUS) and the well-known boosting algorithm, AdaBoost [41]. RUSBoost is well 

suited for data that are comprised of differing levels of categorical predictors; thus, it serves 

to mitigate the tendency of overemphasizing the importance of certain classes that may be 

represented by only a few variables (or labels). It also performs well with data that have an 

underrepresented proportion of the desired response variable relative to undesired response. 

Through an iterative modification of class variable weights, the boosting approach optimizes 

the classifier and assigns final class allocation using a voting scheme. 

Due to the response variable class imbalance, as described in Section 5.1.3, RUSBoost was 

selected as the boosting technique for the classifier developed for this thesis. The RUSBoost 

algorithm (refer to Algorithm 1) is described below. 
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Referring to Algorithm 1, first choose 𝑥𝑥𝑖𝑖 to be some point in the total space X and 𝑦𝑦𝑖𝑖 be a 

class label from a class set denoted by Y. Each example in data set L, denoted as m, can be 

represented by the variables (𝑥𝑥𝑖𝑖,𝑦𝑦𝑖𝑖). Let t denote a single iteration from the initial value of 

one, and let T define the maximum number of iterations according to the number of 

classifiers in the ensemble. Let ℎ𝑡𝑡 be the weak hypothesis (as from our decision tree, assign 

the variable WeakLearn as our base learner) as trained from iteration t, and let ℎ𝑡𝑡(𝑥𝑥𝑖𝑖) denote 

the output of the hypothesis ℎ𝑡𝑡, for an instance 𝑥𝑥𝑖𝑖. Finally, choose 𝐷𝐷𝑡𝑡(𝑖𝑖) as to denote the 

weight of the ith example on iteration t. 

As shown in Algorithm 1, in Step 1 the weights of each example first are initialized to 1/m, 

where m equals the number of examples in our training dataset. In Step 2, T (the total number 

of iterations) weak hypotheses are trained in the iterations described in Steps 2a through 2g. 

In Step 2a, random undersampling is applied to remove the majority class examples until N 

percent (typically an equal ratio) of the new (temporary) training data set 𝐿𝐿𝑡𝑡′  belongs to the 

minority class (e.g. underrepresented class). 

In Step 2b, 𝐿𝐿𝑡𝑡′  and 𝐷𝐷𝑡𝑡′ are passed to the base learner, WeakLearn, which forms the weak 

hypothesis ℎ𝑡𝑡, which is shown as the new feature space 𝑋𝑋 ×  𝑌𝑌 in Step 2c. In Step 2d, the 

pseudo-loss 𝜖𝜖𝑡𝑡, which is based on the training dataset L and original weak learner’s weight 

distribution 𝐷𝐷𝑡𝑡 is calculated. An updated weighting variable, denoted by 𝛼𝛼𝑡𝑡, is calculated as 

𝜖𝜖𝑡𝑡(1− 𝜖𝜖𝑡𝑡). For Step 2f, the updated weight variable is applied to the 𝐷𝐷𝑡𝑡+1 iteration. Step 2g 

normalizes the function 𝐷𝐷𝑡𝑡+1 by dividing over the ith example of iteration t. After T total 

iterations of Steps 2a through 2g (as required to achieve balanced class weights), the final 



 

60  

hypothesis, a maxima argument denoted by H(x), is returned as a weighted vote of the total 

T weak hypotheses and is shown in Step 3. 

Algorithm 1 RUSBoost  

   Given: Set L of examples (𝑥𝑥1,𝑦𝑦1), …, (𝑥𝑥𝑚𝑚,𝑦𝑦𝑚𝑚) with minority class 𝑦𝑦𝑟𝑟 ∈ 𝑌𝑌, |𝑌𝑌| = 2 
   Weak learner, WeakLearn  
   Number of iterations, T  
   Desired percentage of total instances to be represented by the minority class, N 

 1. Initialize 𝐷𝐷1(𝑖𝑖) = 1
𝑚𝑚
𝑓𝑓𝑓𝑓𝑓𝑓 𝑎𝑎𝑎𝑎𝑎𝑎 𝑖𝑖 

 2. Do for t = 1, 2, …, T  

 a. Create temporary training dataset 𝐿𝐿𝑡𝑡′  with distribution 𝐷𝐷𝑡𝑡′ using random 
undersampling 

 b. Call WeakLearn, providing it with examples 𝐿𝐿𝑡𝑡′  and their weights 𝐷𝐷𝑡𝑡′ 
 c. Get back hypothesis ℎ𝑡𝑡:𝑋𝑋 × 𝑌𝑌 → [0, 1] 

 
d. Calculate the pseudo-loss (for 𝐿𝐿 𝑎𝑎𝑎𝑎𝑎𝑎 𝐷𝐷𝑡𝑡) 𝜀𝜀𝑡𝑡 = ∑ 𝐷𝐷𝑡𝑡(𝑖𝑖)(1 −(𝑖𝑖,𝑦𝑦):𝑦𝑦𝑖𝑖≠𝑦𝑦

ℎ𝑡𝑡(𝑥𝑥𝑖𝑖,𝑦𝑦𝑖𝑖) + �ℎ𝑡𝑡(𝑥𝑥𝑖𝑖,𝑦𝑦)� 

 e. Calculate the weight update parameter: 𝛼𝛼𝑡𝑡 = 𝜀𝜀𝑡𝑡
1−𝜀𝜀𝑡𝑡

 

 f. Update 𝐷𝐷𝑡𝑡: 𝐷𝐷𝑡𝑡+1(𝑖𝑖) = 𝐷𝐷𝑡𝑡+1(𝑖𝑖)𝛼𝛼𝑡𝑡
1
2(1+ℎ𝑖𝑖�𝑥𝑥𝑖𝑖,,𝑦𝑦𝑖𝑖�−ℎ𝑡𝑡(𝑥𝑥𝑖𝑖,𝑦𝑦:𝑦𝑦≠𝑦𝑦𝑖𝑖) 

 g. Normalize 𝐷𝐷𝑡𝑡+1: Let 𝑍𝑍𝑡𝑡 = ∑ 𝐷𝐷𝑡𝑡+1(𝑖𝑖)𝑖𝑖  ; 𝐷𝐷𝑡𝑡+1(𝑖𝑖) = 𝐷𝐷(𝑡𝑡+1)(𝑖𝑖)
𝑍𝑍𝑡𝑡

 

 3. Output the final hypothesis: 𝐻𝐻(𝑥𝑥) = argmax
𝑦𝑦∈𝑌𝑌

∑ ℎ𝑡𝑡(𝑥𝑥,𝑦𝑦) log 1
𝛼𝛼𝑡𝑡

𝑇𝑇
𝑡𝑡=1  

The decision and criteria involved in the selection of an ensemble decision tree classifier 

were documented in this section. A solution to the class imbalance problem was also 

addressed, and will be handled using the RUSBoost algorithm (see Algorithm 1), which was 

described above. 

Next, Section 5.3 introduces the accuracy measurement methods used in this thesis to 

evaluate the effectiveness of the boosted ensemble decision tree classifier. 
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5.3 Accuracy Measurement Methods 

Several mathematical and empirical techniques exist for assessing classifier error. The 

specific methods used within this analysis to assess classifier accuracy are described in the 

subsections below. The techniques used are misclassification rate, misclassification cost, 

false omission rate, false negatives and true positives. Accuracy measurement first begins 

with a mathematical discussion of misclassification rate, which is presented in Section 5.3.1, 

below. 

5.3.1 Misclassification Rate 

The misclassification rate is the proportion of cases assigned to the wrong class. 

Conceptually, this can be described by assuming a classifier, d, is derived from a data 

population, denoted as L. Subsequently sample another set of data (assume infinitely large) 

from L, and compute the correct classification result. Compare these correct classifications 

to those from the predicted classification of measurement vectors, x (classes), denoted as 

d(x). The resulting proportion misclassified by d is the misclassification rate. 

Using mathematical definitions from Breiman [43], we can refer to a classifier which is 

denoted by the function d(x), that is defined on X (the total measurement space), taking 

values in C (the total set of classes), as having the misclassification rate R*(d). 

The probability model for R*(d) is found by defining a total space X × C as the set of all 

pairs (x,j), where x ∈ X and j is a class label j ∈ C. Then let P(A,j) be a probability on X × 

C, A ⊂ X , j ∈ C. The interpretation of P(A,j) is that for some case selected at random from 

a population has a probability P(A,j) that its measurement vector x is in A and its class is j. 
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Applying the earlier conceptual scenario involving L, we assume N cases (x1 ... xN ; j1 … JN) 

are drawn from the probability distribution P(A,j), and that when d(x) is constructed using 

L, it is then defined that R*(d) is the probability that d will misclassify a new sample taken 

from L. 

For (x,Y), x × X, Y ∈ C, is a new sample from the probability distribution P(A,j), where: 

i. P(x ∈ A, Y = j) = P(A,j); and 

ii. (x,Y) is independent of L. 

The probability model for the misclassification rate is defined in Equation (5-1). 

 𝑅𝑅∗(𝑎𝑎) = 𝑃𝑃(𝑎𝑎(𝒙𝒙) ≠ 𝑌𝑌) (5-1) 

To minimize R*(d), V-fold cross-validation is used. V-fold cross-validation is a technique 

that optimizes a classifier’s performance using datasets from L that it has not been trained 

on. This is performed during the classification process by partitioning the dataset and using 

a subset to train the algorithm and uses the remaining data for testing. 

The V-fold method partitions data from L into v subsets of roughly equal size. One subset is 

used to validate the model trained using the remaining subsets. This process is repeated v 

times, such that each subset is used exactly once for validation. Using this method, a cross-

validation estimate for R*(d) is obtained and defined in Equation (5-2), below. 

 𝑅𝑅𝐶𝐶𝐶𝐶(𝑎𝑎) =
1
𝑣𝑣
�𝑅𝑅𝑡𝑡𝑡𝑡�𝑎𝑎(𝑣𝑣)�
𝐶𝐶

𝑣𝑣=1

 (5-2) 
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For Equation (5-2), above, 𝑅𝑅𝑡𝑡𝑡𝑡�𝑎𝑎(𝑣𝑣)� is referred to as the test sample estimate. Next, the 

misclassification cost technique is discussed. 

5.3.2 Misclassification Cost 

Misclassification cost is a weighting technique that is often employed in decision tree 

modeling [42] [43] to evaluate the effects of the misclassification rate. The expected 

misclassification cost, which is a performance metric that is influenced by individual criteria 

of a model’s application (e.g. goals; purpose), is given by Equation (5-3). 

 𝑓𝑓(𝑡𝑡) =  min
𝑖𝑖
�𝐶𝐶(𝑖𝑖|𝑗𝑗)
𝑗𝑗

𝑝𝑝(𝑗𝑗|𝑡𝑡) (5-3) 

The next section provides the mathematical descriptions for the false omission rate, false 

negative and true positive accuracy measurement methods. 

5.3.3 False Omission Rate, False Negatives and True Positives 

The false omission rate of the classifier is the relative measure of the number of false negative 

labels within a class to the total number of negative labels assigned to a class. Because this 

classifier is concerned with correctly labeling ones as ones, less concerned with labeling 

zeros as ones and most concerned about preventing ones from being misclassified as zeros, 

an assessment metric that evaluates the classifier’s ability to prevent false zeros (e.g. false 

negatives) is a key measure of its value. Let 𝑁𝑁𝑐𝑐𝑗𝑗 be used to denote the number of correctly 

predicted labels in a class 𝑐𝑐𝑗𝑗, where j = 0 or 1. Set 𝑁𝑁𝑥𝑥𝑗𝑗 as the number of incorrectly predicted 

labels for a class 𝑥𝑥𝑗𝑗, where j = 0 or 1. 
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The false omission rate is calculated using Equation (5-4). 

 𝐹𝐹𝑎𝑎𝑎𝑎𝐹𝐹𝐹𝐹 𝑓𝑓𝑜𝑜𝑖𝑖𝐹𝐹𝐹𝐹𝑖𝑖𝑓𝑓𝑎𝑎 𝑓𝑓𝑎𝑎𝑡𝑡𝐹𝐹 =  
𝑁𝑁𝑥𝑥𝑗𝑗

𝑁𝑁𝑥𝑥𝑗𝑗 + 𝑁𝑁𝑐𝑐𝑗𝑗
 (5-4) 

The false negative rate measures the number of misclassified labels for a given class relative 

to the total number of true labels from a sample. Let 𝑁𝑁𝑡𝑡𝑗𝑗  be used to denote the number of 

labels in a class 𝑐𝑐𝑗𝑗, where j = 0 or 1. 

The false negative rate is calculated using Equation (5-5). 

 𝐹𝐹𝑎𝑎𝑎𝑎𝐹𝐹𝐹𝐹 𝑎𝑎𝐹𝐹𝑛𝑛𝑎𝑎𝑡𝑡𝑖𝑖𝑣𝑣𝐹𝐹 =  
𝑁𝑁𝑥𝑥𝑗𝑗
𝑁𝑁𝑡𝑡𝑗𝑗

 (5-5) 

The true positive rate measures the number of correctly classified labels for a given class 

relative to the total number of true class labels from a sample. 

The true positive rate is calculated using Equation (5-6), below. 

 𝑇𝑇𝑓𝑓𝑇𝑇𝐹𝐹 𝑝𝑝𝑓𝑓𝐹𝐹𝑖𝑖𝑡𝑡𝑖𝑖𝑣𝑣𝐹𝐹 =
𝑁𝑁𝑐𝑐𝑗𝑗
𝑁𝑁𝑡𝑡𝑗𝑗

  (5-6) 

The accuracy measurement methods that are used within this thesis to evaluate the classifier 

were presented in this section. The next section applies all of the previous information 

regarding model selection and analysis to present the results of the classification model. 

5.4 Classifier Results 

The results of the 2012 – 2017 trained classifier are shown in Table 5-5. The unweighted 

misclassification cost is evaluated at a 1:1 ratio by default. The weighted misclassification 
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cost calculation uses a 1:10 ratio for misclassified ones as zeros vs. zeros misclassified as 

ones. The rationale for selecting this ratio is as follows: in terms of safety, misclassifying a 

one as a zero is, in practice, much more than one order of magnitude more severe than the 

opposite case. This assignment is therefore conservative in approach. 

Thus, for evaluative purposes, a 1:10 ratio is used to calculate the weighted misclassification 

cost. The misclassification cost ratio is the measurement of the weighted costs relative to the 

unweighted costs and a value less than the (default) misclassification rate is desired for this 

classifier’s objectives. A perfect value would approach zero; this would imply a 

misclassification rate of near or at zero as well. 

Table 5-5 — Classifier Results  

Trained Classifier Metrics 2012 – 2017 

Misclassification Rate 22.47% 

Unweighted Misclassification Cost 2,430 

Weighted Misclassification Cost 426 

Misclassification Cost Ratio 17.50% 

False Omission Rate (True | False) 2.76% | 64.14% 

False Negative (True | False) 14.02% | 23.78% 

True Positive (True | False) 85.98% | 76.22% 

From Table 5-5, it is shown that the trained classifier has a misclassification rate of 22.47% 

and a weighted misclassification cost of 426, and has a 17.5% misclassification cost ratio. 

This can also be viewed as an 82.5% improvement over the baseline unweighted 
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misclassification cost. Also seen are the metrics for the false omission rates, false negative 

rates and true positive rates. The false omission rate for true ones is 2.76% and is a good 

result from a proof-of-concept perspective. The corresponding false omission rate for true 

zeros is not as accurate; however, such a rate does not negatively affect the model’s integrity 

from a safety perspective. This is an area where improvement is desired, however, and is 

part of the recommendations for future efforts. 

Figure 5-3 shows the confusion matrix for the classifier. Notably, the classifier achieves a 

~14% false negative rate for the most undesirable (e.g. unsafe) model output: a false label of 

zero (false) for a true value one (true). The confusion matrix shows that a total of 10,814 

data points were used to train the classifier. Of those 10,814, 7,139 of the true zeros were 

classified correctly. One thousand two hundred forty-five of the true ones were also 

classified correctly. Two thousand two hundred twenty-seven of the true zeros were 

incorrectly classified, as were 203 of the true ones. 

7139 2227

203 1245

False
(zero)

False
(zero)

True
(one)

True
(one)

 

Figure 5-3 — Trained Classifier Confusion Matrix 
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The receiver operating characteristic (ROC) curve in Figure 5-4 shows an area-under-curve 

(AUC) value of 90% (a perfect value is 1). A ROC curve with an AUC value of 0.5, for 

example, is equivalent to a classifier that cannot distinguish between classes and would have 

a 45-degree line extending from the origin. For the “false” classifier, the ROC curve is 

plotted at (0.14, 0.76). The ROC curve is generated by plotting the true positive rate against 

the false positive rate for the given range of classified cases. 

Figure 5-4 — ROC Curve for the Trained Classifier 
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The true positive rate is equivalent to the probability of detection and the false positive rate 

is the ratio of instances where the classifier incorrectly assigns an outcome as belonging to 

a class to the total correct number of instances within a class. 

The ROC curve plot is an effective performance measurement visualization tool, and in the 

case of our classifier, it shows that 14% of the total false observations (e.g. class label = 0) 

were misclassified as true. Similarly, 76% of the total false (e.g. class label = 0) observations 

were correctly classified as false. The most important observation from Figure 5-4, however, 

is an indirect one: the 14% false positive rate for the class label = 0 directly correlates to a 

14% false negative rate (refer to Table 5-5) when the predictor of reference is the true class 

(e.g. class label = 1). This false negative rate is critical to the calculation for the false 

omission rate, which, when the predictor of reference is one, is a measure of falsely labeled 

zeros to the total number of zeros classified. 

As was noted above, the ROC curve shows an AUC value of 0.90. Given that a perfect 

classifier has an AUC of 1.00, we can ascertain that the trained classifier is having difficulty 

distinguishing between 10% of observations. Increasing the amount of training data and 

assessing the variable classes is one potential way to further optimize the classifier’s 

performance. 

The trained classifier results present a positive outcome in the initial development of a viable 

classifier for predicting fatal outcomes. In the next section, the trained classifier will be 

validated using independent datasets from the years 2018 and 2019, respectively. 
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5.5 Results Validation 

The results of validation performed with datasets from 2018 and 2019 is shown in Table 5-6. 

Both validation datasets were not used in the training of the classifier and as a result produce 

independent validation. The unweighted misclassification cost is evaluated at a 1:1 ratio by 

default. The weighted misclassification cost calculation for this analysis uses a 1:10 ratio for 

misclassified ones as zeros vs. zeros misclassified as ones. Justification for this ratio was 

discussed in Section 5.4. When reviewing Table 5-6, it is observed that the metrics of interest 

are consistent across both independent datasets, with the misclassification rate being within 

5% across the validated datasets. The other accuracy measurement metrics all have less than 

5% variation as well. 

Table 5-6 — Results Validation Metrics for 2018 – 2019 Datasets 

Classifier Validation Metrics 2018 2019 

Misclassification Rate 22.20% 21.19% 

Unweighted Misclassification Cost 417 364 

Weighted Misclassification Cost 70 63 

Misclassification Cost Ratio 16.70% 17.17% 

False Omission Rate (True | False) 2.44% | 63.80% 2.47% | 61.69% 

False Negative (True | False) 12.40% | 23.71% 12.24% | 22.62% 

True Positive (True | False) 87.60% | 76.29% 87.76% | 77.38% 

Figure 5-5 provides the confusion matrix for the 2018 results validation. The confusion 

matrix shows that a total of 1,878 data points were evaluated using the trained classifier, with 
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1,242 of the true zeros being classified correctly. Two hundred and nineteen of the true ones 

were also classified correctly. Three hundred eighty-six of the true zeros were incorrectly 

classified, as were 31 of the true ones. 

1242 386

31 219

False
(zero)

False
(zero)

True
(one)

True
(one)

 

Figure 5-5 — Classifier Validation Confusion Matrix – 2018 Dataset 

Figure 5-6, on the following page, provides the confusion matrix for the 2019 results 

validation. From 1,718 available records evaluated by the trained classifier, 1,146 of the true 

zeros were classified correctly. Two hundred and eight of the true ones were also classified 

correctly. Three hundred thirty-five of the true zeros were incorrectly classified, as were 29 

of the true ones. 

The independent validation of the trained classifier suggests a viable proof-of-concept model 

has been developed, with both independent datasets having a low degree of variance in the 

accuracy measurement methods, both relative to each other and to the trained classifier. The 

next section discusses the analytical findings from the classification model. 
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1146 335

29 208

False
(zero)

False
(zero)

True
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True
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Figure 5-6 — Classifier Validation Confusion Matrix – 2019 Dataset 

5.6 Analytical Findings 

Using a boosted ensemble decision tree to develop a classifier for incidents resulting in 

fatality, this analysis demonstrated a viable approach to model development and validation. 

It was found that the RUSBoost algorithm was most optimal for the data classes and response 

variables being assessed, which is attributable to the algorithm’s iterative weight 

determination approach for underrepresented responses. In the case of the data used for this 

research, the algorithm was highly effective in handling the class imbalance problem, and 

substantially limited the false negative and the false omission rates for the true class (e.g. 

fatality = true). 

The training dataset consisted of data from the years 2012 – 2017 in order to align with the 

goal of understanding fatal accident statistics over the last decade. The classifier was 

subsequently validated with independent datasets from 2018 and 2019, respectively. 

Relevant metrics from the 2018 and 2019 datasets produced by the trained classifier for the 

true class (e.g. fatality = true) are shown below: 



 

72  

• False omission rate – (2018 | 2019) – 2.44% | 2.47% 

• False negative rate – (2018 | 2019) – 12.40% | 12.24% 

• True positive rate – (2018 | 2019) – 87.60% | 87.76% 

In the next section, a discussion of recommendations for future work and goals is provided. 

5.7 Future Work 

Future research should be focused on classifier optimization and the incorporation of 

geographic information system (GIS) data, from which important information correlating to 

every public highway-rail grade crossing is available. Key variables of interest to future 

efforts are volume of vehicular traffic at a given crossing, the rate of trains and latitude and 

longitude of a location. The latitude and longitude of a location can be used to incorporate 

factors from other databases, such as population density in a given city. Future efforts would 

also benefit from an evaluation of a larger data range and should work to normalize the FRA 

accident data across all available datasets. 

Consideration should also be given to the needs of industrial stakeholders, such as public 

transit agencies and private freight rail carriers. Future research efforts should leverage the 

proof-of-concept approach described in this thesis as a means to open lines of 

communication with industrial stakeholders to learn more about solving the complex issues 

relating to their own application-specific problems. 

Finally, in Section 6, the conclusion of this thesis is presented. 
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6 Conclusion 

The results of this analysis show that the development of a viable classifier for predicting 

fatal outcomes from FRA accident data is achievable using decision trees, boosting 

algorithms and machine learning software. Such a classifier has promising use in risk 

reduction strategies. The classifier, while effective, would be improved by resolving its 

performance with the true zero class (fatality = false) as well as decreasing the false negative 

rate for the true ones class (fatality = true). It is recommended that further research be 

devoted to this effort and to improving overall model optimization. Improvements in areas 

such as accuracy, usability and general applicability would greatly enhance the viability to 

external stakeholders as a deployable tool. 

The results of this analysis show that the development of a classifier for predicting fatal 

outcomes is achievable using boosted ensemble decision trees and machine learning 

methods. In this thesis, it was shown that the ability to classify fatal incidents with a false 

omission rate of < 3% and a false negative rate of < 15% is possible. It is reasonable to 

project that further research in this field will result in an even more robust classifier. The 

current classifier has promising use in risk reduction strategies for both current and planned 

railway infrastructure efforts. 
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