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1 Introduction

Fig. 1. Three example subsequences of knot tying from the MISTIC-SL dataset (1 Hz).

Superior technical skill in the operating room is associated with better patient
outcomes [3,18], and at the core of surgical education is the belief that technical
skill is improved through deliberate practice and appropriate feedback [10, 17].
However, current standards for providing technical skills training are constrained
by time [2], and most available methods for surgical skill assessment are subjec-
tive and global [14].

This has motivated interest in delivering targeted and automated assessment
and feedback with machines, especially in robot-assisted surgery, during which
high-quality surgical motion data can be captured transparently for analysis.
Automated surgical activity recognition is an important precursor to achieving
this goal. Indeed, in recent years, significant progress has been made in surgical
activity recognition, especially within the context of simulated training [1, 5, 8],
an important part of current training curricula [15]. Though promising, these
approaches have relied on large amounts of annotated data, which, unlike the
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Fig. 2. 2-D dimensionality reductions of our 64-D encodings, obtained using t-SNE,
and colored according to activity: Suture Throw (green), Knot Tying (orange), Grasp
Pull Run Suture (red), and Intermaneuver Segment (blue). The Intermaneuver Seg-
ment activity contains ambiguous segments which largely occur between the primary
activities of interest. We emphasize that the activity annotations were not used to
obtain the embeddings.

surgical-motion data itself, must be provided manually by experts. This process
is expensive, difficult, and error-prone.

In this report, we instead consider learning meaningful representations of
surgical motion from motion data alone. The underlying idea is simple: if we
can learn to reliably predict future motion from past motion, through a learned
encoding, then this encoding must implicitly capture identifying characteristics
of the underlying surgical activities. We demonstrate the feasibility of this idea;
show that the obtained encodings correlate well with high-level activities; use
the obtained encodings to obtain state-of-the-art performance for querying a
database of surgical motion; and use the obtained encodings to improve surgical
activity recognition when few annotated sequences are available.

2 Methods and Materials

In order to learn representations via future prediction, we leverage recurrent
neural networks [9] and mixture density networks [4]; however in this report
all technical details are omitted for brevity. At a high level, recurrent neural
networks and mixture density networks are used to model the distribution over
future motion conditioned on previous motion. Please see [6, 7] for more detail.

The MISTIC-SL and JIGSAWS datasets are used for all experiments. For
maneuver recognition, we use the Minimally Invasive Surgical Training and In-
novation Center – Science of Learning (MISTIC-SL) dataset [12]. Maneuvers
are high-level activities such as knot tying or suture throw. For gesture recogni-
tion, we use the JHU-ISI Gesture and Skill Assessment Working Set (JIGSAWS)
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(a) Representative -FP MDN example. Precision: 0.47. Recall: 0.78. F1 Score: 0.59.

(b) Representative FP -MDN example. Precision: 0.54. Recall: 0.70. F1 Score: 0.61.

(c) Representative FP MDN example. Precision: 0.76. Recall: 0.78. F1 Score: 0.77.

Fig. 3. Qualitative results querying a database of surgical motion with a motion-based
query. -FP MDN is a baseline without future prediction; FP -MDN is a baseline without
mixture density networks; and FP MDN is the full model. For each example, from top
to bottom, we show 1) a full activity sequence from one subject; 2) the segment used
as a query; 3) a full activity sequence from a different subject; and 4) the retrieved
frames from our query. These examples were chosen because they exhibit precisions,
recalls, and F1 scores that are close to the averages reported in Table 1.

dataset [1,13]. Gestures are low-level activities which come together to form ma-
neuvers, and which are less interpretable than maneuvers. Both datasets contain
kinematic data collected from a da Vinci surgical system, along with activity
annotations over time, provided manually by experts. In both cases, we use 14
kinematic signals as input: velocities, angular velocities, and gripper angle, all
for both the left and right hands. Figure 1 shows frames over time that are rep-
resentative of both MISTIC-SL and JIGSAWS (taken from MISTIC-SL). Please
see [5–7] for more detail.

3 Results

The following results are broken into three parts: 1. visualizations of the learned
representations; 2. applications to query-by-example, where the representations
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Table 1. Quantitative results for kinematics-based queries. -FP MDN is a baseline
without future prediction; FP -MDN is a baseline without mixture density networks;
and FP MDN is the full model.

Precision Recall F1 Score

Suturing

DAE + AS-DTW [11] 0.53 ± 0.15 0.75 ± 0.16 0.60 ± 0.14

-FP MDN 0.50 ± 0.08 0.75 ± 0.07 0.59 ± 0.07

FP -MDN 0.54 ± 0.07 0.76 ± 0.08 0.62 ± 0.06

FP MDN 0.81 ± 0.06 0.74 ± 0.10 0.77 ± 0.05

Knot Tying

DAE + AS-DTW [11] — — —

-FP MDN 0.37 ± 0.05 0.73 ± 0.02 0.49 ± 0.05

FP -MDN 0.34 ± 0.05 0.74 ± 0.02 0.46 ± 0.05

FP MDN 0.62 ± 0.08 0.74 ± 0.04 0.67 ± 0.05

are used to improve performance when a database of motion is searched us-
ing a motion-based query; and 3. applications to surgical activity recognition,
where the representations are used to improve performance when few annotated
sequences are available for training.

3.1 Visualization of Learned Representations

Visualizations obtained using the MISTIC-SL dataset are shown in Figure 2, in
which we show 2-D representations obtained with t-SNE [16]. Each point is a
moment in time that is associated with its high-level activity at that moment.
We can see that the high-level activities are discovered from the unannotated
data.

3.2 Searching a Database of Surgical Motion Using Motion-Based
Queries

Next, we illustrate results for querying a database of surgical motion using a
motion-based query, in particular using the tasks of suturing and knot tying. We
focus on the most difficult but most useful scenario: querying with a sequence
from one subject i and retrieving frames from other subjects j 6= i. Here, an
encoded snippet of motion from one subject is compared (using cosine similarity)
to a database of encoded motion from other subjects. Qualitative results are
shown in Figure 3, and quantitative results are shown in Table 1. For evaluation,
we follow [11], computing each metric (precision, recall, and F1 score) from each
source subject i to each target subject j 6= i, and finally averaging over all
target subjects. We can see that the FP MDN significantly outperforms the two
simpler baselines, as well as the state-of-the-art approach in the case of suturing,
improving from an F1 score of 0.60± 0.14 to 0.77± 0.05. Please see [6] for more
detail.
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Fig. 4. MISTIC-SL Maneuver Recognition: Error rate vs. number of labeled
trials. The bottom of the y axis is set to 8.7%, the best published result using LSTM
(∼36 labeled trials). The non-transparent results are reported over exhaustive, deter-
ministic splits, which can be compared to in future work.

3.3 Recognizing Surgical Activities

Next, we illustrate results for surgical activity recognition under the scarce-
annotation regime. We propose two forms of future prediction, the first from [6],
which is termed the RNN-Based Future prediction, and the second proposed
in [7], which is termed the RNN-Based Generative Model. The latter removes
a simplifying assumption of probabilistic independence over time. Please see [7]
for more detail.

Figure 4 shows error rate vs. the number of labeled trials for maneuver recog-
nition (MISTIC-SL). Using only one labeled trial, raw inputs for recognition lead
to an error rate of 27.3%; the autoencoder representations lead to an improve-
ment, obtaining 23.9%; and the future-prediction based models lead to further
improvements, obtaining 20.3% and 20.7%. For reference, the state-of-the-art
LSTM result using 36 labeled trials is 8.7% [5].

Figure 5 shows error rate vs. the number of labeled trials for gesture recogni-
tion (JIGSAWS). Using only one labeled trial, raw inputs lead to an error rate of
33.6%. Representations from the full generative model reduce the error rate to
29.6%, while the autoencoder and future-prediction based representations both
degrade performance. This is not surprising: we have no reason to believe that
the autoencoder’s task of signal reconstruction is well aligned with the task of
activity recognition; and for future prediction, the obtained blurry, incoherent
futures are obtained, and this is likely detrimental to recognizing fine-grained
activities such as gestures. For reference, the state-of-the-art LSTM result using
35 labeled trials is 15.3% [5].

4 Significance and Impact

As explained in the introduction, the availability of surgical motion data, espe-
cially in the context of robot-assisted surgery, is plentiful, whereas manual anno-
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Fig. 5. JIGSAWS Gesture Recognition: Error rate vs. number of labeled
trials. The bottom of the y axis is set to 15.3%, the best published result using
LSTM (∼35 labeled trials). The non-transparent results are reported over exhaustive,
deterministic splits, which can be compared to in future work.

tations are not. We view this work as an important first step toward leveraging
the motion data itself, as well as a demonstration of applications to query-by-
example and activity recognition. More concretely, we achieved state-of-the-art
performance for query-by-example using surgical motion data, and we presented
the first analysis of surgical activity recognition in the scarce-annotation regime,
where we found that leveraging learned representations significantly improves
performance.

5 Where Might This Lead?

Because learning meaningful representations of surgical motion can be achieved
without annotations, our methods are applicable to arbitrarily large databases
of surgical motion. From one perspective, exploring large databases using these
encodings is exciting in and of itself. From another perspective, we have seen im-
provements in two downstream tasks, and we have no doubt that improvements
in other tasks will follow. For example, can these learned representations improve
automated skill assessment? And in the context of surgical activity recognition,
can they even aid the annotation process itself?

6 Publications Stemming from the Fellow’s Efforts

[5–7]

7 How Did the Fellowship Make a Difference?

This fellowship let me focus on my research. Without it, I would have had to
TA for funding. I love teaching, but I have no doubt that the time commitment
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would have severely reduced my research productivity. This of course in turn had
a positive impact on my publications, my thesis, and my time to PhD completion.
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