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Abstract

Title: Deep Learning Models for Visibility Forecasting 

Author: Luz Carolina Ortega Gomez 

Advisor: Luis Daniel Otero, Ph. D. 

 

This dissertation addresses the task of visibility forecasting via deep learning models using 

data from weather stations. Visibility is one of the most critical weather impacts on 

transportation systems. Low visibility conditions can seriously impact safety and traffic 

operations, leading to adverse scenarios, causing accidents, and jeopardizing transportation 

systems. Accurate visibility forecasting plays a key role in decision-making and management 

of transportation systems. However, due to the complexity and variability of weather 

variables, visibility forecasting remains a highly challenging task and a matter of significant 

interest for transportation agencies nationwide. This dissertation explores the use of deep 

learning models for the task of single-step visibility forecasting (i.e., estimation of visibility 

distance for the next hour) using time series data from ground weather stations. The 

aforementioned task has not been fully addressed in the literature, thus, this work represents 

a baseline for further research. The author explores five neural network architectures: 

multilayer perceptron (MLP), traditional convolutional neural network (TCNN), fully 

convolutional neural network (FCNN), multi-input convolutional neural network (MICNN), 

and long short-term memory (LSTM) network. Models were evaluated using two datasets 

from Florida (one of the top states across the US dealing with visibility problems). Three 

cases of lag observations were considered: three, six, and nine hours input data.  
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Chapter 1 

Introduction 

 Visibility is one of the most critical weather variables on transportation 

systems. This variable can be defined as the maximum distance at which a black 

object of suitable dimensions, located near the ground can be seen and recognized 

against a bright background [1]. Low-visibility conditions provide highly unsafe 

scenarios on roads, causing accidents and jeopardizing the operation, performance, 

and safety of transportation systems. Recent statistics from the Federal Highway 

Administration (FHWA) of the United States show that there are over 25,500 yearly 

crashes nationwide due to low visibility, resulting in more than 8,500 injuries and 

400 fatalities [2]. State-level statistics also provide a clear picture of the dangerous 

scenarios caused by low visibility on roads. A recent study concluded that between 

2012 and 2016, Texas led the United States in fatal crashes because of low-visibility 

issues at 227, followed by 139 in California, and 134 in Florida [3]. Moreover, 

statistics from the National Highway Traffic Safety Administration Motor Vehicle 

Crash Data Querying and Reporting System indicates that between 2014 and 2018, 

there were 252 fatal crashes due to low visibility in Texas, 146 in Florida, and 134 

in Texas [4]. Visibility-related crashes usually tend to involve multiple vehicles. For 

example, in 2008, fog and smoke were the reason for a serious crash in on Florida 



2 
 

Interstate-4 between Orlando and Tampa, where 70 cars were involved and that 

resulted in five fatalities. Also in Florida, a similar accident occurred in January 2012 

that resulted in eleven fatalities and several number of injured people. According to 

the incident report of this event from the Department of Highway Safety and Motor 

Vehicles [5], a series of multiple-vehicle collisions occurred within a localized area 

of low visibility on I-75 involving 24 vehicles in six crashes that resulted in eleven 

fatalities and 46 known and reported injuries. These alarming statistics make low-

visibility issues a critical matter of concern for transportation agencies at both federal 

and state levels. Over the years, various studies have sought to improve the 

effectiveness of visibility systems in order to reduce accidents on roads and 

highways. These systems are typically composed of data acquisition, data 

communication, data analysis, and data dissemination components. Within the data 

analysis component, fog detection, classification, and prediction of visibility ranges 

have been identified as key areas that need further development [6]–[8]. 

 Visibility forecasting is a challenging task because weather is a continuous, 

dynamic, multidimensional, and nonlinear process [9]. Thus, there is high interest in 

finding ways to improve visibility estimation. Recent technological advances related 

to collecting, storing, and processing huge amounts of data more efficiently have 

resulted in an increased number of effective machine learning algorithms developed 

for various applications. These advances provide opportunities to explore the use of 

machine learning approaches to address the visibility distance forecasting problem, 
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which is a nonlinear complex problem characterized by temporal and spatial 

variability. Within the field of machine learning, neural networks provide an 

effective approach to solving such nonlinear problems.  

 This study explores the use of deep learning models for the task of single-

step visibility forecasting (i.e., estimation of visibility distance for the next hour) 

using time series data from ground weather stations. The aforementioned task has 

not been fully addressed in the visibility forecasting literature, thus, this work 

represents a baseline for further research on this task. Five deep learning models were 

explored: multilayer perceptron (MLP), traditional convolutional neural network 

(TCNN), fully convolutional neural network (FCNN), multi-input convolutional 

neural network (MICNN), and long short-term memory (LSTM) network.  

1.1. Motivation 

 The motivation for conducting this research grew from a particular interest 

of the author in two topics, transportation systems and deep learning. Despite being 

one of the weather variables with major negative impacts on transportation systems, 

visibility forecasting remains challenging for transportation agencies. A thorough 

review of the current literature showed that the related work treats the problem as a 

classification one. The literature for visibility forecasting defined as a regression 

problem is very limited [10]–[15]. The visibility forecasting task as a regression 

problem (i.e., estimation of future visibility distance value) using time series data 
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from ground weather stations has not been fully addressed. For this reason and the 

recent success of deep learning models for multivariate time series classification 

[10], [16]–[18], the author was motivated to explore the use of deep learning models 

for visibility distance forecasting using data from Automated Surface Observing 

Systems (ASOS) stations. 

1.2. Research Objectives 

 The central goal of this research was to explore the use of deep learning 

models for visibility forecasting as a regression problem (i.e., estimation of future 

visibility distance values) using time series data from ground weather stations. 

Exploratory analysis and preprocessing tasks were performed on data from weather 

stations. Thereafter, five models were explored, evaluated, and compared to each 

other to determine if there was a significant difference in their performance. 

1.3. Solution Approach and Contributions  

1.3.1. Solution Approach 

 The complexity of weather phenomena that affect visibility (e.g., fog and 

dust) creates an inevitable nonlinearity when visibility is forecast. This research 

proposes using deep learning models to deal with variables nonlinearities and, thus, 

address the task of visibility forecasting. Since deep learning is a subfield of machine 

learning, the methodology of the work presented in this dissertation is based on a 

machine learning approach. As shown in Figure 1, the main phases of a machine 
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learning solution approach are: problem formulation, data related tasks, and 

modeling tasks. 

 

Figure 1  — General solution approach for a machine learning problem  

 Problem formulation: Before working with the data, it is necessary to 

understand the problem. For this research, the problem formulation was 

composed of two main tasks, problem understanding and problem framing 

from a machine learning perspective. Chapter 2 and Chapter 3 address the 

understanding of the problem. The former focuses on the related work on 

visibility estimation. The latter presents key concepts of machine learning, 

deep learning and time series. Chapter 4 addresses the problem framing 

structure by presenting the methodology used for this dissertation. 

 Data: This phase comprises all tasks related to the data to be used in the 

modeling stage. These activities are covered in Chapter 5 and include data 

collection, data preparation, exploratory data analysis, and feature 
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engineering. In this phase, the data are retrieved, prepared, analyzed, and 

transformed for proceeding to the next phase, modeling. 

 Modeling: As mentioned, this research explored several neural network 

architectures. Thus, this stage involved training, testing, and evaluating the 

proposed models. Chapter 6 provides a description of the explored models, 

experimental settings, and results. 

1.3.2. Contributions 

 To the best of the author’s knowledge, this is the first effort to explore 

multiple deep learning models for single-step visibility forecasting as a regression 

problem.  The main contributions of this dissertation are: 

 Demonstrating how deep learning can be adapted to one-dimensional (1D) 

data (e.g., time series) with a practical example of visibility forecasting, 

 Exploring five deep models for single-step visibility forecasting using 

multivariate time series datasets: 

 Addressing a task that has not been fully addressed in the literature that can 

potentially help avoid accidents, improve traffic management policies, save 

money, and most importantly save lives through more efficient deployment 

of resources. 
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1.4. Organization of Dissertation 

 The remainder of this dissertation is organized as follows. Chapter 2 provides 

a literature review of visibility forecasting. Chapter 3 presents background 

information on machine learning, deep learning, and key concepts and terminology 

of time series. Chapter 4 describes the proposed methodology. Chapter 5 focuses on 

the data used for this research, as well as the data preprocessing and analysis tasks. 

Chapter 6 describes the experimental settings and presents the results. Finally, 

Chapter 7 concludes with a general summary of the contributions to the literature, as 

well as future research recommendations. 
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Chapter 2 

Literature Review  

 Visibility estimation can play a vital role in keeping the safety and operations 

of transportation systems. However, due to the dynamic nature of weather variables, 

as well as the relatively small spatial scale on which these parameters tend to occur, 

the ability to produce accurate visibility forecasts remains a complex challenge. Over 

the years, various studies have been conducted to improve the effectiveness of 

visibility systems to reduce accidents on roads and highways. These systems are 

typically composed of data acquisition, data communication, data analysis, and data 

dissemination components. Within the data analysis component, fog detection and 

estimation of visibility distances have been identified as key areas that need further 

development (e.g., [19], [20], and [21]).  

 Before discussing the related literature, it is important to address a distinction 

between two terms that are often used interchangeably in this topic, nevertheless, they 

are not the same: prediction and forecasting. Prediction involves the estimation of 

outcomes for unseen data. Forecasting is a sub-discipline of prediction, i.e., it is the 

process of estimating future events based on historical data. Thus, all forecast can be 

considered predictions, however, not all predictions are forecasts.  
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 Two major approaches for estimating visibility for transportation systems 

have been identified in the academic literature: sensor-based and camera-based. Note 

that a camera is a sensor, however, for the purposes of this literature review, camera-

based approaches refer specifically to systems where the main source of data come 

from an image sensor.  The first approach, sensor-based, uses a suite of weather 

sensors to measure, collect and disseminate weather data, including visibility 

distance. Usually, weather stations are composed of the following sensors: cloud and 

ceiling sensor, visibility sensor, precipitation sensor, pressure sensor, temperature 

sensors (e.g., ambient, dew point, and dry bulb temperature), and humidity sensors 

[22]. The second approach, camera-based, uses data from surveillance and/or closed-

circuit television (CCTV) camera systems to estimate visibility distance. Those two 

approaches can be further divided into more categories based on their solution 

approach, e.g., traditional statistical techniques and data driven methodologies (e.g., 

machine learning). One more general distinction among the approaches is the type 

of estimation, e.g., prediction or forecast; quantitative or categorical. 

 Typically, the visibility estimation problem involves developing models 

capable of effectively processing time series input data —collected from weather 

sensors— or image and video data —collected from cameras— to produce an output 

that characterizes visibility. This problem can be defined either as a classification or 

as a regression problem. A classification problem predicts a category or a class, i.e., 

the model classifies an observation as one of two or more classes. Regression 
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problems predict a quantity, i.e., the algorithm outputs a numerical value. Fig. 2 and 

Fig. 3 are illustrative examples of deep learning models for visibility estimation using 

weather data (i.e., time series) defined as a regression problem and as a classification 

problem, respectively. 

 

Figure 2 — Example of a visibility estimation model defined as a regression problem 
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2.1.  Camera-Based Approaches 

 For transportation systems, camera-based research has mainly focused on 

road conditions, visibility distance measurement and fog detection. Visibility 

distance estimation techniques using data from camera imagery systems are widely 

applied due to financial aspects and ease of installation of such systems. The main 

challenge with camera-based visibility estimation is how to restore the depth 

information that is lost from the original 3-dimensional scene [23]. A solution for 

this problem involves applying thresholding and segmentation techniques to search 

for points or regions of interest in the image to measure visibility based on luminance 

attenuation equations. However, this approach requires accurate geometric 

Figure 3 — Example of a visibility estimation model defined as a classification problem with 

three classes 
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calibration of the camera and relies on the presence of reference objects with high 

contrasts in the scene.  

 A recent study proposed a neural network approach for estimating short 

visibility distance ranges using a camera [24]. The model was defined as a 

classification problem with a single hidden layer with 12 neurons and an output layer 

of 6 nodes, corresponding to different visibility ranges. The model achieved an 

overall classification rate of 90.2%. However, the data used to train and test the 

models were synthetic images, real-world data were not evaluated. In [25], authors 

proposed the use of a widely known pre-trained CNN [17] and a generalized 

regression neural network (GRNN) to estimate visibility distances from webcam 

weather images. The model was evaluated in a database with visibility range between 

5 km and 35 km, obtaining a predicting error of 3 km. Similarly, in [26], the authors 

used outdoor images collected from the Internet to estimate visibility distance. The 

architecture of the model was based on a CNN and a recurrent neural network (RNN). 

The model achieved 90.3% accuracy for a visibility evaluation range of 300 to 800 

m. However, the main drawbacks of this method are that the images used for 

evaluation were manually annotated and the model was computationally costly. A 

recent paper proposed an approach based on deep integrated CNN for estimation 

distances from camera imagery [27]. The model was defined as a classification 

problem was evaluated using three images datasets, each with different number of 

classes. In terms of classification accuracy, the model achieved 94% and 91.3% for 
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short-range and long-range images, respectively. The authors calculated the mean 

square error, however, it is not clear how they obtained the predicted visibility value, 

as the model outputs correspond to probability estimates of each class membership 

and not a visibility value. Moreover, the title of the paper refers to the study as a 

forecasting task, however, no estimation of future events is performed.  

 Image and video data availability is growing fast, however, there still are 

some general limitations regarding visibility distance estimation approaches using 

such data. Most of the proposed models can be used only for daytime images, as 

images taken at night may not have enough features or good enough quality, thus, 

they require different image processing techniques. Model training of some of the 

approaches are time consuming, therefore, they can be computationally expensive. 

Some approaches focus only on the classification task and do not provide a 

quantitative result. Furthermore, no work was found in the area of visibility 

forecasting using image or video data. 

2.2. Sensor-Based Approaches 

 Sensor-based approaches, as indicated by their name, use data from a suite of 

sensors and rely on meteorological data (e.g. air temperature, wind direction, wind 

speed, and humidity) to estimate visibility distance. The current literature uses data 

from weather and airport stations, however, the deployment of these approaches in 
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new locations is likely to be more expensive than a camera based system due to the 

additional required hardware.  

 Various studies have proposed the use of decision trees for fog forecasting 

using weather data ([28], [29], [30]). Decision trees are a graphical representation 

that follows decision paths based on a set of rules. Despite the popularity of this 

approach in other fields, its application for visibility forecasting remains a challenge. 

A key issue involves dealing with the complexity of weather parameters such as fog 

to establish effective rules. Furthermore, these studies were defined as a 

classification problem and only provide a categorical result, e.g., fog or no fog. Fuzzy 

logic approaches –designed to deal with complex imprecise variables—have also 

been tested to forecast visibility ([31], [32]). However, the definition of membership 

functions and rules required to develop effective fuzzy logic models are also highly 

complex and subjective. In [33], the authors used fuzzy logic to develop a weather 

event prediction system. Temperature, pressure, dew point, and humidity were used 

as weather parameters to predict the following weather events: clear weather, fog, 

scattered clouds, thunderstorm, partly clouds, rain, and rain-thunderstorm. 

Performance tests of the overall fuzzy system resulted in a 96.9% level of accuracy. 

 Although neural network models have been widely used in the atmospheric 

science field with promising success, their application for visibility forecasting is still 

limited [6]. Various researchers have developed neural network models defined as 

classification problems in the areas of ceiling and visibility forecasting, achieving 
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promising results [12], [13], [15], [34]. However, these models provide only  a 

visibility range or a visibility scenario, e.g., low visibility vs good visibility or fog vs 

no fog. In [11], the authors used machine learning algorithms to classify visibility 

into three classes: low visibility, moderate visibility, and good visibility based on 

historical weather data. Despite achieving promising results, no quantitative results 

were provided and the temporal component was not included. In [35], a deep learning 

model using weather data from an airport was implemented for visibility forecasting. 

The evaluation range was from 0 to 5 km and the error achieved was 705 m. The 

study does not provide details about the model architecture, in fact, the only 

information provided was the type of neural network, an MLP. Furthermore, the 

study indicates that the training and testing samples were randomly split, which is 

not considered the right technique when dealing with time series data forecasting 

(more information about this is provided in Section IV). A three layer (i.e., model 

with a single hidden layer) feed forward risk neural network was proposed for 

visibility forecasting. The model used the average daily values of weather variables, 

pollutants concentrations values, and visibility value at certain time to forecast next 

day’s visibility value at that time. The evaluation range was 0 to 6.21 mi and average 

error was around 1.3 mi [36]. Researchers have also addressed the question of 

whether neural networks had any advantages over traditional statistical tools (e.g., 

linear and logistic regression) to visibility estimation, concluding that  neural 

networks are capable of producing better visibility estimations [15].  
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 The visibility estimation problem has also been addressed by using numerical 

weather prediction models [37]–[40]. These models rely on physics and differential 

equations to produce visibility forecasts based on current weather data [37]–[40] . 

Some of the factors that affect their accuracy include the density and quality of the 

observations used as inputs (i.e., initial conditions). Numerical models are also very 

sensitive to initial conditions. That is, the models will not achieve good results if the 

first weather observations used as inputs are not accurate or do not accurately 

represent current conditions, which is a common challenge for visibility estimation. 

Approaches using satellite data have been used for visibility estimation [41]–[43]. 

The main limitation of these models is the difficulty to differentiate between a low-

lying cloud and fog using satellite data. Thus, these models are mostly useful to 

determine levels of visibility at mid and high altitudes and not at ground level. Hence, 

they are not appropriate for road visibility estimation.  
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Chapter 3 

Background 

 This chapter provides a description of the methodology used to explore the 

models. It starts with a theoretical background related to machine learning, deep 

learning, and time series for understanding of the work conducted. Thereafter, a 

section on the proposed methodology follows, along with a description of the 

network architecture. 

3.1. Machine Learning 

 Machine learning is a branch of artificial intelligence that is concerned with 

the question of how to build computer models that automatically improve their task 

performance through experience [44]. Learning is the process of estimating model 

parameters so that the learned model can perform a specific task. Three common 

types of machine learning algorithms can be identified based on the nature of 

learning: 

 Supervised: Supervised learning algorithms learn from historical data and try 

to model relationships between a set of inputs and an output (i.e., the model 

is trained with labeled data). This category can be further categorized as 

follows: 
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o Classification: The output of the problem is a discrete choice of 

categories. A classification problem is one in which a category or 

class is predicted, that is, the model classifies a sample as one of two 

or more labels). Problems with two classes are called binary 

classification problems, and those with more than two classes are 

known as multiclass classification problems. 

o Regression: The output of the problem is continuous. A regression 

problem is one in which a quantity is predicted (i.e., the model 

forecasts a numerical quantity). 

 Unsupervised: The goal of unsupervised algorithms is to learn internal 

representations or patterns in data that do not have output categories or vales 

(i.e., the model is trained with unlabeled data) with the purpose of discovering 

unknown relationships within the data. Examples of unsupervised tasks 

include clustering and dimensionality reduction. 

 Reinforcement learning: This type of algorithm involves using the 

observations gathered from the interaction with its environment to take 

actions that would maximize the reward or minimize the risk. Reinforcement 

algorithms continuously learn from their environment using iteration. 

 This dissertation focuses on the supervised learning problem of regression, 

specifically the task of time series forecasting. The following section expands the 

discussion of supervised learning algorithms. 
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3.1.1. Supervised Learning 

 There are two basic phases for supervised machine learning algorithms: 

training and testing. During the training phase, the model is conditioned using known 

data. Some supervised learning concepts are presented as follows: 

 Model: A machine learning algorithm that, when trained, can predict an 

output value given input feature vectors. 

 Features: Inputs to the model (i.e., values from which the model will learn in 

order to make a prediction). 

 Training dataset: Pairs of feature vectors and associated outputs used to train 

the model. 

 Test dataset: Pairs of feature vectors and associated outputs used to evaluate 

the performance of a trained model. 

 Parameter: A set of values learned during the training phase to optimize the 

model. 

 Hyperparameter: Values that define the model (i.e., values not learned but 

customizable).  

 

3.2. Deep Learning 

 This section presents deep learning, a subfield of machine learning 

encompassing models inspired by the structure and function of the brain, called 
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artificial neural networks (ANNs). Deep learning entails using a multilayer 

representation to model relationships between data [45], [46]. In the past few years, 

ANN architectures have been increasingly used for classification and regression 

tasks because of their ability to provide a robust approach to approximating real-

valued, discrete-valued, and vector-valued functions from observations [44]. 

Furthermore, neural networks offer promise for time series forecasting due to the 

following characteristics:  

 ANNs are data driven and self-adaptive in nature [47]–[49]. Data-driven 

models are based on the analysis of the data characterizing the problem under 

study, without explicit knowledge of the physical behavior of the system 

being modeled [50]. As noted in [51], data-driven models are adaptively 

developed based on the features presented from the data and not based on a 

priori assumptions about the statistical distribution of the data. Furthermore, 

neural networks are fault tolerant (i.e., they can handle noisy and complete 

data).  

 ANNs allow introducing nonlinearity to models. Practitioners consider 

ANNs a more practical approach when addressing problems with complex 

data (i.e., nonlinear dependencies), compared with traditional linear 

approaches such as ARIMA methods [47], [49], [52]. As noted in [53], there 

is a growing need to solve highly nonlinear and time-variant problems such 

as those in stock and weather forecasting.  
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Based on the universal approximation theorem, ANNs are universal functional 

approximators that can efficiently approximate a continuous function to the desired 

level of accuracy [54], [55]. The main advantage of neural networks is their ability 

to learn a mapping representation of a function. This capability derives from the 

multilayered structure of the network. Neural network models can learn to represent 

features at different scales and combine them into higher-order features, for example, 

from lines to a collection of lines and then to shapes.  

3.2.1. ANN Architecture 

 The basic structure of an ANN consists of small processing units, known as 

nodes or neurons, linked to each other by weighted connections. The general 

structure of a neural network is composed of highly interconnected nodes working 

in parallel to solve complex problems. These nodes are computational units, which 

receive weighted input signals that are summed and spread by an activation that 

transforms them into an output signal. Both the weights and the activation functions 

can be modified during the training phase of the model. Fig. 4 illustrates a single 

ANN node.  
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Figure 4 — ANN single node 

 In addition to the weighted inputs, there is a bias applied to the network that 

decreases or increases the net input of the activation function. Thus, a node can be 

broken down into the following components: 

 Inputs (𝑥1, 𝑥2, … , 𝑥𝑛); 

 n-vector input weights (𝑊1, 𝑊2, … , 𝑊𝑛); 

 A sum function ( ∑  ) that sums each input multiplied by its corresponding 

weigh; 

 A bias; 

 An activation function that transforms the sum computed by the sum 

function; 

 An output. 
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 A mathematical representation of the node shown in Fig. 4 (including the 

bias) is described using Equations (1) and (2): 

                                                       𝑧 = ∑ 𝑤𝑗𝑥𝑗
𝑛
𝑗=1 + 𝑏                                             (1) 

𝑦 = 𝑔(𝑧)                                                       (2) 

Equation (1) represents a linear combination of the weighted inputs and the bias, 

where 𝑥1, 𝑥2, … , 𝑥𝑛 are the input signals, 𝑤1, 𝑤2, … , 𝑤𝑛 are the respective weights, 

and b is the bias. Equation (2) represents the output y of the node, where g(z) is the 

activation function, which is typically nonlinear.  

 An ANN can be composed of multiple nodes, which are arranged into 

networks of nodes creating layers. The first layer of a network is called the input or 

visible layer. Typically, input layers are depicted with one node per input value. 

However, these nodes are not similar to the aforementioned units, because they only 

pass the input value through the next layer of the network. The layers after the input 

layer are called hidden layers because they are not directly exposed to the input 

values.  

 Networks with more than one hidden layer are referred to as deep neural 

networks (DNNs). A DNN is a collection of layers 𝐿, where one layer 𝑙𝑖, such as 𝑖 ∈

1 … 𝐿, contains 𝑛 nodes. The input of layer 𝑙𝑖 corresponds to the output of layer 𝑙𝑖−1. 

Each layer takes the output of the previous layer, and an activation function is 

applied. The behavior of these transformations is controlled by a set of weights, as 

mentioned for the single node case. The final layer of a model is called the output 
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layer, which gives a value or vector of values corresponding to the solution of the 

problem. The number of nodes of the output layer and their corresponding activation 

functions is strongly constrained by the type of predictive problem. For example, a 

regression problem may have a single output node; a binary classification problem 

may have a single output neuron or two, depending on the activation function; and a 

multiclass classification problem may have multiple output neurons, one for each 

class. Figure 5 shows a neural network with 𝑛 inputs, one hidden layer with three 

nodes, and an output layer with one node.  

 

Figure 5 — Example of a neural network model with one hidden layer 

 DNNs can be further classified into feedforward and feedback networks. 

Feedforward networks refer to architectures wherein the connection between the 

nodes do not form a cycle or loop. Thus, the information flow occurs in one direction 
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only (from the input layer via the hidden layers upward to the output layer). There 

are no feedback connections for the outputs of the models to be fed back into the 

network. Hence, the nodes in a layer of a feedforward network are connected only to 

the nodes in the next layer. In contrast, feedback networks involve the usage of 

previous outputs as new inputs such that they are recurring, i.e., feedback networks 

uses previous information as inputs through recurring connections. These type of 

networks allow operation over a sequence of vectors over time. The intuition behind 

a recurrent neural network (RNN) can be thought as multiple copies of the same 

network, each network passing their outputs to a successor. Figure 6 shows a simple 

RNN with an input layer, a single hidden layer, and output layer, and its recurrent 

architecture. 

 

Figure 6 — Example of a simple RNN with a single hidden layer and its recurrent architecture 
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3.2.2. Activation Function 

 The activation function defines the output of a node in terms of the weighted 

sum of the inputs and bias. Furthermore, the activation function scales the output 

from a given layer to a useful value. The simplest activation function is linear 

activation, for which no transformation is applied to the summed and weighted inputs 

(i.e., the network is a combination of linear functions). A model with only linear 

activation functions has the advantage of easy training. However, such a model 

cannot learn nonlinear representations of the data. Linear activation functions are 

used in the output layer of models designed for regression tasks (i.e., models that 

predict a quantity).  

 Nonlinear activation functions allow a model to learn complex relationships 

in data, thus helping the model account for nonlinear effects. Among the most widely 

used nonlinear functions are the sigmoid function, rectified linear unit (𝑅𝑒𝐿𝑈 ) 

activation function, 𝑠𝑜𝑓𝑡𝑚𝑎𝑥  function, and hyperbolic tangent (𝑡𝑎𝑛ℎ ) function. 

Figure 7 shows the most common activation functions used for neural network 

models. The selection of an activation function depends on the type of task being 

addressed by the model, as well as the training and performance goals, as shown in 

Table 1. The 𝑅𝑒𝐿𝑈 function has become the default activation function by many 

practitioners due to the ease of training and performance achieved by models using 

it. The sigmoid and 𝑡𝑎𝑛ℎ activation functions are not recommended for networks 

with many layers because of the vanishing gradient problem. Errors are 
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backpropagated through the network and used to update the weights and biases. 

When the sigmoid or 𝑡𝑎𝑛ℎ  function is used, the number of errors decreases 

dramatically with each additional layer through which it is propagated due to their 

derivatives, thus preventing deep models from learning effectively.  

 

Figure 7 — Most common activation functions used for in neural network models 

 

Table 1 — List of commonly applied output layer activation function depending on the task 

Task Output layer activation Function 

Binary Classification Sigmoid 

Multiclass Classification  Softmax 
Regression Identity/Linear 
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3.2.3. Training 

 The training phase entails updating the values of the weights and biases from 

the input data, with the goal of finding the best values that minimize the loss function. 

The main steps of this phase are as follows: 

 Initialization: Typically, all network weights are initialized to small random 

numbers. 

 Forward propagation: During this step, the inputs are provided to the input 

layer and are propagated through each layer of the network until a prediction 

vector is computed in the output layer. Consider a network with 𝐿 layers and 

𝑛 input nodes, activated by input vector 𝑥. Each node in the first hidden layer 

calculates the weighted sum of the input units: 

                                                       𝑧𝑖 = 𝑊𝑇𝑋𝑖 + 𝑏                                               (3)                                                

                                                    �̂�(𝑖) = 𝐴(𝑖) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑧(𝑖))                                    (4) 

 Loss function calculation: This is a predefined error metric that evaluates the 

performance of the model by comparing the predicted values with the actual 

values (i.e., by measuring the compatibility between the output predictions 

and the given ground-truth values for a training dataset). For explaining the 

training phase, the loss function is defined as the squared sum of the 

differences between each predicted value and the actual value. The loss 

function computes the error for a single training example. The cost function 

is the average of the loss function of the entire training set: 
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                                                      ℒ2(𝑦𝑖,�̂�𝑖) = ∑ (𝑦𝑖 − �̂�𝑖)2𝑚
𝑖=0                                       (5) 

The loss function is the basic source of information on the progress of the 

learning process (i.e., the loss function monitors the training process).  

 Backward propagation: The backpropagation algorithm is the most 

commonly used method for model training. This learning algorithm computes 

the gradient of the loss function to update the trainable parameters of a 

network toward the direction that minimizes the error between the network 

output values and the target values for the outputs. Backward propagation is 

used to calculate the gradient (derivative) of the loss function with respect to 

the model’s weights and biases.  

3.2.4. Multilayer Perceptron 

 An MLP is considered the simplest and most traditional architecture among 

deep learning models [10]. MLP models refer to an ANN with a feedforward 

architecture composed of multiple layers (i.e., the network has one or more hidden 

layers). This type of ANN is also known as a fully connected (FC) network, since 

the nodes in layer 𝑙𝑖 are connected to every other node in layer 𝑙𝑖−1. In addition, the 

nodes are organized in layers, with the connections feeding forward from one layer 

to the next. 

3.2.5. Convolutional Neural Network 

 CNNs are a type of feedforward neural network initially developed for 

classification tasks mostly involving image data or computer vision applications 
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(e.g., image classification and facial recognition). However, because they can 

automatically extract and learn features from sequence data, they have been 

implemented on 1D data such as text and time series. When operating on 1D data, 

CNNs read across a sequence of previous observations and learn to extract features 

that are relevant for making a prediction.  

 There are several variations of CNN architectures. The traditional 

architecture (introduced by [17]) is a sequence of layers consisting of stacked 

convolution and pooling layers followed by one or more FC layers that output the 

prediction of the model. A brief explanation of each layer is provided in the 

following: 

1. Convolutional layer: The fundamental component of a CNN architecture is 

the convolutional layer, since it performs feature extraction and thus learns 

the patterns and representation of the input data. The convolutional layer is 

composed of filters and feature maps. The filters, also known as kernels, are 

the equivalent of the nodes in a regular neural network layer with learnable 

weights and biases. However, in a convolutional layer, the nodes are arranged 

in such a way that the nodes of each layer are connected only to a small region 

of the next layer, instead of to all the nodes. This local connectivity is 

achieved by replacing the weighted sums from the neural network with 

convolutions. Thus, the basis of CNNs is the convolution operation, a linear 

operation that involves applying a filter to an input (i.e., the multiplication of 
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a set of weights with the inputs). A convolution can be seen as applying and 

sliding a filter over input data. A discrete convolution of two 1D signals, 

particularly the convolution of f and g (written as 𝑓 ∗ 𝑔), evaluated at n is 

shown in Equation 6: 

                              (𝑓 ∗ 𝑔)[𝑛] =  ∑ 𝑓[𝑘] ∙ 𝑔[𝑛 − 𝑘]∞
𝑘=−∞                     (6) 

where f is the filter of the convolution and g is the input. Repeatedly applying 

the filter results in an activation map called a feature map, which indicates 

the locations of the features in an input. Note that the filters are the only 

parameters learned during the training process of the convolution layer. A 

feature map is the output of one filter applied to a previous layer. The 

convolutional layer reads sequences of input data and automatically extracts 

features from the convolution operation. Note that the convolution operation 

for this research was a 1D convolution since the data were time series. Thus, 

a convolution of a 1D array with a kernel entails taking the kernel, sliding it 

along the array, multiplying it with the items in the array that overlap with 

the kernel in that location, and summing the product. Then, the outputs of the 

convolution go through a nonlinear activation function.  

2. Pooling layer: A pooling layer downsamples the extracted features of the 

previous convolutional layer by reducing the spatial dimensions of the 

activation maps and the number of parameters in the network. The use of 

pooling layers is considered a technique for generalizing feature 
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representations, thereby reducing the overall computational complexity and, 

thus, generally reducing the chances of training data overfitting. The two 

most commonly used pooling techniques are max pooling and average 

pooling. The former reduces the features by taking the maximum of the 

feature map values (i.e., the most activated presence of a feature), whereas 

the second case takes the average of the values of the feature map (i.e., the 

average presence of a feature). Other pooling operations include stochastic 

pooling and spectral pooling. The pooling operation is specified, rather than 

learned because there are no learnable parameters in any of the pooling 

layers). Furthermore, the output of a pooling layer is a new feature map 

smaller than the output feature map of the previous convolutional layer.  

3. FC layer: An FC layer refers to a flat-feedforward neural network layer used 

as the last layer of a CNN to interpret the features extracted by the stacks of 

the convolutional and pooling layers of the model. This type of layer is used 

to create a final nonlinear combination of the features, and it outputs a vector 

representing the forecasting.  
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 During the training process of a CNN model, the goal is to find the filters of 

the convolution layer that work best for a given task based on a given training dataset. 

The key advantage of CNN architectures is that the convolutional and pooling layers 

act as learnable feature extractors, whereas the FC layer maps the extracted features 

into a final output (i.e., a prediction). The general architecture of a CNN is depicted 

in Figure 8. 

3.2.6. Long Short-Term Memory Network 

 LSTM networks are a type of RNNs that were created to address the 

vanishing gradient problem with the original RNN architecture. The basic LSTM 

architecture consists of recurrent connected memory blocks. A memory block is 

composed of an input gate (it), forget gate (ft), and output gate (Ot). As shown in 

Figure 9, a memory block has three inputs xt, ht-1, and Ct-1, corresponding to the input 

vector, hidden state at 𝑡 − 1 (output of previous block), and memory from previous 

Figure 8 — General architecture of a CNN 
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block, respectively. The outputs are Ct (memory from current block) and ht (hidden 

state or output of current block). The gates and the outputs are defined as follows: 

𝑓𝑡 = 𝜎(𝑊𝑓 . [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑓                                                (7) 

𝑖𝑡 = 𝜎(𝑊𝑖 . [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑖                                                (8) 

�̃�𝑡 = tanh( 𝑊𝐶 . [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝐶)                                          (9) 

𝐶𝑡 = 𝑓𝑡 ∗ 𝐶𝑡−1 + 𝑖𝑡 ∗ �̃�𝑡                                               (10) 

𝑂𝑡 = 𝜎(𝑊𝑂 . [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑂                                          (11) 

ℎ𝑡 = 𝑂𝑡 ∗ tanh �̃�𝑡                                                  (12) 

where W and b correspond to the weight matrix and bias of each gate.  

 

Figure 9 — Diagram of a LSTM cell with visual representation of its internal structure 

3.3. Time Series 

 A time series is a sequence of observations 𝑥𝑡 ∈  ℝ ordered in time, where 𝑡 

is the current time and point of reference of the observation, i.e., there is an order 
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dependence between observations. Time series data can be found in a wide variety 

of real-world applications. For example, in the medical and healthcare fields, time 

series data is used for electrocardiograms analysis [56], gesture recognition [57], 

biometric classification [58], and surgical skills identification [59]. Time series 

datasets are also widely used on finances, e.g., stocks trend analysis and prediction 

[60], [61]. Other examples of fields where time series are exploited include: 

oceanography [62], language processing tasks [63], [64], astronomy [65], cyber 

security [66], and meteorology  [67].  

 The practice of fitting a time series to a suitable model is known as time series 

analysis. Time series analysis is complex in nature due to the analysis required to 

discover hidden patterns and noise in the data. The time series forecasting task 

involves developing and implementing a predictive model on data where there is an 

ordered relationship between observations to forecast future values, i.e., use a model 

to predict future values based on previously observed values. As noted in [68], time 

series forecasting can be seen as the act of predicting the future understanding the 

past.  A forecast requires inputs and outputs. Inputs refer to the historical data 

provided to the predictive model in order to make a forecast, while outputs refer to 

the prediction or forecast for a future single or multiple time steps beyond the data 

provided as input. Time series problem can be structured based on the number of 

variables measured over time. Below are some time series related formal definitions. 
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 Univariate time series: a single variable is measured over time. Formally, a 

univariate time series 𝑋 = [𝑥1, 𝑥2,⋯,𝑥𝑇] is an ordered set of real values. The 

length of X is equal to the number of observations T. 

 Multivariate time series (MTS): two or more variables are measured over 

time. Formally, An 𝑀dimensional time series, 𝑋 = [𝑋1, 𝑋2, … , 𝑋𝑀] consists 

of 𝑀 different univariate time series with 𝑋𝑖 ∈  ℝ𝑇. 

 Dataset: A dataset 𝐷 = {(𝑋1, 𝑌1), (𝑋2, 𝑌2), … , (𝑋𝑁, 𝑌𝑁)}  is a collection of 

pairs (𝑋𝑖, 𝑌𝑖) where 𝑋𝑖, could either be a univariate or an MTS with 𝑌𝑖, as its 

corresponding target value. 

 Note that the number of variables may differ between the inputs and outputs. 

Typically, for multivariate time series problems, there are multiple variables as input 

to the model and only one variable as output.  A further distinction between inputs 

and outputs of time series problems can be made. 

 Univariate and Multivariate Inputs: one or more input variables measured 

over time. 

 Univariate and Multivariate Outputs: one or more output variables to be 

forecasted. 

 A time series forecasting problem that requires a prediction of the next time 

step is called a one-step model, while a problem that requires a prediction of more 

than one time step is known as a multi-step model. Thus, a time series model can 

also be classified based on the forecasting steps required. 



37 
 

 One-step Model: model forecasts the next future time step 

 Multi-step Model: model forecasts more than one future time steps 

Moreover,  

 The components of a time series are: 

 Trend: consistent upwards or downwards slope of a time series 

 Seasonality: clear periodic pattern of  time series, e.g., sine function 

 Noise: outliers or missing values.  

3.4. Time Series and Machine Learning 

 In the past two decades, time series forecasting has been considered one of 

the most challenging data mining problems ([10], [69], [70]). Furthermore, machine 

learning has come to the forefront for forecasting problems due to several key 

technological advances: 

 Data availability, data sources 

 Improved machine learning algorithms with better training techniques 

 Vastly more powerful computing resources 

 Ease of coding due to creation of open source machine learning and data 

analysis libraries 

 Due to their natural temporal ordering, time series data are present in almost 

every task that requires some sort of human cognitive process. As mention above, in 

many real-world applications, data are captured in the form of time series. Due to the 
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increase of time series data availability, hundreds of time series classification 

algorithms have been proposed. However, only a few methods have considered the 

used of deep learning to perform time series related tasks and research on regression 

tasks for time series forecasting is limited compared to time series classification [10]. 

Furthermore, some deep learning algorithms are good for modeling non-linear 

processes, thus, becoming potential candidates for weather-related forecasts models 

where it is unlikely that all the variables are linked by a linear relation.  
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Chapter 4 

Methodology 

 Despite the success of deep learning, the problem of visibility forecasting 

using deep learning has not been fully addressed. This study explored the use of deep 

learning models for visibility distance estimation, a task that would benefit 

transportation systems specially when dealing with low visibility conditions.  

4.1.  Proposed Methodology 

 This section presents the methodology approach used in this dissertation. A 

flow chart of the methodology is shown in Fig. 10. Note that the methodology may 

require revisiting previous steps instead of a single pass one. The main steps are as 

follows: 

 Data collection: The first step involves collecting data. Data on hourly weather 

variables from two ASOS stations are retrieved from the National Oceanic and 

Atmospheric Administration (NOAA) website. Details related to data collection 

can be found in Chapter 5. 

 Data preprocessing: After the data collection is completed, the data go through a 

cleaning, exploration and preparation process. The goal of this step is to create 

the train and test sets to be used during model building, training, and testing. The 
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choice of input variables is determined by four main criteria: data analysis –

descriptive statistics and data visualization; domain knowledge –understanding 

of weather variables and low visibility conditions; feature engineering –creation 

of features based on data and domain knowledge; and data availability –handling 

of missing values, duplicate values, and duplicate variables The datasets need to 

be transform into an input-output format, so that in the model building, training 

and testing step, the models can learn to map a sequence of past observations as 

input to an output observation. The visibility forecasting problem is setup as a 

regression machine learning task, where a “visibility value” corresponds to the 

output parameter, defined as the maximum horizontal visibility. One of the 

challenges of forecasting is finding the number of past events that should be 

considered when making predictions about the future. This number depends on 

the nature of the problem. Visibility values can change drastically in short period 

of times. Thus, for visibility forecasting, it is not necessary to capture long 

temporal patterns of historical data, but rather few consecutive points. This 

dissertation addresses the task of single-step visibility forecasting, i.e., estimation 

of visibility distance value for the next hour. Three cases are considered for the 

number of lag observations provided as input: time series data for the past 3 

hours, 6 hours, and 9 hours. Typically for machine learning problems, data are 

divided into three datasets; training set, validation set, and testing set. However, 

for this exploratory research only data for one low visibility prone season in 



41 
 

Florida are considered, hence, the datasets are only split into a training and testing 

set. Details related to data preprocessing can be found in Chapter 5. 

 Model development: this step involves model building, training, and testing. For 

model building, first, the literature review is reviewed to determine what 

architectures have been successful when dealing with time series tasks. This 

dissertation explores five deep learning architectures. Second, hyperparameters 

need to be defined.  Hyperparameters are those parameters that are independent 

of the data (i.e., values that cannot be learned directly from the data) and are used 

to control the models. Examples of hyperparameters include hidden layers, nodes 

per layer, activation functions, optimizer, and batch size, among others. Once the 

models are defined, the models are trained on hourly weather to estimate the 

visibility distance of the next hour. When the training is completed, the models 

are used to estimate the visibility values of the test sets. Details related to model 

development, including models’ architectures and hyperparameters can be found 

in Chapter 6 

 Evaluation: The models are evaluated on the basis of the results from the 

estimation obtained using the test sets. The performance metric used for model 

evaluation is the root mean squared error (RMSE). The model with the lowest 

average RMSE of the sliding windows forecasts is considered to perform better 
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than the rest of the models. Numerical results and evaluation can be found in 

Chapter 6. 

Figure 10 — Flow chart of the proposed methodology 
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4.2. Software and Computational Setup 

 The datasets were retrieved as comma separated value (CSV) files. Excel was 

the software used for initial data inspection and preprocessing. Python was the 

programming language used for this dissertation through Anaconda, a free and open-

source Python distribution. The Python libraries that were used are: 

 Pandas: Data analysis library. Mostly used for exploratory data analysis 

tasks; 

 Scikit-learn: Machine learning library; 

 Numpy: Scientific computing and data manipulation library; 

 Matplotlib: Visualization library; 

 Seaborn: Visualization library; 

 Keras: Specialized deep learning library. All models were built, trained, and 

tested using this library. 

 The computer specifications were as follows: 

 Processor: 2.7 Ghz Intel Core i7; 

 RAM: 16 GB. 
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Chapter 5 

Data 

 This chapter discusses the data phase of the solution approach to resolving 

the visibility forecasting problem. It is known that data related tasks consume the 

most time of a machine learning project, in some cases using up to 80% of the total 

project time [71]–[73]. The cross-industry standard process for data mining (CRISP-

DM) [74] methodology was used as a guideline for data-related tasks. CRISP-DM 

entails grouping data related tasks into two main categories: data understanding and 

data preparation.  

5.1. Data Understanding 

 To prepare a dataset for modeling, it is necessary to understand the data and 

their structure. Data understanding starts with data collection and then continues with 

data description, and finally data exploration. These tasks are described in the 

following subsections.  

5.1.1. Data Collection and Description 

 NOAA is responsible for hosting and providing public access to historical 

weather data and information. This research used local climatological data (LCD) 

collected from two land-based stations in Florida, specifically one in Orlando and 
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one in Melbourne. For stations’ details (e.g., station name, station ID, and station 

location), see Fig. 11. 12 shows a multiple angle view of the Orlando Station.  

 

Figure 11 — Weather stations details 

 An LCD dataset consists of hourly observations of weather elements (e.g., 

temperature, dew point, humidity, wind speed and direction, atmospheric pressure, 

sky conditions, and visibility) and a monthly summary of the extremes and averages 

of some of the weather elements for a single weather station. LCD datasets from both 

stations were retrieved from the NOAA website in a comma-separated value format, 

with a date range between December 1, 2018, and April 30, 2019. This date range 

was chosen based on climatological findings. For instance, early climatological 

studies from the 1970s concluded that January was the peak month for heavy fog 

(i.e., visibility of less than one quarter of a mile) in most of the Southeastern United 
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States [7], [8]. Recent studies related to low-visibility conditions in Florida have 

agreed that most low-visibility scenarios tend to occur between December and April 

[19], [75]. 

 

 

 

Figure 12 — Multiple angle view of Orlando Weather Station 

 The original raw datasets required initial data preparation because of some 

missing values, format inconsistencies, and duplicate information (e.g., the 

temperature variables had one column for values in degrees Fahrenheit and another 

one for degrees Celsius). Both datasets had 3,624 observations for each weather 

variable: 744 observations corresponding to December, January, and March; 672 to 

February; and 720 to April. Initially, the datasets had eight potential variables to be 
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considered as input features to the model. The following are the descriptions for these 

variables: 

 Dew-point temperature: Given in whole degrees Fahrenheit, this is the 

temperature at which water vapor starts to condense out of the air (i.e., when 

the air becomes completely saturated). If the dew-point temperature is close 

to the dry-bulb temperature, then the relative humidity is high. By contrast, 

if the dew-point temperature is well below the dry-bulb temperature, then the 

relative humidity is low [76]. 

 Dry-bulb temperature: Also termed ambient air temperature (i.e., standard air 

temperature in whole degrees Fahrenheit and an indicator of heat content) 

[77], this is called dry-bulb because the temperature is indicated by a 

thermometer shielded from radiation and moisture. 

 Relative Humidity: Determined according to the nearest whole percentage, 

this is the Ratio of the amount of water vapor in the air relative to the amount 

required for saturation [78]. 

 Sky Conditions: Observations for this variable are based on sky coverage. 

There are seven categories: 

o CLR: Clear sky; 

o FEW: Few clouds; 

o SCT: Scattered clouds; 

o BKN: Broken clouds; 
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o OVC: Overcast; 

o VV: obscured sky (e.g., the sky cannot be seen due to obscuring 

phenomena such as smoke or fog);  

o X: partially obscured sky. 

 Station Pressure: This is the atmospheric pressure observed at the station 

during observation, and it is expressed in inches of mercury. 

 Wet-bulb temperature: This is given in whole degrees Fahrenheit and refers 

to the adiabatic saturation temperature, and it is an indicator of moisture in 

the air [79]. 

 Wind direction: The wind direction is from true north using compass 

directions (e.g., 360 = true north, 180 = south, and 270 = east). Note: A 

direction of “0” is given for calm winds. The value of the observation 

represents the angle, measured in a clockwise direction, between true north 

and the direction from which the wind is blowing. 

 Wind speed: Speed of the wind at the time of observation given in miles per 

hour. 

 The target feature corresponds to visibility. This variable is defined below. 

 Visibility: Horizontal distance an object can be seen and identified given in 

whole miles. Note that for visibilities of less than 3 mi, the observations are 

given in smaller increments (e.g., 1.5). 
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 As part of the data understanding phase, the following is a list of key findings 

and facts related to weather variables involved in datasets: 

 Dew-point temperature can be considered water condensation. 

 Wet-bulb temperature can be considered water evaporation. 

 The value of the wet-bulb temperature is between the dew-point and dry-bulb 

temperatures. 

 When the air is 100% saturated (i.e., when the relative humidity is at its 

maximum value, the conditions are ideal for fog) [80]. 

 Wet-bulb temperature is higher than dew-point temperature but lower than 

dry-bulb temperature except at saturation (i.e., 100% relative humidity), 

when the three temperatures are identical.  

 When the relative humidity is at 100%, the air is totally saturated with water 

vapor and cannot hold anymore vapor. 

 Fog generally forms when the difference between the air temperature and 

dew-point temperature is less than 4.5 °F [81]. Thus, the dew-point 

temperature and dry-bulb temperature could become a new combined input 

feature. 

 Cloud cover and wind speed affects visibility conditions [82]. 

 Dew-point temperature, dry-bulb temperature, relative humidity, station 

pressure, wet-bulb temperature, and wind speed are numerical variables. 
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 Despite being expressed as a number, wind direction is a categorical variable 

because its values do not represent a numerical value (e.g., a value of 360 

indicates that the wind direction is from true north). Thus, to use wind 

direction as a feature for the prediction models it needs to be modified 

through feature engineering. 

 The literature suggests the creation of a new feature, time of the day. 

Typically, low visibility conditions occur during late at night or early 

morning [6], [15]. 

 Sky condition is a categorical variable, thus, needs to be represented 

numerically to be an input of deep learning models. 

5.1.2. Data Exploration 

 This subsection presents the exploratory data analysis (EDA) performed as 

part of this research. EDA provides data insight through visualizations and summary 

statistics. This analysis facilitates extracting answers and useful patterns than can be 

exploited in the modeling phase. Note that EDA can be considered a task for 

acquiring expert knowledge about the problem through the data. A summary of the 

descriptive statistics of the potential numerical input features for both datasets is 

presented in Tables 2 and 3.  

 

 



51 
 

Table 2 — Orlando Dataset Summary Statistics 

 Dew Point 

Temperature 

Dry Bulb 

Temperature 

Relative 

Humidity 

Station 

Pressure 

Wet Bulb 

Temperature 

Wind Speed 

Count 3624 3624 3624 3624 3624 3624 
Mean 56.03 66.66 71.44 29.99 60.55 8.24 
Std 9.62 10.08 18.23 0.12 8.22 4.74 
Minimum 21.00 39.00 21.00 29.46 36.00 0.00 
25% 50.00 60.00 57.00 29.92 55.00 5.00 
50% 58.00 67.00 75.00 30.01 62.00 8.00 
75% 63.00 74.00 87.00 30.08 67.00 11.00 
Maximum 74.00 90.00 100.00 30.30 76.00 31.00 

 

Table 3 — Melbourne Dataset Summary Statistics 

 Dew Point 

Temperature 

Dry Bulb 

Temperature 

Relative 

Humidity 

Station 

Pressure 

Wet Bulb 

Temperature 

Wind Speed 

Count 3624 3624 3624 3624 3624 3624 
Mean 58.72 68.24 73.27 30.07 62.59 9.11 
Std 9.05 9.52 14.37 0.12 8.19 4.92 
Minimum 28.00 37.00 29.00 29.57 35.00 0.00 
25% 53.00 62.00 63.00 29.99 58.00 6.00 
50% 60.00 70.00 75.00 30.08 64.00 9.00 
75% 66.00 75.00 86.00 30.15 69.00 13.00 
Maximum 73.00 89.00 100.00 30.38 77.00 26.00 

 

 A graphical representation of data is essential for discovering patterns, 

structure, and relationships in data [83]. In the current study, the first visualization 

technique implemented on the numerical variables involved a histogram. This 

graphical method enables determining the shape (i.e., the distribution) of a variable; 

thus, it helps identify the center and spread of distribution. Figs. 13 and 14 show the 

corresponding histograms for the numerical features, as well as the kernel density 

estimation (KDE; i.e., density plots). The KDE curves show a smoothed version of 

the histogram estimated from the dataset variables. The y-axes of the plots represent 

the probability density function for the KDE. Note that this is the probability density 
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and not a probability. Thus, the y-axes could take values greater than 1. However, 

the total area under the curve integrates to 1. Among the key findings of the 

descriptive statistics and histogram and density plots are: 

 Overall, the means of the variables from the Melbourne dataset were higher 

than those from the Orlando dataset. 

 Dry-bulb temperature values showed normally distributed data for both 

datasets. However, the dry-bulb temperature for the Melbourne dataset was 

slightly left skewed.  

 The wet-bulb temperature was prominently skewed left (i.e., its tail was 

longer on the right for both datasets). 

 The peak of the data for wind speed values occurred at about 6 to 8 knots per 

mile, and the data spread was from approximately 0 to 25 knots. The wind 

speed histogram was slightly right skewed. 

 The peak of the data for relative humidity was around 80, and the 

corresponding histogram was slightly left skewed.  

 No clear outliers were identified. 
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Figure 13 — Histogram and density plots of the potential input variables - Orlando Dataset 

 

Figure 14 — Histogram and density plots of the potential input variables - Melbourne Dataset 

 The quantile and descriptive statistics corresponding to visibility (i.e., target 

variable) from the Orlando and Melbourne datasets are presented in Tables 4 and 5, 
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respectively. Figs. 15 and 16 show the histogram and density plots of the target 

variable for each dataset, respectively.  

Table 4 — Orlando Dataset Visibility Statistics 

Visibility 

Quantile Statistics Descriptive Statistics 

Minimum 0 StDev 1.445 
5-th 

percentile 
8 Coef of Var 0.1493 

Q1 10 Kurtosis 24.882 
Median 10 Mean 9.6755 
Q3 10 MAD 0.60818 
95-th 

percentile 
10 Skewness -4.9619 

Maximum 10 Variance 2.0881 

 

Table 5 — Melbourne Dataset Visibility Statistics 

Visibility 

Quantile Statistics Descriptive Statistics 

Minimum 0 StDev 1.9262 
5-th 

percentile 
5 Coef of Var 0.2075 

Q1 10 Kurtosis 9.1026 
Median 10 Mean 9.2821 
Q3 10 MAD 1.1782 
95-th 

percentile 
10 Skewness -3.0767 

Maximum 10 Variance 3.7103 
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 The key findings from the statistics and histogram and density plots of the 

output target (i.e., visibility) are as follows: 

 For the Orlando dataset, the skewness value of -4.9619 and the histogram 

indicated that the visibility dataset lacked symmetry and that the data values 

Figure 15 — Visibility plots -Orlando dataset: (a) Density plot (b) Histogram  

Figure 16 — Visibility plots - Melbourne dataset: (a) Density plot (b) Histogram  
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exhibited an excessively negative skew (i.e., the data were highly skewed). 

Similarly, the data from the Melbourne dataset showed a skewness value for 

the visibility observations of -3.0767.  

 The values for visibility were neither normally nor uniformly distributed. 

 The center of the distribution for the visibility values for both datasets was 

over 9 mi.  

  Of 3624 samples, 3396 (93.7%) observations from the Orlando dataset had 

a value of 10, and 2974 (82.1%) observations from the Melbourne dataset 

had a value of 10. However, for mitigating the visibility problem, increasing 

the size of the dataset would not likely change the distribution of the visibility 

values. Fig. 17 shows the frequency of monthly observations, with a visibility 

value of less than 2.5 mi for both stations. 

 

 

Figure 17 — Monthly low visibility cases  
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 The time series plots of the numerical variables were also explored to see 

how they change over the five months. The x-axis represents the time, while the y-

axis is the variable being measured. Figs. 18 and 19 show the time series plots of the 

numerical features for the Orlando and Melbourne datasets, respectively. Data points 

were plotted and no trends were visually identified. Among the observations from 

the time plots are: 

 Dew-point values from both datasets have a similar behavior. However, the 

dew-point values from the Melbourne dataset are higher than those from the 

Orlando dataset. 

 Dry-bulb values from both datasets have a similar pattern.  

 Relative humidity, wet-bulb, and wind speed values from the Melbourne 

dataset have slightly higher values than those from the Orlando dataset. 

However, the variables behave similarly in both datasets. 



58 
 

 

Figure 18 — Time series plots of numerical input features -Orlando dataset 
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Figure 19 — Time series plots of numerical features - Melbourne dataset 
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 Tables 6 and 7 show the correlation values of the dataset variables. These 

values were computed using the Spearman rank correlation coefficient, instead of the 

Pearson correlation. The main reason for not using the Pearson correlation is that not 

all the variables are approximately normally distributed. As in any bivariate 

correlation analysis, the Spearman correlation measures the strength of association 

between two variables at a value between -1 and +1, where a value of 1 is total 

positive linear correlation, 0 indicates no linear correlation, and 1 is the total negative 

correlation. The Spearman correlation is the nonparametric version of the Pearson 

correlation. Thus, the Spearman correlation does not assume that the variables are 

normally distributed, in contrast to the Pearson correlation coefficient. 

 Note that if the correlation coefficient is 0 or close to 0, a nonlinear 

relationship might still exist. Scatterplots were examined to determine possible 

relationships between variables with correlations coefficients close to zero. 

Furthermore, the related literature indicates that visibility does not have a linear 

relationship with all the variables related to it [6], [34], [84]. Relative humidity was 

the variable from both datasets with the strongest correlation value, followed by dew-

point. Dew-point and wet-bulb are highly correlated. Wind speed was stronger 

correlated to visibility in the Melbourne dataset compared to the Orlando dataset 

values. Overall, the results indicate no correlation between station pressure and 

visibility.  
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Table 6 — Orlando Dataset Correlation 

 
Dew Point Dry Bulb 

Relative 

Humidity 

Station 

Pressure 
Visibility Wet Bulb 

Wind 

Speed 

Dew 

Point 
1.0000 0.6341 0.3852 -0.3410 -0.1844 0.9262 -0.0371 

Dry Bulb 0.6341 1.0000 -0.4101 -0.3107 0.0661 0.8712 0.2122 

Relative 

Humidity 
0.3852 -0.4101 1.0000 -0.0466 -0.3591 0.0359 -0.3657 

Station 

Pressure 
-0.3410 -0.3107 -0.0466 1.0000 0.0949 -0.3585 -0.1832 

Visibility -0.1844 0.0661 -0.3591 0.0949 1.0000 -0.0805 0.0583 

Wet Bulb 0.9262 0.8712 0.0359 -0.3585 -0.0805 1.0000 0.0874 

Wind 

Speed 
-0.0371 0.2122 -0.3657 -0.1832 0.0583 0.0874 1.0000 

 

Table 7 — Melbourne Dataset Correlation 

 
Dew Point Dry Bulb 

Relative 

Humidity 

Station 

Pressure 
Visibility Wet Bulb 

Wind 

Speed 

Dew 

Point 
1.0000 0.7412 0.2578 -0.2942 -0.1589 0.9580 0.0527 

Dry Bulb 0.7412 1.0000 -0.3996 -0.2238 0.1478 0.8967 0.3343 

Relative 

Humidity 
0.2578 -0.3996 1.0000 -0.0931 -0.5185 -0.0007 -0.4974 

Station 

Pressure 
-0.2942 -0.2238 -0.0931 1.0000 0.0319 -0.2813 -0.0953 

Visibility -0.1589 0.1478 -0.5185 0.0319 1.0000 -0.0366 0.1544 

Wet Bulb 0.9580 0.8967 -0.0007 -0.2813 -0.0366 1.0000 0.1839 

Wind 

Speed 
0.0527 0.3343 -0.4974 -0.0953 0.1544 0.1839 1.0000 

  

 For categorical variable data exploration, two main tools were used: 

frequency and categorical scatter plots. Figs. 20 and 21 show the sky condition plots 

corresponding to the Orlando dataset, whereas Figs. 22 and 23 correspond to the 

Melbourne dataset. The key findings for the Orlando dataset are: 
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 The sky condition corresponding to FEW (few cloud) corresponds to over 

48% of the samples. 

 Few clouds and scattered clouds together correspond to over 68% of the data. 

 All the samples corresponding to obscured sky have a visibility distance of 

less than 1.5 mi. 

 All the observations corresponding to clear sky have a visibility value above 

6 mi. 

 Overcast conditions have a concentration of values for visibility distances 

less than 4 mi. 

 The key findings regarding sky conditions for the Melbourne dataset are: 

 Clear sky conditions correspond to over 51% of the observations. 

 All the obscured sky conditions have a visibility distance value of less than 2 

mi. 

 Few clouds and scattered clouds have less visibility distance values of less 

than 2 mi compared to the other sky conditions. 

 The variable corresponding to sky conditions went through a hot encoding 

process. Such process was performed with the goal of transforming the categorical 

variable into a numeric form, as most machine learning models cannot operate on 

categorical data directly. 
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Figure 20 — Frequency plot of sky condition - Orlando Dataset 

 

 

Figure 21 — Scatterplot of sky condition and visibility – Orlando Dataset 
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Figure 22 — Frequency plot of sky condition - Melbourne Dataset 

 

Figure 23 — Scatterplot of sky condition and visibility – Melbourne Dataset 
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 Figs. 22 and 23 show the plots for Wind Direction corresponding to the 

Orlando dataset, whereas Figs. 24 and 25 correspond to the Melbourne dataset. The 

key findings are: 

 For the Orlando dataset, wind directions corresponding to north-west, south-

west, and north represent over 44% of the observations. 

 Most observations with wind direction of east have a visibility distance value 

over 6 mi. 

 For no wind observations from the Orlando dataset, there is a concentration 

of values with a visibility of less than 1 mi. 

 For the Melbourne dataset, wind directions corresponding to south-west, 

north-east, and north-west represent over 49% of the observations. 

 Wind directions corresponding to south-west and west from the Melbourne 

dataset have less low visibility (<2mi) observations than the rest of the wind 

directions. 

 No wind conditions of the Melbourne dataset have a concentration of 

observations corresponding to visibility values of less than 4mi.  

 The wind direction feature was originally given as the angle, measured in a 

clockwise direction, between true north and the direction from which the wind is 

blowing. For purposes of the deep learning models, this variable was transformed 

into two components, sin and cosine. 
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Figure 24 — Frequency plot of wind direction - Orlando Dataset 

 

Figure 25 — Scatterplot of wind direction and visibility - Orlando Dataset 
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Figure 26 — Frequency plot of wind direction - Melbourne Dataset 

 

Figure 27 — Scatterplot of wind direction and visibility - Melbourne Dataset 
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5.2. Data Preparation 

 Data preparation involves all the tasks related to constructing the final dataset 

(i.e., the data to be fed into the models) according to the initial raw data. Typically, 

raw data rarely have a structure suitable for modeling. Moreover, when working with 

real-world datasets, researchers commonly encounter problems related to data 

cleaning or preprocessing (e.g., missing values, normalization, format, and data 

binning). Once data are cleaned, different features based on a combination of the 

current features may be considered. Furthermore, time series data must be 

transformed into input–output form for using deep learning models. 

5.2.1. Data Imputation 

 The original datasets of this research contained missing values (e.g., blank 

cells), indicating that a data observation was not reported for a particular period for 

several reasons including station downtime due to maintenance and power outages. 

The variables that contained missing values were dew-point temperature, dry-bulb 

temperature and wind speed. For some cases, data were available from other sensors 

at the station, and the observation values were retrieved. For other cases, a linear 

interpolation was used, because the missing values corresponded to variables with 

values that were closely spaced. 
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5.2.2. Feature Engineering 

  The goal of feature engineering is to create novel features to use as 

inputs for machine learning models using domain and data knowledge. One input 

variable was created while performing feature engineering. 

 The new input feature was derived from the temperature variables dry- bulb 

and dew-point. The results from the exploratory analysis showed that there were no 

linear relationships between the temperature variables and visibility distance. 

However, the literature related to visibility and fog indicates the opposite. As noted 

in [81], low visibility scenarios tend to form when the difference between air 

temperature and dew point is less than 4.5 F. A new input feature was created by 

calculating the difference between the “Dry-Bulb Temperature” and the “Dew-Point 

Temperature”. The resulting feature had a linear correlation with visibility of 0.2493 

for the Orlando dataset and 0.5131 for the Melbourne dataset. Figs. 28 and 29 show 

the scatterplots between the new feature and visibility distance for both datasets. The 

scatterplots clearly show a relationship between the variables. Figs. 30 and 31 show 

the time series plots of the new input feature and win direction in terms of sin and 

cosine for Orlando and Melbourne, respectively. 
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Figure 28 — Scatterplot of difference in temperature and visibility - Orlando Dataset 

 

Figure 29 — Scatterplot of difference in temperature and visibility - Melbourne Dataset  
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Figure 30 — Time series plots of new input features - Orlando Dataset 

 

Figure 31 — Time series plots of new input features - Melbourne Dataset 
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5.2.3. Data Scaling and Normalization 

 Both datasets contained multiple inputs, some of them with different units 

(e.g., degrees Fahrenheit and miles). Furthermore, the variables have different scales. 

Differences in the scales across the variables of a dataset are likely to increase the 

difficulty of the problem being modeled. Scaling the variables is considered a 

standard practice for using neural network models because variables with a large 

spread of values might result in an unstable prediction model that may suffer from 

poor performance during learning and a high generalization error. Furthermore, data 

normalization can make training faster. For this research, since not all the variables 

follow a normal distribution, the feature scaling method used for normalizing the 

range of features of the dataset was min–max normalization. Consider an input 

feature that is a time series of length X and T number of observations, that is, 𝑋 =

[𝑥1, 𝑥2,⋯,𝑥𝑇]. The min–max normalization of this feature is described as: 

𝑥𝑡
′ =

𝑥𝑡−𝑥𝑚𝑖𝑛

𝑥𝑚𝑎𝑥−𝑥𝑚𝑖𝑛
                                                 (13) 

where 𝑥𝑡
′ is the normalized observation at 𝑡, 𝑥𝑡 is the observation at 𝑡, 𝑥𝑚𝑖𝑛 is the 

minimum value of an observation in time series 𝑋 and 𝑥𝑚𝑎𝑥 is the maximum value 

of an observation in time series 𝑋. 

 The output variable must be scaled to match the scale of the activation 

function on the output layer of the neural network. Since the problem being addressed 

involves a regression one (i.e., visibility forecasting), the output of the model will be 

a real value. 
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5.2.4. Data Transformation to a Supervised Learning Problem 

 One last task needed to be performed to prepare the time series datasets for 

the deep learning models, transforming the datasets into an input-output format. 

Consider a univariate time series represented as a vector of observations. A 

supervised learning algorithm requires data to be provided as a collection of samples, 

for which each sample has an input component (𝑋) and an output component (𝑦) as 

shown in Fig. 32. Before a time series dataset can be used to train a supervised 

leaning model, the data must be reframed into input and output components.  

 

Figure 32 — Input – output format 

 This data transformation is based on the sliding window method, also known 

as the lag method. This method uses prior time steps to predict the next time step. 

The number of prior steps is called the window width or size of the lag. Fig. 33 

illustrates an example of a 10-step univariate series reframed to a supervised learning 

problem where the two previous time steps correspond to the input and the next time 

step corresponds to the output. Note that the order between observations is preserved. 
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As mentioned before, for this dissertation three lag cases were considered: 3, 6, and 

9 hour input data. 

Figure 33 — Times series data transformation into input-output 
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Chapter 6 

Experimental Settings and Results 

 This chapter starts by describing the experimental settings and presenting the 

explored deep learning models. Followed by a section containing the experimental 

results and performance evaluation. Finally, a discussion of the results is provided. 

6.1. Experimental Settings 

 Finding the optimal configurations for deep learning models is a consuming 

task.  Hyperparameters refer to models’ parameters that are not directly determined 

through model training but instead usually chosen before the training phase. These 

include the structure of the network (e.g., number of nodes or hidden layers), training 

algorithm, and time steps, among others. In this study, the literature related to deep 

learning for time series (e.g., model architectures and hyperparameters that have 

achieved successful results for time series classification) paired with empirically 

thoughtful hyperparameter choices were chosen for hyperparameter tuning. For this 

exploration study hyperparameter tuning was performed for the MLP, TCNN, and 

LSTM models for the Orlando dataset. The reason why hyperparameter tuning was 

not performed for the FCNN and MICNN is that these models are derived from the 

TCNN, thus, the same parameters were used. Furthermore, the same 
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hyperparameters were used to train and test the Melbourne dataset to investigate if 

the models could perform better with this dataset compared to the Orlando one. Table 

8 shows the hyperparameter sets for each model. 

Table 8 — Hyperparameter Sets 

 MLP TCNN LSTM 

Activation function 

of hidden layers 
{relu, sigmoid} {relu, sigmoid} {relu, sigmoid} 

Nodes per layer 

(hidden layers) 
{50, 100} {16, 64} {50, 100} 

Optimizer {adam, sgd} {adam, sgd} {adam, sgd} 

 

6.2. Network Architectures 

 This section describes the architectures of the deep learning models that 

were explored.  

6.2.1. Multilayer Perceptron 

 The explored MLP architecture is based on the model presented in [18] for 

time series classification. The architecture of this network consists of three fully 

connected (FC) layers. The first layer has 100 nodes and the other two have 50 nodes 

each, all three layers with ReLU activation functions. The final layer has one node 

with a linear activation function. The ReLU activation functions fulfill the non-

linearity characteristics of the dataset and prevent saturation of the gradient [85]; 

helping the model to generalize effectively, especially for small datasets. As 

suggested by [86], each hidden layer is followed by a dropout operation as a form of 

regularization to prevent overfitting and improve the generalization capacity. The 
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dropout operation indicates the percentage of nodes that are set to zero (i.e., 

deactivated in a feedforward pass during training). The dropout rates at the input 

layer, hidden layers, and the output layer are {0.1, 0.2, 0.3}, respectively. The final 

layer (i.e., the output layer) has one node with a linear activation function. The 

explored architecture of the MLP model is shown in Fig. 34. 

6.2.2. Traditional Convolutional Neural Network 

 The traditional CNN (TCNN) that is explored in this paper is based on a time 

series specific version of a successful CNN model for image classification [87]. This 

model is composed of two convolutional pooling layers followed by an FC layer with 

50 nodes and a ReLU activation function, and an output layer with a linear activation 

function. An overview of the architecture of this model is shown in Fig. 5. For both 

convolutions, the ReLU activation function is used with 64 filters. 

Figure 34 — Architectural overview of the explored MLP model (dashed lines indicate the 

operation of dropout) 
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6.2.3. Fully Convolutional Neural Network 

 A FCNN architecture is composed of convolutional layer stacks with no local 

pooling layers. Thus, the length of the time series is kept unchanged throughout the 

convolutions. Both convolutional layers have a stride equal to 1 with 0 padding to 

maintain the exact same length of the time series after the convolution. The strategy 

of excluding any pooling operation after the convolution is to prevent overfitting as 

suggested in [88]. The proposed architecture is similar to that proposed in [18] for 

time series classification. It is composed of two convolutional blocks with ReLU 

activation functions and 64 filters. The result of the second convolutional block was 

averaged over the whole time dimension by using global average pooling (GAP), as 

shown in Fig. 36. The strategy of excluding any pooling operation after the 

convolution is to prevent overfitting. After the GAP layer, there is an FC layer with 

50 nodes and a ReLU activation function, followed by an output layer with a linear 

activation function. 

Figure 35 — Architectural overview of the explored TCNN model 
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6.2.4. Multi-Input Convolutional Neural Network 

 A multi-input convolutional neural network (MICNN) architecture is similar 

to the proposed TCNN, except that the convolutional pooling blocks are applied 

independently on each of the time series dataset inputs. Each input series is handled 

by a separate CNN, and the outputs of all of these sub-models are combined before 

a prediction is made. In the MICNN architecture, the convolutions are applied in 

parallel to each time series. This architecture has two convolutional pooling layers 

for each input of the dataset before the FC layer, as shown in Fig. 37. The 

hyperparameters for each input CNN model are the same as those used for the 

explored TCNN. 

 

Figure 36 — Architectural overview of the explored TCNN model 
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6.2.5. Long Short-Term Memory Network 

 LSTM network is a type of recurrent neural network which is able to learn 

across sequence data [89]. The main difference between an LSTM and a feed forward 

network is that the former reads one time step of the sequence at a time and builds 

up an internal state representation used as a learned context for making a prediction, 

while the latter reads across the entire input vector. At the end of the sequence, each 

node of a hidden LSTM layer outputs vector of values that represent what the layer 

learned from the input sequence. This vector is interpreted by a fully connected layer 

followed by the output layer. Although developed for sequence data, LSTMs have 

not proven effective on time series forecasting problems where the output is a 

function of recent observations (e.g. visibility distance) [90], [91]. The explored 

architecture is shown in Fig. 38. The LSTM layer has 100 nodes, followed by a 

Figure 37 — Architectural overview of the proposed MICNN model 
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dropout operation of rate {0.5} and a FC layer of 50 nodes before a single node 

output layer. 

6.3. Model Evaluation 

 Model evaluation is a fundamental part of any model development process, 

since it facilitates finding the model that most accurately represent the data and how 

well that model will perform in the future. Model evaluation using the training set is 

not acceptable because the models may be overfitted. Typically, the dataset is divided 

into a training set, test set, and validation set. However, because of the nature, type, 

and amount of data of the problem explored in this study, it is more appropriate to 

consider only a train and a test set. Thus, the data are split into two parts, a training 

set and test set. The observations in the training set are used for constructing the 

Figure 38 — Architectural overview of the explored LSTM model (dashed line indicate the operation 

of dropout) 
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desired model, whereas the observations in the test set are used for verifying how 

accurate the fitted model performs on unseen data, for example, data not used during 

training. Thus, the forecasting accuracy of a model or accuracy comparison of 

different models is based on the relative performance of the test set. If a model is 

evaluated using the training dataset, then the model would likely achieve a perfect 

score, but the results would not likely reflect how well the model would perform in 

practice. This common practice of holding out a portion of the available data for 

testing is known as cross-validation. 

 Classical machine learning cross-validation techniques (e.g., k-fold cross 

validation and the hold-out method) can produce robust measurements of model 

performance; however, these methods assume that there is no relationship between 

observations. The assumption that the observations are independent and identically 

distributed (i.i.d) does not hold well to time series data because there is an implicit 

dependence on previous observations because of the temporal component. When 

time series are modeled, the ordering imposed by the time index is crucial for 

capturing temporal relationships, if any, between the variables. Thus, the 

randomization in classical cross-validation techniques does not preserve the time 

ordering, resulting in an unreasonable correlation between the training and testing 

sets on time series data. Another issue related to randomization and classical cross-

validation algorithms is that time series observations are often strongly correlated 

along the time axis. The randomization would likely have the effect that for each 
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observation in the test set, several strongly correlated observations exist in the 

training set. This problem could lead to inflated performance metrics on the test set 

that would not reflect the actual performance of the model. A frequently proposed 

validation alternative is to use a single training–test split based on the time and 

training for the first portion of data and the test for the second (i.e., the dataset is split 

at an arbitrary point). This approach is useful when both the training and test sets are 

representative of the original problem. However, this approach could result in an 

implicit bias toward the most recent period. Since visibility forecasting inherently 

involves time series data, the aforementioned issues must be addressed. To overcome 

these issues, the models were evaluated using an intuitive walk-forward sequence 

validation, in which the models were periodically retrained by incorporating data 

available at different points in time. The model performance is based on the average 

test error of the number of times the model is trained. This approach accounts for the 

model performance at different time windows. For this research, a four-fold walk-

forward sequence validation was performed, the first training set consisted of the 

observations from December, whereas the training set consisted of the observations 

from January. The next iteration used all the data from the previous iteration for the 

training set, wherein the test set consisted of the month immediately following the 

training set. Fig. 39 illustrates the proposed approach. The horizontal axis represents 

not only the number of samples but also a time progression line, because the dataset 

was not shuffled. Thus, the temporal component was preserved. The vertical axis 
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indicates the number of validation iterations (i.e., the number of training–test splits). 

As noted in [92], this type of evaluation method more accurately describes weather 

variables at the prediction time, since the model is based on past data and predicts on 

future data. Fig. 40 shows the train-test split sets in the form of time series plots of 

the target variable. Every model was trained for 500 epochs with the Adam 

optimization algorithm. 

 

Figure 39 — K-fold train-test split sets 

  

 Recall that the datasets have 3624 observations. Thus, using the 

aforementioned 4-fold walk-forward sequence validation, the following training and 

test splits were created: 

 Split 1: 744 training, 744 test 

 Split 2: 1488 training, 672 test 

 Split 3: 2160 training, 744 test 
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 Split 4: 2904 training, 720 test 

Figure 40 — Train-test split sets of the target variable, visibility distance 

6.1.1. Performance Metrics 

 Performance metrics are used to measure forecast accuracy and to compare 

performance of different models. These metrics are a function of both, the actual 

values of the dataset and the forecasted values. A forecast error is the difference 

between an actual value and its prediction.  The performance metric used to measure 

the forecasting accuracy of the proposed models was the root mean squared error 
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(RMSE). This metric is the square root of the average of the squared differences 

between the predicted and actual values. Therefore, the RMSE has the same units as 

the quantity being estimated, rather than the squared units and it represents the 

sample standard deviation of the differences between predicted and actual values. 

The RMSE also penalizes predicted values that are further away from the actual value 

much more than those that are closer the actual value. Thus, this metric is useful 

when large errors are particularly undesirable. The RSME is defined as follows: 

𝑅𝑀𝑆𝐸 = √
1

𝑛
∑ (𝑦𝑗 − �̂�𝑗)2𝑛

𝑗=1                                   (14) 

where n represents the size of the test set, 𝑦𝑗  represents the actual value, and �̂�𝑗 

represents the forecasted value. 

 Tables 9 and 10 show the performance metrics achieved by the five proposed 

models on each train-test split set with the three different time lags at the two stations. 

For Orlando, the best results were achieved using the train-test split set 3. For 

Melbourne, the best results were achieved using the train-test set 4. The five explored 

architectures achieved better results with data from the Orlando station. Note that the 

hyperparameter selection was done using the Orlando dataset, thus, most likely, the 

models were going to perform better when using this dataset. Table 11 lists the 

averages of the performance metrics. In terms of forecasting performance, for the 

Orlando weather station, the MICNN model achieved the best average result for three 

hour input data and nine six hour input data, while the FCNN achieved the best 
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results for the six hour input data. For the Melbourne station, the LSTM achieved the 

best results for three hour input data, the MLP achieved the best results for six hour 

input data, and the MICNN achieved the best results for 9 hour input data. Overall, 

the best performance for the Orlando Station was achieved by the MICNN 

architecture with three hour input data. For the Melbourne Station, the overall best 

performance was achieved by the MICNN architecture with nine hour input data. 

Figs. 41 - 43 show the forecasted and actual values for each train-test split of the 

Orlando dataset of models that achieved the overall best performance for three, six, 

and nine hour input data, while Figs. 44 - 46 correspond to the Melbourne dataset. 

Table 9 — Performance metrics (RMSE) by the explored models – Orlando dataset 

Deep Learning 

Architecture 

Input 

data 

(hours) 

Train-Test Split Set 

Set 1 Set 2 Set 3 Set 4 

MLP 

3 1.215 1.439 0.839 0.907 

6 1.104 1.493 0.914 0.948 

9 1.170 1.586 0.882 0.941 

TCNN 

3 1.203 1.427 0.832 0.938 

6 1.222 1.641 0.958 1.064 

9 1.136 1.442 0.884 0.955 

FCNN 

3 1.184 1.546 0.831 0.934 

6 1.251 1.400 0.871 0.869 

9 1.175 1.611 0.950 1.102 

MICNN 

3 1.058 1.466 0.857 0.898 

6 1.269 1.449 0.851 0.991 

9 1.201 1.437 0.856 0.849 

LSTM 

3 1.183 1.474 0.800 0.858 

6 1.181 1.470 0.912 0.859 

9 1.247 1.462 0.933 0.981 
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Table 10 — Performance metrics (RMSE) by the explored models – Orlando dataset 

Deep Learning 

Architecture 

Input 

data 

(hours) 

Train-Test Split Set 

Set 1 Set 2 Set 3 Set 4 

MLP 

3 1.865 2.275 1.546 1.132 

6 1.793 2.166 1.500 1.139 

9 1.732 2.253 1.618 1.085 

TCNN 

3 1.900 2.357 1.657 1.171 

6 2.052 2.381 1.816 1.155 

9 1.916 2.245 1.517 1.178 

FCNN 

3 1.963 2.260 1.563 1.153 

6 1.847 2.173 1.553 1.18 

9 2.095 2.454 1.733 1.17 

MICNN 

3 1.905 2.117 1.520 1.218 

6 2.111 2.469 1.874 1.314 

9 1.729 2.036 1.566 1.206 

LSTM 

3 1.818 2.185 1.492 1.131 

6 1.872 2.097 1.594 1.148 

9 1.864 2.283 1.701 1.142 

 

Table 11 — Average RMSE of the five explored models 

Deep Learning 

Architecture 

Input 

data 

(hours) 

Average RMSE 

Orlando Melbourne 

MLP 

3 1.100 1.705 

6 1.115 1.650 

9 1.145 1.672 

TCNN 

3 1.100 1.771 

6 1.221 1.851 

9 1.104 1.714 

FCNN 

3 1.124 1.735 

6 1.098 1.688 

9 1.210 1.863 

MICNN 

3 1.070 1.690 

6 1.140 1.942 

9 1.086 1.634 

LSTM 

3 1.079 1.657 

6 1.106 1.678 

9 1.156 1.748 
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Figure 41 — Actual and forecasted values of hourly visibility distance at the Orlando station – MICNN – 3 hour 

input data  
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 Figure 42 — Actual and forecasted values of hourly visibility distance at the Orlando station – FCNN – 6 hour 

input data 
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Figure 43 — Actual and forecasted values of hourly visibility distance at the Orlando station – MICNN – 9 hour 

input data  
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Figure 44 — Actual and forecasted values of hourly visibility distance at the Melbourne station – LSTM – 3 hour 

input data 
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Figure 45 — Actual and forecasted values of hourly visibility distance at the Melbourne station – MLP – 6 hour 

input data 
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Figure 46 — Actual and forecasted values of hourly visibility distance at the Melbourne station – MICNN – 9 

hour input data 
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6.1.2. Ranking Comparison 

 The rankings of the five models were examined to determine which one, if 

any, differed significantly by using a multiple comparison procedure similar to the 

one implemented in [91], [93]. This non-parametric test based on the work proposed 

by [94] addresses the question of which method, if any, perform significantly worse 

than the best method. The methodology of the test adapted for this work is as follows. 

There are 𝐾 models (𝑘 = 1, 2, … , 𝐾), which have been applied to 𝑁 datasets (𝑛 =

1, 2, … , 𝑁) to forecast the next time step (𝑡 + 1) using 𝑃 different lag cases (𝑝 =

1, 2, . . , 𝑃), ranked from 1 to 𝐾 (with 1 being the best and 𝐾 being the worst) based 

on the RMSE. For each model 𝑘 there is an average rank �̅�𝑘 with 𝛼% confidence 

limits (for this study, 𝛼 = 95%) defined as: 

                            �̅�𝑘 ± 0.5𝑞𝛼𝐾√
𝐾(𝐾+1)

12𝑁
                                      (15) 

where 𝑞𝛼𝐾 is the upper 𝛼 percentile point of the range of 𝐾 independent standard 

normal variables [94]. The results of the test can be interpreted as follows: the model 

with the lowest average rank becomes the best model and its upper boundary 

becomes the reference value. Thus, all models with confidence intervals above the 

reference value without any overlap perform significantly worse than the best model. 

Tables 12, 13, and 14 show the results of the models comparison using rank intervals 

for the different lag cases: 𝑡 − 3, 𝑡 − 6 and 𝑡 − 9, respectively. For 𝑡 − 3 and 𝑡 − 6, 

no model performs significantly worse than the best model. For 𝑡 − 9, the interval of 
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FCNN is above the reference value without any overlap, hence, this model performs 

significantly worse than the best model, in this case the MICNN. 

Table 12 — Ranking comparison for t-3 

Model �̅� Rank Interval 

MLP 3.5 (1.95,5.05) 

TCNN 4 (2.45,5.55) 

FCNN 4.5 (2.95,6.05) 
MICNN 1.5 (-0.05,3.05) 

LSTM 1.5 (-0.05,3.05) 

 

Table 13 — Ranking comparison for t-6 

Model �̅� Rank Interval 

MLP 2 (0.45,3.55) 

TCNN 4.5 (2.95,6.05) 

FCNN 2 (0.45,3.55) 
MICNN 4.5 (2.95,6.05) 

LSTM 2 (0.45,3.55) 

 

Table 14 — Ranking comparison for t-9 

Model �̅� Rank Interval 

MLP 2.5 (0.95,4.05) 

TCNN 2.5 (0.95,4.05) 

FCNN 5 (3.45,6.55) 

MICNN 1 (-0.05,3.05) 

LSTM 4 (2.45,5.55) 

 

6.1.3. Other Proposed Methods 

 As an attempt to show the effectiveness of the explored models, the author 

investigated the performance of previous proposed studies. However, it is important 

to mention that the results of each method will vary depending on the dataset used. 
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Furthermore, most of the available literature in visibility estimation treats the 

problem as a classification one, so a direct comparison is not possible since the 

models are defined as a different problem. Moreover, most of the approaches are 

based on camera-based systems, hence, the models use different type of data. The 

MLP model proposed in [35] achieved an average RMSE of 0.4433 mi, 0.452 mi, 

and 0.5293 mi for lag cases of 3 hours, 6 hours, and 9 hours, respectively. However 

the range of the data was 0 to 3.12 mi. The models explored in this study were 

evaluated in a range more than 3 times bigger and the error is approximately 2.5 

larger. Furthermore, no details of the network is provided and the time series data 

was randomly split for training and testing samples. Another forecasting visibility 

model using a feed forward architecture with an  evaluation range of 0 to 6.21 mi, 

achieved an average RMSE around 1.3 mi [36]. The explored models of this study 

show promising results when compared to the current literature, however, it is 

relevant to point out that the available literature addressing the visibility forecasting 

problem as a regression problem is very limited. 
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Chapter 7 

Conclusion and Future Research 

 This study explores the use of deep learning models for visibility distance 

forecasting using time series data from ground weather stations in Florida. The 

intuitive notion of applying deep learning models to complex problems seems very 

attractive mainly because of their ability to automatically learn arbitrary complex 

mappings (i.e., non-linear relationships) from inputs to outputs. Furthermore, deep 

learning models can address problems with multiple inputs and outputs. The author 

explored five deep learning models, one with an MLP architecture, three different 

CNN architectures (derived from a traditional CNN), and a LSTM model. The reason 

behind developing multiple CNN models is the ability of this type of architecture to 

automatically extract features from raw input data. Despite the success of LSTM 

models for sequence data, the literature indicates that they have not proven effective 

on time series forecasting problems where the output is a function of recent 

observations (e.g. visibility distance estimation). The models were framed as a one-

step forecast, i.e., the models forecast the visibility value for the next hour (t+1). 

Three cases we considered for prior steps inputs: 3 hours input data, 6 hours input 

data, and 9 hours input data. Numerical results indicate that the models performed 

better when using data from the Orlando Station. However, this was expected ad the 
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hyperparameter tuning was performed using the Orlando dataset. Thus, the 

performance of the models depends on the data used for the hyperparameter tuning, 

and therefore, on the location of the data. The train-test split set 3 performed the best 

for the Orlando dataset, while the train-test split set 4 performed the best for the 

Melbourne dataset. A ranking comparison among the models was performed to 

determine whether some models perform significantly worse than the best method. 

 The application of deep learning models for visibility forecasting as a 

regression problem is a scarce topic in the literature and has not been fully addressed, 

hence, this study represents a baseline for further research on this problem. The 

author expects that this exploratory study will encourage the visibility forecasting 

community to conduct further research on this topic. Moreover, this work represents 

a step forward in the area of deep learning for visibility forecasting. However, deep 

learning models can be expanded in several possibilities. The use of an ensemble 

model is one such way. In machine learning, ensemble refers to the creation and 

combination of multiple predictive models. In some cases, an ensemble of neural 

networks can outperform individual models because the different errors of the 

models tend to average out. The author recommends exploring ensembles of neural 

networks to address the visibility forecasting task and verify if the results improve. 

Another way of modifying the deep learning models is extending the hyperparameter 

tuning task (e.g., consider other hyperparameters and/or values). Another area for 

future research is to investigate other factors that may affect visibility, such as 
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landforms, pollutants coefficients, and water bodies. The inclusion of these factors 

as input features may increase the forecasting performance of deep learning models. 

A final area for further research is to explore how to use both, image data and time 

series data as input for visibility estimation problems.  
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