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Abstract 

Title: Authorship is Continuous: Detecting Plagiarism in Student Code Assignments 

with Version Control 

Author: Ian Mathias Koss 

Advisor: Richard A. Ford, Ph. D. 

In academia, the conflict between plagiarist and instructor is reaching a crescendo. The 
increasing availability of source material available from the Internet, either for free or for 
hire, is met by the increasing sophistication of tools that help with the detection of these 
activities. These plagiarism detection tools work by comparing sets of documents to 
identify similar passages of text, but this approach has some inherent limitations. 

Chief among these is the single source problem. If a student hires someone to write a term 
paper for him or her, clearly plagiarism has taken place. However, there is no second copy 
of this paper that can serve as evidence that the work is not the student’s own. Without this 
second copy, these plagiarism detection tools are unable to differentiate between a 
plagiarized paper and legitimate work by other students. 

By reframing the task of “preventing plagiarism” into “ensuring authorship,” we have 
developed an approach that is theoretically able to detect when single source plagiarism 
has taken place in programming assignments involving source code. Requiring students to 
provide copies of their code in progress, and analyzing changes in subsequent versions can 
prove when a student performed his or her own work. 

An implementation of this approach was developed and tested on three courses taught by 
the Department of Computer Science at the Florida Institute of Technology. Results of 
these trials, along with additional benefits to the use of such a system are discussed. 
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Chapter 1 
What Is Code Plagiarism? 

Definition of plagiarism 

Plagiarism is generally defined as the uncredited use of another’s work. In fact, according 

to The Concise Oxford Dictionary, the Latin root of the word plagiarius means 

“kidnapper” (Atkinson & Yeoh, 2008, p. 1). The choice of this word over a more mundane 

one like “theft” shows that the concept deals with the taking of this property as being 

closer to the appropriation of an individual than an object. This subtle distinction rings true 

with plagiarism, a word whose explanation often includes the theft of thoughts and ideas. 

There are many activities that fall under the category of plagiarism (Park, 2004, p. 293), 

with a variety of motivations and implications. The simplest form of plagiarism, which is 

usually introduced early in a student’s career, can be simply stated as “copying another’s 

work.” The interested elementary student is schooled by peers on the arts of copying 

homework, glancing at others’ tests, and recycling older siblings’ book reports. 

As students mature, the definition of plagiarism is refined to introduce the concept of 

citation — in other words, it is possible to use the intellectual work of others in your own 

work, as long as you make the distinction between your thoughts and those of others, and 

clearly credit your sources. This acknowledges one of the basic foundations of academic 

research: an individual’s contribution to the base of knowledge is inherently dependent on 

previous contributions. A new concept is built upon previous concepts, proven and 

discussed by others. Citing the work of others is crucial to verifying that new ideas are 

built upon demonstrably solid ground. 
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Causes of plagiarism 

There is lively debate as to why a student would plagiarize. From an academic standpoint, 

students who plagiarize are cheating themselves of a valuable opportunity to gain 

knowledge. By “earning” a grade through the hard work performed by someone else, 

students are foregoing the acquisition of skills and knowledge for which they pay tuition. 

Additionally, students are in many cases aware that what they are doing is wrong. From a 

theoretical standpoint, this is explained via a phenomenon named “neutralizing attitudes”. 

A neutralizing attitude is a rationalization adopted by the student that reduces or removes 

the negative value of plagiarism (Rettinger & Kramer, 2009, p. 295). 

In 2010, Coams-Forga and Sureda-Negre surveyed students at the University of the 

Balearic Islands in Spain, who responded with a variety of reasons they might have 

plagiarized, and these handily demonstrate the value (to the student) of a good neutralizing 

attitude (p. 210). Some factors are environmental to the student — for example, they may 

have a series of assignments that are all due at the same time, leaving no time to complete 

them all effectively. The top factor ascribable to the student is, in a similar vein, poor time 

management: not allocating enough time to work on an assignment, or postponing the start 

of the assignment until there is not enough time left to complete it. 

In some cases, students may plagiarize simply because they feel the instructor does not 

properly grade assignments and it will be easy to escape detection. Plagiarism is often 

justified by students who believe (mistakenly or not) that the practice is already widespread 

in their class and they would be fools to do their own work. Students can also feel that the 

assignment does not carry enough weight for their grade to make a good effort, or even 

find the assignment too complex or incomprehensible. In concert with all this, there is also, 

as described before, the increasing ease students have in finding source materials to 

plagiarize from.  
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Cultural aspects of plagiarism 

A review of literature by Payan, Reardon, and McCorkle finds that different cultures adopt 

different standards for what constitutes plagiarism, and uses the cultural factor of 

collectivism vs. individualism as a key pivot in determining prevailing attitudes (2010, p. 

288). Students from cultures where collectivism is encouraged are more apt to collaborate 

on work, and in fact may not at all be comfortable with working entirely on their own. In 

contrast, students from individualist cultures may feel more compelled to succeed at any 

cost. 

It would seem that it is difficult to assign a single measurement to the incidence of 

plagiarism as a whole in a culture, and be able to rank such according to this number in 

order to say “culture A plagiarizes more than culture B,” It may be more appropriate to say 

that different cultures have differing approaches to the issue. 

Types of plagiarism 

These examinations of the cultural nature of plagiarism serve to highlight the fact that there 

are two distinct types of activities that fall under the category of “plagiarism,” In the first 

kind, the plagiarist takes material from the source without the source’s knowledge, true to 

the kidnapping nature of the root of the word. The second kind is done with the knowledge, 

consent, and/or assistance of the source author. A subset of this latter type happens when 

the source author is solely responsible for the content, and the plagiarist is merely stamping 

his own name on the author’s work. It is this last set of activities which proves the most 

difficult to detect, especially if the original author is providing bespoke work and not 

reselling the same material to multiple plagiarists. 
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The theft of ideas is not limited to writing; although term papers that lift paragraphs from 

an encyclopedia and politicians’ speeches that are purloined from others1 are often thought 

of as typical cases of plagiarism, the phenomenon extends to other fields, such as the fine 

and commercial arts, popular media and culture, software code, and more. 

The evolution of plagiarism 

Plagiarism likely dates back to the earliest of students, making the art of detecting 

plagiarism an old one. Vigilant graders have traditionally approached the problem through 

the many methodologies of detective work — observation, conjecture, and sometimes 

serendipitous discovery. In an academic setting, when determining whether a student has 

committed plagiarism, we might apply such methods to the observation of changes in 

writing style, within an individual’s assignment, or across many of their assignments. 

Sometimes two students will be daring enough to submit work that is glaringly identical. 

Other times a grader may recognize work from another class or even another term. Just as 

there are many ways to plagiarize, there are many ways to detect that it has taken place. 

Students today are able to range their uncredited sources farther and wider than ever 

before, thanks to the networked power of the Internet. Not only are there vast amounts of 

example code available for the potential plagiarist to draw from, but the search engines are 

getting better at finding it (Parlante, 2007, p. 29). 

Fortunately, the tools to detect these goings-on have also evolved. Prior to the introduction 

of cheap and accessible computing power, the detection of plagiarism was an individual 

skill, developed through experience, enhanced with intuition, and furthered with occasional 

exchanges with other practitioners of the art. In today’s world however, most faculty have 

                                                
1 An event that happens with surprising frequency. Recently Australian Transport Minister 

Anthony Albanese attacked a rival with a speech originally written for actor Michael 

Douglas in the film The American President. 
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access to state-of-the-art software tools to help in these efforts, supplementing experience 

and intuition with sheer indexing power in order to highlight examples of duplication that 

would have gone unnoticed a mere decade earlier. 

Looking at an even narrower field, the area of plagiarism of source code in programming 

assignments offers some interesting challenges of its own. To begin with, students are 

often encouraged to seek examples of source code online as a learning aid, e.g., consulting 

Microsoft Developer Network (MSDN) for documentation on Windows programming 

(Microsoft, 2012). The distinction between learning from such example code and using this 

or other code, with or without comprehension of how it works, is a complex one, and in 

some cases may be culturally invisible. 

There are other, more mechanical challenges. For example, given a paper on Constitutional 

Law, it would be difficult to globally change enough words with semi-arbitrary related 

substitutes (e.g., “law” and “legislation”) to produce a document that might pass as “new” 

and remain completely valid in reason and function. But this is a simple beginner’s tactic 

for a would-be plagiarist of computer code. Most popular programming languages do not 

care what a variable is named, as long as it is referenced consistently. 

Similarly, taking sentences and phrases and rearranging their order will not preserve the 

integrity of our Constitutional Law paper, nor will adding completely unrelated statements 

that have no rhetorical value. Again, a reasonably clever plagiarist can rearrange portions 

of a programming assignment, and insert statements that do not affect operation but serve 

to obscure the similarity, and their program will be functionally identical to the plagiarized 

source while possibly evading casual identification of their similarity. 

These added difficulties, existing in their backyard so to speak, have not escaped the 

attention of computer scientists. In the remainder of this thesis, we will explore their efforts 

in this area and offer some new approaches. 
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Code plagiarism in the wild 

Before we take a closer look at the phenomenon of code plagiarism in academia, we 

present two case studies of this activity in business and research. Detecting plagiarism, and 

furthermore, proving it, can be much more difficult to do outside the confines of the 

classroom. The source code to compare is not readily available, and often requires legal 

recourse and further expert analysis to secure samples that might be checked for code 

plagiarism. 

Once proven, the consequences of this type of plagiarism can be drastically greater than 

those a cheating student may face. In the business world, these consequences usually come 

attached with a dollar amount, and in research, years of work can be quickly discredited. 

Code plagiarism in industry – Oracle Java / Google Android 
As an example of code plagiarism in industry, we will look at a recently unfolding court 

case involving Oracle and Google. The case revolves around Oracle’s claim that two of its 

patents related to Java were violated by Google in the development of their Android 

smartphone operating system (Humble, 2012). Presented as evidence were eight original 

Java source code files (Oracle’s intellectual property, instantiating the two patents) and the 

decompiled versions of the corresponding Google Android code files. Note that the 

evidence does not include the original source files from Google; the evidence was 

evaluated by an expert witness that testified to the validity of the comparison. Google’s 

response has been that those were test files that were distributed with the Android 

operating system but not intended for execution. 

The case is still unfolding as of the writing of this thesis, and is being watched avidly by 

the software community because of its implications on the patentability of an Application 

Program Interface (API). Although Oracle is asking for $1b in damages (analysts agree 

that the actual award will much likely be smaller), the legal implications of the judge’s 

decision regarding the ownership of APIs could have effects across the entire industry, 
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making for a vocal contingent siding with Google despite the evidence of plagiarism if 

only to prevent this from happening (Orion, 2012). 

Code plagiarism in research – Chess AIs 
As an example of the specific issues faced in code plagiarism in research situations, we 

will look at the story of Strelka and Rybka, each a chess-playing Artificial Intelligence 

(AI), and the controversy surrounding both over allegations of stolen code. The following 

summary is derived from information presented by Ciancarini and Favini (2009, pp. 264-

266). 

A chess-playing AI is a complex piece of software, designed to evaluate the current state of 

the board, examine possible moves and their ramifications, and then pick the best one. This 

is a rich field of research, with many possible implementations and a staggering amount of 

tuning parameters such as piece-square values involved. The World Computer Chess 

Championship has been held since 1974, and pits these chess-playing AIs against each 

other in a competition not unlike those held for their human chess players. 

Rybka, one such chess AI, was a strong contender, winning trophies for its author, Vasik 

Rajlich, in 2007, 2008, 2009, and 2010. But when the source code for Strelka, a competing 

AI, was released, Rajlich was quick to claim that portions of Strelka were derived from 

Rybka, and even threatened to claim its code as his own. In support of his case (at the 

time), several human players reported a very similar playing style, down to the quirks and 

bugs, between the two AIs. However, since the source code for Rybka was not public, 

there was no way for a third party to verify or deny Rajlich’s claims. 

When Strelka’s code was examined, it was found to borrow heavily from an earlier 

program named Fruit. This cast suspicion on Rybka, and the International Computer 

Games Association began a difficult investigation. Without the source code for Rybka, 

decompiled versions of the executable were analyzed for algorithmic similarity to Fruit. In 
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the end, it was determined that Rybka was derived from Fruit and another AI named 

Crafty, and Rybka was stripped of all its titles. 

Differences between industry, research, and academia 

In an academic setting, unlike a court of law or the field of public opinion, plagiarism takes 

on a subtly different meaning. What instructors want is for their students to do all their own 

work, as proof that they are learning the concepts and techniques being taught in class. One 

way of enforcing this is by disallowing the use of any material that the student did not 

create himself. In other words, plagiarism is disallowed to enforce authorship and train the 

student in good academic conduct. 

There are some unique challenges in detecting when plagiarism has taken place in an 

academic setting. Foremost is the likely absence of the source of plagiarism. Should a 

student decide to copy her work from another student in the class, or should two students 

work together to produce near-identical code, the detection of the plagiarism (or collusion) 

is straightforward. 

A copy of the original is not always guaranteed to be present in the collective codebase, 

though. It may have originated with a student in a different class, or, as is becoming more 

common these days, it could have been done as “work for hire.” It is quite easy to find help 

from individuals through job boards specialized in this type of work, or even purchase 

custom work from organizations that have professionalized the process, as seen in Figure 

1. Should a student choose to use a service like this, it becomes impossible to show 

evidence of plagiarism, as the “plagiarized” code base is wholly original work that does not 

exist elsewhere. 
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Figure 1 — Advertisement for code plagiarism services for hire, as seen on papermoz.co.uk 

Another factor to consider is the unintentional duplication of code. Many times, a student 

will face multiple assignments in a term, each one taking a few weeks at most. These code 

bases will be by necessity comparatively brief, and will often have very specific 

requirements that can be expressed in code in only so many ways. Because of this, the 

effectiveness of maintaining a global library of code to compare against yields diminishing 

returns. Gabel (2010) shows an interesting study on the uniqueness of code. Starting with a 

source base of 430 million lines of code (taken from SourceForge, http://sourceforge.net/, a 

popular open-source project hosting site), the study matched the code in selected packages 

to the code in the corpus to determine whether the selected package could be constructed 

entirely out of code existing in the corpus. The study found that this was generally 

possible, given a granularity of about one to seven lines of code. 

This brings up the concept of the perfect program — if two codebases express identical 

output from the same input set, and perform this task with the same level of complexity 

(e.g. O(n2)), then it could be argued that both codebases are derived from the same Platonic 

ideal algorithm. 
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Summary 

These challenges make it difficult to properly detect code plagiarism in the classroom, as 

the tools that are reliable for detecting code plagiarism do not always function reliably in 

an academic setting. What if the problem is attacked from the other side — that of ensuring 

authorship? 
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Chapter 2 
Prior Work 

Detecting code plagiarism 

Detecting when code has been plagiarized comes down to determining how much code is 

shared between two or more codebases. Unsurprisingly, the detection of plagiarism is a 

problem with a variety of approaches. 

Algorithms for measuring similarity between texts have existed for some time (Verco & 

Wise, 1996, p. 1), and have grown quite sophisticated, able to compare submissions against 

vast amounts of data quickly and elegantly. Further refinements have allowed the creation 

of specialized tools that deal with the plagiarism of programming code and attempt, often 

with great success, to peer through obfuscations (such as the renaming of symbols and 

control structure reorganization) that a particularly industrious plagiarist might introduce in 

an attempt to create functionally identical code that foils detection. There are even efforts 

to systemically simulate code plagiarism in order to generate test data for benchmarking 

plagiarism detection algorithms (Cebrian, Alfonseca, & Ortega, 2006, p. 5). 

Code cloning vs. code plagiarism 
The applications of algorithms to detect code plagiarism have implications beyond 

establishing the ownership of a given codebase. A related field of study deals with code 

cloning, which, like plagiarism, involves the copying of code fragments, but is instead 

driven by a programmer’s need to reuse portions of his existing code. This practice has 

implications regarding proper and improper code re-use which are beyond the focus of this 

thesis, and warrants its own branch of detection and analysis. 
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Basic problem definition 
There are many approaches toward the problem of detecting plagiarism in code, but many 

of them, including three well-developed methods we will look into in detail, share a 

common framework. Following are some definitions used in describing their functionality. 

First it is important to note the basic premise in operation they all share, and provide some 

definitions. 

The person or persons who wish to know whether plagiarism has taken place are 

collectively referred to as an evaluator. The methodologies and algorithms of plagiarism 

detection can be instantiated into a software tool, which is given a set of input files to 

check by the evaluator. In turn, the tool produces a plagiarism report detailing its findings 

as its output. The evaluator then uses this output to assist in determining whether 

plagiarism has taken place. 

It is critical to note that although the term “plagiarism detection” is used freely throughout 

this thesis, what these tools detect are duplicated code, which could be coincidental, 

unintentional, or unavoidable and not necessarily evidence of plagiarism. It is up to the 

evaluator to judge whether the duplicated code is to be considered plagiarism. 

Because comments from the programmer that are present in code can be as revealing as the 

programming code itself, they can be considered an integral part of the input and used in 

comparisons; references to “code” throughout the following chapters may imply the 

aggregate of actual code and existing comments. A code base is defined as the set of files 

containing the code that an individual has submitted as her work for fulfillment of a 

programming assignment. For the purposes of comparison, the contents of those files are 

treated as a single entity; in other words, information regarding the location of code in a 

particular file and the file’s path information (file name and the directory structure that 

contains it) is not considered in the following methodologies. Although research pertaining 

to identifying duplicated code according to file structure has taken place (Chang & 
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Mockus, 2006; Chang & Mockus, 2008), its relevance is primarily towards detecting code 

clones and not necessarily plagiarism. 

At their core, the three plagiarism detection methods presented here work in the same 

fashion. They begin by converting the text being examined into an intermediate form. This 

intermediate form is then used for comparison and analysis, and results are mapped back to 

the original source code. Each code base in the collection is compared to all the others (the 

comparison base) in order to determine how much similarity exists between the source and 

the comparison base. This means that for a collection of n assignments, n (n - 1) / 2 

comparisons will take place, or in terms of algorithmic complexity, O(n2). 

Each comparison generates a measure of similarity. Some approaches are able to identify 

specific code duplicated between the sources. The results of these comparisons are then 

presented to the evaluator as the tool’s output. 

Common approaches 
Three dominant approaches to the problem of detecting plagiarism in code have evolved 

(Mozgovoy, 2006, p. 100). The first approach involves lexical comparison of source code, 

and is also referred to as string matching. This means looking for similar or identical 

stretches of code between two code bases. In many cases, the code is pre-processed to 

remove trivial irregularities such as code formatting, and tokenized in order to convert text 

that can be changed arbitrarily (e.g., variable and function names) into an intermediate 

form. 

The metrics approach, also called fingerprinting, examines source code and extracts a list 

of metrics. Some examples of these metrics are lines of code, number of function calls, 

distinct number of keywords and operators, and total number of variables (Ottenstein, 

1977, p. 2). Extracting these metrics yields a profile for each individual assignment from 

the features in its codebase, and can be used in a couple of different ways. Similar profiles 

between two codebases imply there may be some shared code. 
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The final approach, described as structural comparison or parse tree matching, involves 

converting each code base into an intermediate form that represents the structure of the 

code — its control structures, functional dependencies, and such — and comparing those 

intermediate forms for similarities. This approach can detect code that has been 

deliberately (and in some cases, carefully) obfuscated from the original, but can be 

computationally expensive, depending on the level of additional analysis to be undertaken. 

These approaches can be used individually or in combination to produce a final report on 

code duplication (in the case of the lexical and structural comparisons) and possible 

irregularities (in the case of metric comparisons). 

Other approaches 
There are other methods of detecting plagiarism. New and experimental models are 

constantly emerging. Next, we look at some interesting approaches and variations outside 

the three main methods we have discussed. 

Chudá and Uhlík (2011) used a modified version of the Lempel-Ziv compression algorithm 

to build a dictionary of suspect code “phrases” between code bases. This approach was 

necessitated by the inability of many existing systems to properly process alternate 

character sets, such as the Slovak used by the authors.  

Adrian West describes a method whereby all submitted code for an assignment is 

concatenated into a single text file, after which code lines are lexically sorted (1995, p. 2). 

This groups similar lines of code together in a way that can be quickly spotted by an 

instructor; once the files containing these lines are identified, they can be evaluated for the 

possibility of plagiarism. This method has many shortcomings, acknowledged by the 

paper’s author, but can be very effective for its simplicity. 

An interesting methodology, which derives from metric checking methods, was employed 

by Elenbogen and Seliya, in which metrics across all projects in a term were subjected to 
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metric extraction and data mining analysis (2007). We will discuss this work further in 

Chapter 4. 

Approximating intuition 
The oldest plagiarism detection tool we know of is, of course, the human mind. The 

automated tools we have discussed up to now are all wonderfully efficient at finding 

duplicate needles in large stacks of hay, but there are many ways of detecting plagiarism 

that have nothing to do with being presented with copied code. 

For example, consider the following cases: a) A student is using a library class that has not 

been discussed in the course materials; b) A student may suddenly show mastery of 

recursion, when he has just tested poorly on the concept in a midterm exam; c) A student 

that has been struggling with an assignment and has repeatedly asked for help submits code 

that is very different from the code she was having problems with. Each of those cases 

should raise a red flag for the experienced grader. However, there is nothing intrinsic to 

these situations that would trigger a warning from plagiarism detection software. 

The discrepancies that would trigger an instructor’s suspicion all exist outside the 

submitted code’s realm. It seems that if we are going to improve the accuracy of plagiarism 

detection tools to begin approximating the abilities of the human mind, we will need to 

expand their knowledge of the assignment beyond the final submitted code. 

Lexical Detection 

There are several approaches to the problem of comparing multiple sources for similarities 

in their text. Schleimer, Wilkerson, and Aiken identify three important qualities that should 

be present in a solution (2003, p. 2). The first is an insensitivity to white space. This 

concept may be obvious in the concept of a term paper — we do not want to be foiled by 

the random insertion of blank lines and extra spaces between words — but acquires 

additional nuances in other contexts. For example, in code we may consider the actual 
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name given to a variable to be irrelevant, as it is an arbitrary label assigned by the 

programmer and can be changed without affecting the code’s functionality. 

Another important feature is noise suppression. The word “the” may be matched multiple 

times in two history papers, as could many other common words, so there needs to be some 

sort of filter that determines when a match is of interest. Finally, there is position 

independence. The algorithm should be able to find matches regardless of where they occur 

in the document, to prevent the algorithm from being fooled by a simple rearrangement of 

contents. 

Because the brute-force approach of comparing every character and sequence of characters 

against every other is computationally prohibitive, especially as our sources grow longer, 

these algorithms rely on the creation of an intermediate representation. The basis for this 

translation varies from method to method. Some, for example, base their solution on the 

representation of words as single tokens instead of sequences of characters. Additional 

refinements are possible by incorporating structural information, such as sentence and 

paragraph structures. 

These approaches, however, suffer from a dependence on the structure of the source being 

scanned; concepts like “words,” “sentences,” and “paragraphs” only apply to essays, 

papers, and other examples of written English (or your natural language of choice). These 

concepts may or may not translate across domains, for example, a table of numerical data, 

or in our case source code, so a different solution to the lexical detection of copied code is 

necessary. For our example of lexical or string-matching comparisons, we will be looking 

at a technique called “winnowing” developed by Schleimer et al. in 2003. 

Introducing k-grams 
The general algorithm for winnowing deals with the problem of efficiently matching the 

text of a target (in this case, an individual’s code base), in whole or in portions, to the 

corpus (all the code that it is being compared to). A common approach is to remove all 
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trivial differences (for example, spaces and punctuation), and then convert this into a more 

manageable set by a form of lossy representation. With careful selection, enough 

information is retained to catch non-trivial matches, and redundant information is 

discarded to reduce the size of the search space. These smaller sets are then used as basis 

for comparison to identify locations where potential matches may be taking place. These 

locations are examined in detail to verify the matching, and then mapped back to the 

original representation to show the exact duplicated text or code. 

The winnowing algorithm presented here follows this pattern, and then improves the 

efficiency of the comparison by providing an ingenious method of selecting a limited 

number of features in the representation. 

We can begin by using the following source text: 

Papa oo mau mau, papapa oo mau mau 

[The Trashmen, 1963] 

Removing all spaces and punctuation yields: 

papaoomaumaupapapaoomaumau 

Why remove spaces and punctuation? First, we want to avoid the easy masking that would 

be afforded by (for example) inserting extra spaces between words, and using superfluous 

or awkward punctuation. Perhaps more subtly, we are not interested in tracking merely 

individual words, but specific words that appear in a given sequence. 

In order to do this, we now introduce the concept of k-grams. A k-gram is a contiguous 

substring of length k, which is to say a sequence of k characters taken from our source 

string. A string of length n contains n - (k - 1) k-grams, almost as many as there are 

characters. The list of all possible k-grams for our source string when k is 5 is: 
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papao apaoo paoom aooma oomau omaum mauma aumau umaup 

maupa aupap upapa papap apapa papao apaoo paoom aooma 

oomau omaum mauma aumau 

Each k-gram can be mapped back to the original document, because it has a unique 

location denoted by the position of its first character. Our first k-gram above (papao) 

corresponds to the characters starting at position 1 (or 0 if you like your indexing zero-

based), the second to position 2, and so on. This locational information belongs to the k-

gram and is preserved through the transformations, which are described next. 

We can now take each of these k-grams and run it through a hashing algorithm, which 

converts the sequence of characters to a representative number called a hash. These hashes 

are more efficient for comparison than the sequences of characters they represent. A 

conversion of the sequence above to hashes would look like this: 

 1   87  234  121  74  138  146   74   68 

 7  169   28   43  95    1   87  234  121 

74  138  146   44 

This sequence of hashes is labeled a “fingerprint” in this context; the word is used with a 

similar intent but a different application in other detection methods. We started out with 26 

characters, and ended up with 22 hashes. Clearly, we have not done much to reduce our 

search space. We have gained some definite advantages with our hashes, though. In our 

example, we have reduced our k-grams, which take up k bytes of memory given an ASCII 

representation (more if using a more recent multi-byte character set like UTF-8), with a 

hash that takes up a single byte. If we picked a large enough value for k, then we have 

automatically reduced the noise from common words that are shorter than that; in our 

example, choosing k = 5 means that common short words like “the,” “a,” “of,” “and,” and 

such will at least have one or more characters from an adjacent word to give it 

informational value. 
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Reducing k-gram hash count 
Generating all these hashes has given our representation some additional value. But do we 

really need all of these hashes? Each hash represents fractionally more than a single 

character — in our example, we began with 26 characters and reduced that to 22 hashes, 

giving us about 1.18 characters per hash. As the input string increases in length, the 

character-per-hash ratio will approach 1. Since we are trying to avoid having to compare 

documents character by character, and because adjacent hashes are representing fairly 

similar portions of text, it is not necessary to retain all of them. The problem of selecting 

which hashes to keep as a representation of the source text is one with multiple solutions, 

each with its advantages and disadvantages. 

A simple algorithm that comes to mind might be choosing every n-th hash. If the average 

number of characters in a word in the written English language is about five, then selecting 

every fifth hash will yield a number of hashes consistent with the word count of the 

document. But this method quickly falls apart; if a duplicated section of text starts at a 

slightly different point in each source (or more exactly, a point that is not a multiple of k 

characters away), an entirely different set of hashes will be selected, and our 

representations fail to produce any matches. 

A more robust approach calls for selecting hashes according to a property intrinsic to the 

hash. This means that if a hash appears in two documents, it will appear in both 

fingerprints for the document, and we have a good chance of a match. One such method is 

selecting hashes that are 0 mod p for some fixed p — in other words, hashes that are 

evenly divisible by p. This reduces the initial set of hashes by 1/p on average. Following 

with our example and selecting a value of 4 for p, we end up with the following four 

hashes to represent our initial string: 

44 68 28 44 
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Our 22 hashes are now represented by four. This approach was developed and shown to be 

effective by Udi Manber in 1994. However, we have introduced a new problem. It is 

theoretically possible (and empirically demonstrated by Saul Schleimer in 2003 upon 

evaluation of their research) for long stretches of a source to not contain any hashes that 

would be selected by this method. 

Winnowing 
The technique of “winnowing” uses a different method to select hashes. We start by 

declaring a guarantee threshold t — this means that all substrings of length t will be 

detected by the algorithm. This substring is going to be represented by the hashes of 

consecutive t - k + 1 k-grams which start at the initial character of the substring, so the 

algorithm needs to guarantee that there will be at least one selected hash within this 

window size. To use actual numbers, if we are using k = 5 and a threshold t = 8 (to 

guarantee that all substrings of length 8 or greater are detected), then we want to make sure 

that we select at least one hash out of every four. 

To do this, we begin by grouping our hashes in a way similar to the way the k-grams were 

generated. Here is the original sequence of hashes which was generated earlier: 

 1   87  234  121  74  138  146   74   68 

 7  169   28   43  95    1   87  234  121 

74  138  146   44  

Grouping these hashes in windows of four yields the following sets (the underlining will be 

explained shortly): 

(1, 87, 234, 121)   (87, 234, 121, 74) 

(234, 121, 74, 138) (121, 74, 138, 146) 

(74, 138, 146, 74)  (138, 146, 74, 68) 

(146, 74, 68, 7)    (74, 68, 7, 169) 

(68, 7, 169, 28)    (7, 169, 28, 43) 
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(169, 28, 43, 95)   (28, 43, 95, 1) 

(43, 95, 1, 87)     (95, 1, 87, 234) 

(1, 87, 234, 121)   (87, 234, 121, 74) 

(234, 121, 74, 138) (121, 74, 138, 146) 

(74, 138, 146, 44) 

We now select the hashes according to the following rules: 

• In each window, select the minimum hash value. 

• If more than one hash has this value, select the rightmost occurrence. 

• Discard any consecutive appearance of a hash/location pair 

The selected hashes will form the fingerprint for the document. These are the underlined 

hashes in the grouping above. Our second selection, according to the first rule, is 74, which 

is seen again in the next two windows (and therefore not selected from those). 

In the fifth window, 74 appears again. Although the value of 74 is the same in this case, it 

is derived from a k-gram in a different location, so it is considered an additional hash. Our 

final set of hashes is: 

1 74 74 7 28 1 74 44 

And with positional information (0-based index): 

[1,0] [74,4] [74,7] [7,9] 

[28,11] [1,14] [74,18] [44,21] 

We can now use this fingerprint to compare to other fingerprints, and derive the location 

where further investigation and verification is needed. 
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Refinements for code applications 
This gives us a general-purpose method for detecting similar sections of text in a source 

document, and meets the three important criteria defined at the start of this section. Some 

additional refinements can increase its accuracy at detecting matching segments of code 

(Schleimer et al., 2003, p. 9). One such refinement involves replacing strings that are 

arbitrary in the context of the programming language (such as variable and function names) 

with a standard replacement token. In MOSS, a popular plagiarism-detection tool that is 

implemented using the winnowing algorithm just described, this and other domain-specific 

modifications are undertaken before the fingerprinting process. 

Known defects 
Because these methods are able to detect similarities that take place at a very small scale, 

they are resistant to injection of code, and because they are able to ignore the lexical 

components of arbitrary features like variable names, they are also resistant to wholesale 

renaming of these tokens. However, they cannot detect structural changes that a plagiarist 

may make to code, for example using De Morgan’s law to alter the structure of 

comparisons in if statements, or refactoring loop structures. 

Metric-based Detection 

Like the lexical method just discussed, metric-based plagiarism detection uses generated 

“fingerprints” for comparison between sources in order to avoid character-by-character 

examination. However, instead of basing this fingerprint on the lexical characteristics of 

the source, it is built using other measurements. In a term paper situation, these metrics 

may take the form of average sentence length, histograms of word length and usage, and 

occurrences of mechanical (e.g., punctuation) and grammatical features, among others. 

These metrics do not apply in a meaningful fashion to code, but there are as many if not 

more features to source code that can be measured to extract this fingerprint. 
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There are many variations to this approach, but they all involve extracting a vector of 

metrics from the source code for each individual, and then using a similarity comparison to 

arrive at a similarity measure between sources. Tuning a threshold for this measurement 

will yield an indicator showing when further investigation is required.  

Because this approach does not provide direct evidence of similar sections of code, 

showing that a code segment in assignment A appears in assignment B, it may appear to be 

of limited use in the classroom. Nonetheless, one of the earliest documented automated 

code plagiarism detection tools (Ottenstein, 1977) utilized this approach. 

In the context of plagiarism detection, a metric is a measure of an identifiable feature in 

source code. As a simple example, we can describe a text file containing source code as 

being composed of individual lines. These lines can be categorized as either code, a 

comment, or possibly blank. The count of the number of lines in each category yields three 

(very basic) metrics for this source code. 

Each specific approach to generating a metric-based fingerprint will use a set of features to 

do so. For example, the Accuse system (Grier, 1981) uses the following metrics: 

• Number of unique operators  

• Number of unique operands (such as identifiers, labels, integers, reals, 

and strings)  

• Total Operators  

• Total Operands  

• Code Lines (excluding blank or comment lines and declarations)  

• Variables Declared and Used  

• Total Control Statements 
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It is easy to see how these metrics might reflect an individual programmer’s coding style. 

Unfortunately, this transparency also makes it easier to manipulate code in order to evade 

detection. The simple addition of useless statements (such as assignments to variables that 

are not used, or loops that do not accomplish anything) could significantly skew the 

metrics to allow source code to pass this inspection without affecting functionality in the 

least. A system described by Faidhi and Robinson (1987) attempts to work around this 

vulnerability by providing an additional set of more sophisticated metrics. As a basic 

foundation, this system gathers the following: 

• Average Number of Characters per Line 

• Number of Comment Lines 

• Number of Indented Lines 

• Number of Blank Lines 

• Average Procedure/Function Length 

• Number of Reserved Words 

• Average Identifier Length 

• Average Spaces Percentage per Line 

• Number of Labels and Gotos 

• Count of Unique Identifiers 

This set of ten metrics is not dissimilar to the Accuse set, and like it, is equally 

straightforward to fool. However, there is an additional set of fourteen metrics that attempt 

to measure features of a program that are more intrinsic and difficult to disguise: 

• Number of Program Intervals 

This uses an algorithm for partitioning a program control-flow graph into intervals.  
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• Number of Vertices Colored with Basic Colors 

When a program’s control-flow graph vertices are colored using a graph coloring 

algorithm (with a maximum of four colors), the basic colors are the colors 1 and 2.  

• Number of Vertices Colored with Color 3  

• Number of Vertices Colored with Color 4  

• Program Expression Structure Percentage 

Based on the conventional terminology for describing Pascal syntax, this is the 

number of expressions as a percentage of all expressions, simple expressions, terms 

and factors.  

• Program Simple Expression Structure Percentage  

• Program Term Structure Percentage  

• Program Factor Structure Percentage  

• Number of Program Impurities 

For example, extraneous semicolons and BEGIN/END pairs.  

• Module Contribution Percentage 

The number of code lines inside functions or procedures.  

• Number of Modules  

• Conditional Statement Percentage  

• Repetitive Statement Percentage  

• Number of Program Statements  

These additional metrics show some specific ways to discard the distortions that may be 

introduced by the addition of extraneous code or structural refactoring mentioned earlier. 
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There is a wide variety of metrics to be extracted from source code, limited only by the 

ability to identify features and quantize them. By themselves, these numbers may not mean 

much, but they do form a basis for comparison between sets of source code. 

The metrics collected for an individual code base are simply raw numbers, and there are 

innumerable ways to compare sets of raw numbers. Comparison of these numbers just as 

extracted from the source will not yield meaningful results, however. Metrics can vary in 

range — some may yield values between 0 and 10, while others may lie between 0 and 

10,000. Using these raw values would place undue significance on metrics that have a wide 

variance. Additionally, and more importantly, certain metrics may be considered more 

critical than others and should be given a better opportunity to influence the outcome of a 

comparison, which eliminates the possibility of normalizing all values across the board. 

Because of these factors, metrics-based comparison systems incorporate a weighting 

system prior to comparison, and by necessity this requires an obligatory amount of tuning. 

Once a set of weighted metrics is in hand, one of many comparison algorithms can be used 

to arrive at a similarity measure. An obvious example is to represent the metrics as vectors 

and then obtain the distance between them, but there are many more methodologies that are 

applicable. 

Known defects 
The calibration necessary to receive meaningful results from metric comparisons can be 

highly subjective. There is no clear-cut mathematical way to determine just how important 

to similarity a particular metric might be, and there is no guarantee that settings for a 

particular situation will be useful outside that context. 

The value of this type of comparison for a set of source files (as in the case of a single 

assignment) is low. Unless two students score obviously similar counts of code and 

comments, there is too much room for coincidence for a similarity to be significant, and it 

may be that the best value tools in this area can provide is in providing some form of 
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grouping and prioritizing code bases for further examination, in either a manual or 

automated process. 

In an academic setting, these measurements take more value in the longer term, over 

multiple assignments. Some programmers are verbose when commenting their code, others 

are more terse, or omit comments at all. Changes in these habits can be a signal that code is 

sourced from somewhere else. Elenbogen and Seliya (2007) used this approach in an 

analysis of a course’s assignment corpus, with positive results. We will revisit this topic 

and describe its influence on this thesis and its results in Chapter 6. 

In the context of comparison across student assignments, the metrics approach lacks the 

ability to pinpoint specific locations where code has been copied, so the reliability of its 

results as evidence of plagiarism is limited. It can, however, work in conjunction with the 

other approaches to improve efficiency and the accuracy of results. 

Because certain features are programming language-dependent, if not in representation 

then perhaps as a unique construct in that language, there may be extensive development 

involved in tailoring this method for each language. When using these advanced metrics, 

this approach often crosses over into territory more familiar to the structural approach to 

detection, which will be discussed next. 

Structural Detection 

With the structural method of detection, the source is once again translated into an 

intermediate form, this time based on structural features of the code. Part of the research 

from Faidhi and Robinson (1987, pp. 11-19) identified six stages of program modification 

a plagiarist might undertake, graded in order of effort and complexity (see Table 1). 
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Table 1  — Six stages of program modification 

Level Plagiarism Method 

0 original program 

1 comment and indentation 

2 identifier name 

3 variable position 

4 function combination 

5 program statements 

6 program control logic 

 

One can see the first three levels are simple text manipulations, do not require much skill to 

execute, and in fact could be codified into automated plagiarism-masking software that 

applies changes universally to source text with the express purpose of masking detection. 

Further up the scale, the described changes to code begin to take actual expertise to 

execute, at least if the functional operation of the code is to be preserved. Combining 

functions, refactoring program statements, and altering the form (but not the intent) of 

control logic are tasks that are not difficult to execute but that do require a fair level of 

knowledge about how the code works. In other words, a plagiarist need not know how the 

code works in order to execute trivial masking changes, but the more advanced methods 

are dependent on some knowledge of how the code is supposed to operate. 

In order to detect these types of activities and thwart the industrious plagiarist2, it is 

necessary to represent the code in a way that can disregard these types of changes and 

achieve a deeply abstract view of the code. We will examine how one such tool, described 

by Ji, Woo, and Cho (2007), goes about this process. 

                                                
2 Quality plagiarism requires hard work. 
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The specific technique presented by Ji et al. (2007) uses a method called Static Tracing 

Analysis. The intent is to produce a map of the code that describes the structure of 

execution. In order to do this, the authors created a tool that could parse the code and 

provide a simplistic textual representation of a simulated execution. The tool would 

identify the initial entry point of the code (for example the main() function in C/C++ 

code), and log the points of interest it encountered along its way. As an example, the 

following code: 

if ( input < threshold ) { return process( input ); } 

Will produce the following representation: 

IF LE BLOCKSTART RETURN FUNCCALL ... BLOCKEND 

The ellipses between FUNCCALL and BLOCKEND represent further text which would be 

represented by the static tracing following the process() function. Already, we can see 

how some features are omitted. The variables inside the clause of the if statement are not 

counted; instead, we have the operand left to represent the entire clause. This retains 

enough information to confirm a suspected match, yet is only a single unmatched token 

should the plagiarist modify the logic to be syntactically different but functionally 

identical. Following execution in this manner will also have the side benefit of omitting 

portions of code which would never execute but whose presence can throw off the two 

previous methods. 

Once these representations for the code base are obtained, they can be compared lexically 

in order to obtain regions of similarity. In this manner, this method attempts to blow away 

the chaff that may be produced by an ingenious plagiarist in order to prevent easy 

detection. 
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Known defects 
This type of analysis comes at a price. Once the structural representations of the code to be 

compared are complete, a lexical analysis is still necessary on these in order to determine 

similarity, so the structural approach will not be as efficient as a purely lexical approach. It 

still shows a better ability to detect more complex forms of plagiarism, which is useful 

when the plagiarist is not committing the act out of a lack of time, understanding, or 

motivation (as might be the case in an academic setting) but as a way to appropriate the 

work of others in a commercial or research setting without providing due compensation or 

credit. Prechelt, Malpohl, and Phillippsen (2002, pp. 1035-1037), in addition to detailing 

the development and operation of JPLAG, discussed below, include a list showing a 

variety of stratagems used, often successfully, to evade detection via structural comparison. 

As with more specialized metric approaches, implementation of these methods can 

sometimes be heavily dependent on the language, and extending these systems to handle 

the variety of languages in use today can be a significant maintenance burden (Joy & Luck, 

1999, p. 130). 

JPLAG 
JPLAG is a plagiarism detection service provided by the Universität Karlsruhe based on 

the work described by Prechelt et al. in 2002. There have been many other developments in 

this field since the design of JPLAG was described; improvements and innovations often 

measure their accuracy and efficiency by using JPLAG as a benchmark. An interesting 

tangent in this paper presents an algorithm used to obfuscate the code of the Unix utility 

“join” in order to produce test data. Although this technique is not the focus of the paper, it 

does demonstrate the possibility of formalizing certain types of obfuscation enough to 

automate them, and furthermore that the resulting output is good enough to evade lexical 

detection. 
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Version Control 

Before launching into a discussion on the specifics of current plagiarism detection tools, 

we mentioned that they could be improved with additional information outside of the final 

submitted code. Version control systems (VCS) can provide some of this by recording 

development history for code, giving us not only the final product but also a selection of 

intermediate steps that were taken to get there. 

One of the earliest definitions of version control describes it as “the task of keeping 

software systems consisting of many versions and configurations well organized” (Tichy, 

1985, abstract). “Version Control” today is a term used to describe a meta-file system used 

by programmers and others to maintain both a collection of code files and their 

corresponding development history, embodied in a series of revisions tracing the file from 

its creation to its current state. Generally speaking, version control systems keep a master 

copy of a collection of files (commonly called a project or module) within a structure that 

might contain multiple projects (called a repository), and allow their users to maintain their 

own local working copies of files, which are updated and posted back to the master 

repository as needed. 

In addition to maintaining a history of development, these systems are also commonly used 

to coordinate the activities of multiple programmers collaborating on the same code base. 

This allows teams of programmers to share a code base and keep their files up to date with 

changes made by others. Because these systems can keep track of who did what when, they 

can play an immensely useful role in determining when problems with code were 

introduced and by whom. 

Version control systems all attempt to resolve the inevitable conflict that arises when two 

(or more) programmers make changes to the same file at the same time. Some approach the 

issue by locking files in order to allow only one person to work on a file at a time, while 

others take a more generous approach and provide tools to merge conflicting changes made 

by different programmers into a single cohesive file. 
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In addition to these functions aimed at regulating the flow of code in and out of the project, 

some version control systems also provide “big picture” tools for maintaining multiple 

versions of the same software project, with the ability to identify the state of the repository 

at a given point in time as a particular software release version, and tools to manage the 

forking and merging of branches of code that might be experimental or exploratory in 

nature. 

Despite a relatively late introduction into the world of code and programming thirty years 

ago, these systems have become pervasive and form an integral part of many large-scale 

commercial and open-source projects. 

History of version control 
There have been identifiable steps in the evolution of version control. From a historical 

perspective, these changes have been driven by the demands of collaboration (Ruparelia, 

2010, pp. 5-7). Initial systems were for individual users wishing to preserve and access 

their code’s history, while today’s systems allow for a wide variety of modes of access, and 

corresponding feature sets to manage collaboration. 

Single user systems: SCCS/RCS 
One of the first version control systems to gain popularity came in the form of SCCS, 

which stands for “Source Code Control System.” Originally developed in SNOBOL at Bell 

Labs in 1972, SCCS was eventually migrated to the C language for Unix, and saw 

distribution with early systems. This was eventually overtaken by RCS (Revision Control 

System), a system developed by Walter Tichy at Purdue University in 1982 and currently 

maintained as part of the open-source GNU Project. 

Both of these systems functioned by providing an interface between the user’s local file 

system, where the version control system keeps the files it uses to represent the repository, 

and working files that exist outside the repository and are editable by the user. They were 

restricted to a single user, and did not offer the collaborative features that are associated 
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with version control systems today. However, they have in several cases formed the basis 

of more advanced version control systems, which use these systems for their core file 

management. 

Client-Server systems: CVS/Subversion (SVN) 
The next iteration in version control systems came with CVS (Concurrent Version 

System), developed by Dick Grune at Vrije Universiteit in Amsterdam in 1982 (Ruparelia, 

2010, p. 6). CVS started out as a set of shell scripts that ran on top of RCS. The intent was 

to allow Grune to collaborate with two of his students; all three had wildly different 

schedules. This project pioneered the server-client architecture in version control systems, 

which allows multiple users to all reference a single master copy of the files. A couple of 

years later, these scripts were converted to C code by Brian Berliner (Ruparelia, 2010, p. 

6). Although CVS usage has been waning, like earlier systems it lives on as the core of 

more advanced products. 

Subversion, commonly referred to as SVN, was begun as a successor to CVS by 

CollabNet, a company that offers tools for collaborative software development. It was 

specifically designed to overcome many of the perceived shortcomings and mis-

implementations in CVS, and introduced many improvements that have become standards 

for subsequent version control systems. Subversion offered access to its repository via a 

variety of channels, including file system-based access, access over HTTP or secured 

HTTP, and its own internal protocol. Today, Subversion is an open-source project under 

the stewardship of the Apache Software Foundation (http://subversion.apache.org/). 

Distributed Version Control: Git 
The next iteration in version control is exemplified with Git, a system developed by Linus 

Torvalds for use in the development of the Linux kernel (Loeliger, 2009, p. 2). These 

systems are called “distributed version control,” and distinguish themselves from their 

predecessors by allowing the existence of multiple repositories for a single set of master 

files. In both CVS and Subversion, a single repository functions as the master from which 
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programmers retrieve code and subsequently return updates. In distributed systems, every 

user has a local repository that is connected to the master repository (often referred to as 

“origin”). Changes in code are submitted by the user to their local repository during 

development, and are pushed from the local repository to the origin as needed. Changes in 

code can also be retrieved from and submitted to another user’s repository, without 

involving the origin repository. 

One of the advantages of this approach is that programmers can keep detailed version 

histories of their code locally, but only submit to the origin repository as needed. This 

“rolls up” many revisions that may exist in the local repository into a single update 

submitted to the origin, avoiding unnecessary history from populating the master. Also, 

because users can check out code from other users’ repositories, it becomes possible to 

share experimental code between programmers during development, without having to 

update the central repository with changes that may not be relevant to the main 

development narrative. 

Version control in academic settings 
Version control systems are quite common in professional development settings; their 

usage is often a significant contributing factor to a project’s success (Hunt & Thomas, 

1999). Despite this prevalence, the use of version control systems in academic settings is 

nowhere near as standard. The literature is silent about explaining this absence, but there 

are several papers extolling the virtues of using these systems in the classroom. 

Reid and Wilson (2005) describe the use of CVS in a first-year programming course to 

collect assignments. A review of the stated benefits and drawbacks shows that the benefits 

encountered were due to the nature of version control systems, while the drawbacks are 

issues specific to CVS and addressed in subsequent generations of systems. 
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The specific benefits to be gained from using these systems to distribute and collect 

assignments, for both students and instructors, will be discussed in detail in Chapter 6,  

Conclusions. 
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Chapter 3 
Tool Design and Development 

Authorship Is Continuous 

As has been discussed, no plagiarism detection tool is infallible. There is always a risk of 

both false positives and false negatives. Also, while there are three distinct, well-developed 

approaches to take when evaluating source code for similarities, they are all variations of 

the same technique: create a representation of the source code that allows for comparison. 

Improvements in these areas are continuous but incremental, each new idea serving to 

improve detection rates over previous refinements by a statistically significant (yet rarely 

overwhelming) margin. Breakthroughs are exceedingly rare. 

If we are looking for a new way to solve the problem, we can start by finding a way to 

restate the problem. If we state that code plagiarism is the presence of code not written by 

the claimed author in a source, then it follows that the plagiarism detection tools described 

so far are designed to determine the presence of this foreign code. Is it possible to measure 

the corollary effect — the absence of foreign code in a source? In other words, is there a 

way to tell when authorship has not been violated? 

Identifying authorship 
The authorship problem was tackled in an interesting way by Elenbogen (2007), who 

focused on the issue of detecting “out-sourced” plagiarism described earlier, where a 

student hires another person to complete an assignment for him or her. Remember that in 

this case, there is only one copy of the falsely authored code in the code base, and any 

matches to other code are coincidental, or perhaps due to multiple students hiring the same 
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programmer. Elenbogen, in 2007, proposed analyzing students’ submitted work for an 

entire term, and looking for unusual changes in metrics that may be indicative of 

suspicious activity. 

The assumption, proven correct, was that students would have a consistent, though perhaps 

evolving, programming style over the entire course, and that while certain metrics may 

change from assignment to assignment, their ranking in the class should be fairly stable. 

That is, a student who is a prolific comment writer would generally rank near the top of the 

class for a comment-counting metric, on every assignment. A sudden change in ranking for 

an assignment could indicate the presence of shenanigans.  

A set of seven assignments from a dozen students, a total of 83 sets of code (one student 

missed an assignment) formed the code base for the analysis. For each code base, a set of 

six metrics was extracted: Lines of Code, Number of Variables, Number of For Loops, 

Number of Comments, Variable Length, and Zipped Size. The authors do not specify what 

constitutes a single comment, but it is assumed to be a line of text that is a comment or 

contains code and a comment. “Zipped Size” refers to the byte count of the code base when 

processed by the popular ZIP compression algorithm. Because ZIP uses Lempel-Ziv 

compression, which uses a dictionary to represent common words in the uncompressed 

file, noisy variations such as variable length and runs of white space are normalized, 

because they are represented in full in the dictionary, but only by a single token in the body 

of the zipped file. 

To extract meaning from the raw metrics, the study broke its process down into two parts. 

First, a classification model to detect divergence from a student’s usual coding style was 

developed using C4.5 decision tree models. This data mining algorithm, developed by Ross 

Quinlan in 1993, takes as its input a set of classified samples, with each sample being a 

vector of attributes. In our case, each sample is a student, while their vectors are the 

metrics for each assignment. The algorithm uses this data to build a decision tree, in which 

each node splits the samples into subsets that belong to one class or another, with the 
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determination being made by selecting an attribute which provides the greatest normalized 

informational gain. In other words, at each point in the decision tree, a specific metric 

which will split the group most decisively is selected. 

Through this method, the six metrics are classified by importance, where an important 

metric is one that most distinguishes a particular student from the rest of the class. In 

practical terms, this means that some students may distinguish themselves by writing lots 

of comments, while others may favor loops. 

In the second phase, an overall analysis of the six chosen metrics was done to decide their 

importance to the sample set as a whole. Lines of Code proved to be the most 

distinguishing metric for students, with Number of Comments and Variable Length also 

having a high importance.  

The authors were able to conclude that these six metrics, basic as they may be, are enough 

to generate a unique “fingerprint” of classified metrics for nine of the twelve students, 

when collected over the span of multiple assignments. The other three students did not 

develop a fingerprint that would strongly distinguish them from each other, but this is 

blamed on the limited number of metrics extracted from the source. With these fingerprints 

in place, it was possible to correctly identify the author of 74.7% of the assignments in the 

corpus. 

A framework for authorship analysis 
This framework for analysis over time, rather than literal comparison, seemed suitable for 

tackling the problem of ensuring code authorship. After all, a recording of a programming 

project being developed would show a continuous stream of edits, each one individually a 

minor change but all together a coherent flow towards the end product. With a complete 

record showing the stages of development an assignment went through, it would be trivial 

for an instructor to prove or disprove whether plagiarism took place. The sudden 
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appearance of tracts of code, or a series of programmatically nonsensical gradual additions 

as an attempt to avoid this, are clear indications that something improper is taking place. 

Realistically, it is not feasible for an instructor to change the focus of evaluation from 

finalized projects to the entire development arc for each assignment. What is needed is a 

way to allow insight into this process and allow the instructor to easily detect when 

anomalies are taking place. 

As demonstrated in earlier chapters, version control systems are suited for capturing this 

code lifecycle from inception to completion. By requiring that students use a VCS for 

submitting assignments, and encouraging students to submit snapshots of their code base as 

it was developed to completion, it would be possible to observe the code as it grows and 

watch for the inappropriate addition of code. 

The tools used to gather the data presented in this thesis evolved significantly over the 

course of the project, but these changes were directed towards the goal of creating a tool 

for analyzing and visualizing sequential versions of student code as the corresponding 

assignment is developed to completion. At the time of this writing, the toolset uses a 

standard version control system (SVN in this particular implementation, though others 

could be integrated as well) for use by instructors and students, and a web-based interface 

for use by instructors to manage and analyze assignments. 

Students use their repository in the version control system to receive assignment 

instructions and submit revisions of their code as they work towards finishing their 

assignment. Repositories are protected with a username and password unique to the student 

to prevent deliberate or accidental copying between repositories. Students can be 

encouraged to submit revisions early and often via some form of in-class incentive; a fixed 

amount of bonus points on the assignment for each day with a commit is a good example 

of such an incentive. 
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In addition to using the repositories for distributing and collecting assignments, instructors 

have access to a web-based interface for accessing the data that is generated from student 

repositories, collecting final submissions for assignments, and managing courses, 

enrollments, and assignments. 

Planning and Development 

Initial architecture 
The initial plan to gather data for this thesis relied on a system with a minimum of 

components. Students would be provided with their own repositories to use as part of their 

assignment submission process. Users would be authenticated using their campus single 

sign-on credentials, and access would be restricted to the repository’s owner, so that a 

student can only read and write the contents of their own repository. They would be 

directed to use these repositories to submit code assignments, and encouraged to submit 

multiple revisions of their assignments over time. These revisions would be examined and 

measured in order to extract similarity measurements via a set of shell scripts that would 

query the SVN server. Figure 2 shows this architecture. 

SVN 
For a version control system, Subversion was chosen. As a mature product, SVN is both 

stable and well documented. It is very extensible, and it also belongs to a complementary 

ecosystem of integration with existing systems, both on the server and the client sides. 

There are other version control systems that approach these standards, but a review of the 

possible clients available to the users showed that third-party offerings were the most 

robust for SVN. 
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Figure 2 — Initial system architecture 

Access control 
Because SVN servers can be configured to communicate with their clients via HTTPS (the 

protocol used by web servers and browsers to communicate securely) access can be routed 

through an Apache web server and managed with an Apache module that requests 

authentication of credentials from LDAP, the directory server currently in use by the 

Florida Institute of Technology for single sign-on services. 

With this configuration, students would use the same user name and password that are used 

for most other campus services to access their repository. This was crucial to establish 

identity and ensure that all code in the repository was submitted with the students’ 
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knowledge (if potentially not their direct authorship). Not requiring users to remember a 

separate set of credentials in order to do this was an important factor in usability. 

Instructors are identified in the system as such, and given full access to all students’ 

repositories. This level of access becomes very useful in some scenarios that will be 

explored later. 

User clients 
There are many clients available for users who wish to access their repositories. SVN, like 

most version control systems, bases its communications on a command line interface. 

While this is not the easiest interface for a novice of version control to learn, it does allow 

for the creation of clients that overcome those limitations with a graphical user interface 

and integrate with the user’s operating system. For the purposes of this trial, free and open 

source clients were researched, and a recommended client was selected for both Windows 

and Mac OS X operating systems. 

For Windows, TortoiseSVN (TortoiseSVN, 2012) integrates with the Windows File 

Explorer used to browse the file system, allowing users to check files in and out of a 

repository by right-clicking on the file or directory and selecting the option from the 

corresponding contextual menu (see Figure 3). 

In Mac OS X, SVNX (SVNX, 2012) is an open-source client featuring a window that 

shows file activity and allows the user to commit files via a couple of button clicks; an 

example window browsing a repository is shown in Figure 4. An instruction sheet showing 

how to locate, install, and operate these software packages was prepared and distributed to 

students. 
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Figure 3 — TortoiseSVN contextual menu in Windows Explorer (XP) 
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Figure 4 — SvnX repository browser window in Mac OS X 

bash scripts 
The final component in the system was a set of scripts written in bash that queried the 

repositories for activity and extracted source code for measurement. These scripts 

communicated with the SVN server via the command line interface, and converted the 

responses into data that was packaged into a CSV (comma separated value) file. This file 

could then be opened in Microsoft Excel or other spreadsheet software for analysis. 

Initial experiences 
Efforts to gather data during the Spring 2011 term were focused exclusively on analyzing 

student activity using these tools. While this system showed promise, and certainly 

provided a successful real-world trial of adapting students to use version control to submit 

assignments, there were some quickly apparent shortcomings. 
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Four important issues surfaced during the initial trial: performance, normalization, 

visualization, and provisioning. These would need to be addressed, and an updated system 

used for a second trial. 

Because the scripts worked by querying each student’s repository for all submitted 

revisions, then querying the repository for all the source code submitted for each revision, 

execution could take a considerable amount of time, especially as the term progressed and 

the number of revisions grew. Some attempts to make the scripts incremental — that is, to 

keep track of the repository states and only update the revisions added since the last run — 

helped, but at the expense of code complexity.  

Another issue could be classified as a normalization problem. When students created 

directories in their repositories for an assignment, it was impossible to provide a consistent, 

automatic mapping to a particular project. For example, the first assignment, which dealt 

with doubly linked lists, yielded directories named a1, Assignment01, dblprog, and 

dblproj among others. Because students were free to create their own directories, there 

were multiple entries for some students as they tried a clean start by creating a new 

directory for the same assignment. Associating these sets of code with their corresponding 

assignment became a manual process. 

As a side note, this issue is a common precursor problem for today’s plagiarism detection 

in general (Atkinson & Yeoh, 2008). In the physical realm of work turned in on paper, 

identifying assignments and grouping them together is as simple as ensuring every student 

writes his or her name on the first page and they all go in the same folder after they are 

collected in class. In the digital realm, digital assignments arrive in a variety of formats, 

sometimes over a variety of channels, and often with confusing or nondescript filenames 

like “assignment1.zip”. 

Once the issues involved with extracting the information were resolved, it became apparent 

that an additional challenge would come from figuring out how best to present it. There are 
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many entities involved in the data set: students, projects, repositories, revisions, source 

code, and more, and the relationships between these entities do not lend themselves well to 

a simple tabular representation. While the raw information was accurate, it lacks an 

intrinsic form that provides any kind of additional insight. Adding more columns of 

numbers to represent the results of analysis would only burden an already overloaded table 

of information. A sample portion of the generated data (with pseudonymous names to 

protect privacy) can be seen in Table 23. 

Table 2 — Sample output from Spring 2011 scripts 

PROJ. USER PATH BL CM CD V VD 
Sorting cayley trunk/sorter2/sorter2.cpp 51 130 84 34 2011-02-06 07:30:52 
Sorting abel sorter/sorter.cpp 12 9 56 13 2011-02-06 09:30:24 
Sorting archimedes cmdSort/cmdSort.cpp 7 28 13 27 2011-02-06 15:35:41 
Sorting lagrange sorting/sorting/sorting.cpp 1 5 29 22 2011-02-06 16:49:06 
Sorting lagrange sorting/sorting/stdafx.cpp 2 5 1 22 2011-02-06 16:49:06 
Sorting lagrange sorting/sorting/stdafx.h 6 5 4 22 2011-02-06 16:49:06 
Sorting lagrange sorting/sorting/targetver.h 2 6 4 22 2011-02-06 16:49:06 
Sorting cauchy trunk/TCHARsorter/TCHARsorter.cpp 6 17 84 17 2011-02-06 18:08:27 
Sorting klein Assignment02.cpp 16 9 57 15 2011-02-07 11:07:10 
Sorting fermat trunk/AWsorter/AWsorter.cpp 9 16 30 52 2011-02-07 11:35:16 
Sorting euclid ASCII UNICODE sorter/ASCII UNICODE 

sorter.cpp 4 8 54 15 2011-02-07 15:29:54 
Sorting euclid ASCII UNICODE sorter/stdafx.cpp 2 5 1 15 2011-02-07 15:29:54 
Sorting euclid ASCII UNICODE sorter/stdafx.h 6 5 4 15 2011-02-07 15:29:54 
Sorting euclid ASCII UNICODE sorter/targetver.h 2 6 4 15 2011-02-07 15:29:54 
Sorting euclid ASCII UNICODE sorter/ASCII UNICODE 

sorter.cpp 4 8 54 17 2011-02-07 16:50:30 
Sorting newton SortUnicode/SortUnicode/SortUnicode.cpp 12 8 25 25 2011-02-07 17:27:45 
Sorting newton SortUnicode/SortUnicode/stdafx.cpp 2 5 1 25 2011-02-07 17:27:45 
Sorting newton SortUnicode/SortUnicode/stdafx.h 6 5 4 25 2011-02-07 17:27:45 
Sorting newton SortUnicode/SortUnicode/targetver.h 2 6 4 25 2011-02-07 17:27:45 
Sorting newton SortUnicode/SortUnicode/UNICODE.h 0 0 1 25 2011-02-07 17:27:45 
Sorting archimedes cmdSort/cmdSort.cpp 12 37 50 28 2011-02-07 17:59:38 
Sorting pythagoras sorter/sorter.cpp 3 10 38 7 2011-02-07 19:47:20 
Sorting pythagoras sorter/stdafx.cpp 2 5 1 7 2011-02-07 19:47:20 
Sorting pythagoras sorter/stdafx.h 6 5 4 7 2011-02-07 19:47:20 
Sorting pythagoras sorter/targetver.h 2 6 4 7 2011-02-07 19:47:20 

                                                
3 Student names have been changed to protect privacy. 
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Sorting fermat trunk/AWsorter/AWsorter.cpp 10 18 41 53 2011-02-07 21:28:54 

Legend — BL: Blank lines, CM: Comment lines, CD: Code lines, V: Version, VD: Version date  

What was necessary was a way to represent the information in an organized manner, with 

versions grouped by files, in turn grouped by commits, then student, then project. 

Presenting this information in a well-formatted table was a fairly direct task to accomplish 

using HTML. An open-source Javascript graphing library called Highcharts JS (Highsoft 

Solutions AS, 2012) was integrated to provide visual representation of the raw numerical 

data on HTML5 compliant browsers. 

Finally, as once these issues were resolved another trial would be run, it was clear that the 

process of generating and configuring the repositories for the class was too difficult and 

lengthy to execute manually. Simple avoidable errors like mistyped user names or wrong 

permissions, while not difficult to correct, complicated things for students and instructors 

as they would render a repository unreachable and the affected student unable to turn in his 

assignment. 

New architecture 
With a clearer view of the problems ahead and a boots-on-the-ground feel for the process 

and its requirements, a new architecture for the system was developed. Rather than relying 

exclusively on a script to analyze the contents of the repositories, a system to capture 

student activity and present it via a web interface was designed. A schematic of this new 

architecture is presented in Figure 5. 
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Figure 5 — Revised system architecture 

This new architecture uses several components in concert. First of all, a script that runs 

every time a user makes a commit to his or her repository is used to monitor activity in the 

repositories and log it to a database. A set of batch scripts reads the log for new activity 

and queries the repositories to retrieve the corresponding information, which is stored in a 

database. The scripts also read the database for provisioning changes (like new accounts) 

and generate the corresponding repositories. This database is also accessed via a web 

interface to provide a clear view of the data and manage the provisioning aspects of the 

system. 
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Post-commit hook 
SVN is extensible via a series of “hooks” — custom code that can be executed when 

certain events take place. When one of these events takes place, SVN looks in the 

repository’s hooks/ subdirectory for a file with the same name as the event, and executes 

the scripting code in that file. For example, a pre-commit event is generated when a client 

submits changes to the repository, but before they are actually accepted. A file named 

pre-commit could contain script code that runs submitted code through a syntax checker 

and accepts or denies the changes according to the results. In this way, code that will not 

compile can be prevented from being checked in to the repository. 

In this case however, a post-commit hook was chosen, as there was no need to interfere 

with the check-in process. The post-commit script is given the path to the repository and 

the version number for the current commit. This information is simply logged to the 

database for use by the cron scripts. Although it is possible to extract further information 

(specifically the submitted source code and its related metrics) at this point, it was decided 

to postpone this processing in order to expedite the commit process for users; adding a 

single record to a database table is a much quicker process than analyzing all the submitted 

data, and the server does not return a response until the post-commit hook completes. 

cron scripts 
To serve as full liaison between the repositories and the database, a set of six scripts that 

run on a fixed interval was developed. Source code for these scripts appears in Appendix 

B. The scripts are run every five minutes in the following order: 

• repositories.php 

Looks for new users that have been added to the system and generates their 

repository 

• projects.php 

Looks for projects that have been added to a course and generates a template 

directory in the instructor’s repository 
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• export.php 

Looks for projects that have been marked as ready for export, and copies the 

corresponding directories and files to that class’s students 

• commits.php 

Updates database with repository activity; logs commits and extracts metrics from 

the related source code 

• compare.php 

Detects revisions of an existing code file and determines how much code is shared 

with a previous version using MOSS 

• collect.php 

If a project is marked as ready for collection, gathers all the final revisions from all 

the students’ repositories and generates a downloadable .zip file. Also generates a 

final MOSS report on the entire project, for traditional plagiarism detection 

For the sake of accuracy in describing the final working of the system, this listing includes 

MOSS functionality that was not added until after the revised system was put into use; 

more on this shortly. 

When the commits.php maintenance script runs, it specifically looks for code files that 

are present in a given commit. In this instance, a code file is a file with a “.c,” “.h,” or 

“.cpp” extension, though the system could easily be configured to handle additional or 

alternate extensions. There are no language-specific features within Vipassana itself, and it 

will support all of the languages supported by the MOSS service. 

To extract the first set of metrics, line counts for code, comments, and blanks, the file 

contents are run through cloc, an open source Perl script provided by Northrop Grumman 

under the GNU General Public License (GPL). The cloc script in turn is based on 

SLOCCount, a library also made available under the GPL by David Wheeler (2004). The 

cloc script takes a file path to the code file as an input and outputs a CSV-ready stream of 
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text with the resulting counts. Once the script prepares a temporary file containing the 

source code, the cloc script is called with the file’s path and its output stream is captured 

and parsed by the script in order to extract the file’s metrics. 

These scripts collectively form a bridge between the repositories and the database 

representing the contents of the repository and the state of the course (course information, 

instructor, enrollments, projects). By running every five minutes (or a similar short 

interval), they can generate data to provide insight into student activity with minimal 

latency, without requiring processing requests which would delay the regular student and 

instructor use of SVN. 

The overall architecture unites three distinct modules — the repository server and its 

maintenance scripts, the database server which holds the state of the repositories and the 

course, and a web application server which provides an interface into the database via a 

browser. This allows for some flexibility when configuring the system (e.g., placing the 

repositories on a server behind a firewall, while putting access to the web component on a 

more open server), though for these trials all modules ran on the same server. 

Database 
For the purposes of this implementation, MySQL, an open-source relational database, was 

selected. It was chosen because, like SVN, it is a mature product with widespread adoption 

and integration. Data in the database can be divided into three main categories. There is a 

logging table which is used by the SVN post-commit hook to track whenever a new 

revision is submitted by a user. Another group of tables is used to represent users, 

commits, projects, files, and other components of repository contents. The final group of 

tables is used to represent the real-world context of the application, that is, courses, their 

enrollments and other information which may not be inherent to the repositories but 

provides a structure to the process and represents relations between objects. 
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A data model and SQL schema for the MySQL database used in these trials is provided in 

Appendix A. 

Web application 
The final component in the revised architecture is a web application to provide a graphical 

user interface for viewing repository information in the database and executing 

maintenance tasks like creating courses, users, enrollments, and projects. This application, 

written in PHP using the popular open-source framework CakePHP allows instructors to 

quickly provision a new class, create assignments, and otherwise manage tasks that would 

require familiarity and precision with the command line. 

Resolutions 
Altogether, this was a significant re-working of the initial architecture, and it is worth 

examining how the issues discovered during the first trial period were specifically 

addressed by the new system design. 

The amount of processing required for a single commit is proportional to the number of 

files containing code in that commit. While this processing only takes a few seconds on the 

system which was used for the trial, processing a day’s worth of activity, in some cases 

comprising dozens of files and commits, adds up to a few minutes’ worth of processing. 

The new approach does not actually reduce the time it takes to process this activity, but 

rather spreads it out over the course of the day. This also makes processing the data happen 

at near real-time, with the information from new commits to repositories getting populated 

in the database with at most a five-minute delay. Choosing a shorter interval for the 

automatic execution of the cron scripts would cut this delay back correspondingly. 

The issue of non-normalized assignment directories was resolved by adding in the ability 

for instructors to export copies of assignments they have developed into the repositories of 

all students. Doing this standardized the directories that were present for each assignment, 

allowing for a simple one-to-one mapping between a student’s assignment file path and its 
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corresponding assignment in the course. This kind of association is important in order to 

view trends across the entire class for a given project. 

Additionally, adding this functionality greatly facilitated the distribution of assignments to 

the class. Because the instructor creates a template project in her repository that is then 

distributed to every repository in the class, there is no separate mechanism required for 

distributing requirements and files. To receive a new assignment once the instructor has 

published it, the student merely brings his repository up to date and the starting files are 

downloaded from the server into the local working copy. Instructors are also free to update 

and re-distribute project files as needed. 

Since a representation of the repositories is being stored in a database, a web-based 

visualization is a quick and effective way of pre-processing the raw data in order to present 

it in a meaningful manner. It is now possible to assemble non-tabular data into a usable 

report, and the web application takes advantage of recent technologies and open-source 

libraries to provide advanced charting capability for this data at little additional 

development cost. 

Using a web interface to manage information about the course also gives us the option of 

presenting a “dashboard” view for the state of the system, showing involved users, courses, 

enrollments, projects, and more. Because new repositories are provisioned automatically 

by the system based on changes made via the web interface, the incidence of problematic 

errors is greatly reduced, and instructors can quickly look up information without having to 

decode the contents of a directory or consult a manually maintained list of projects, for 

example. 

Additional refinements 
With these improvements in place, the system was put into use collecting assignments for a 

second term. Once the broad issues were resolved, however, more subtle requirements 

dealing with the intent of the study came into focus. 
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The original intent was to use simple metrics in an approach similar to the discussed 

Elenbogen and Seliya analysis, except using a student’s progressive development of code 

within an assignment as the basis for comparison, rather than successive final assignments 

over a term. Once visualization tools were in place, however, it became obvious that even 

the most basic metrics could not provide reliably comparable measurements over the span 

of development, as their values fluctuated wildly in early stages of development; these 

samples were too brief and inconsistent to yield any sort of stable metric. Even though 

many assignments’ metrics steadied towards a relatively stable set, in many cases basic 

metrics were thrown off at the end by something as innocuous as a student adding 

additional comments to the code before submission. 

This is not to say that these basic measurements are of no use. The measurements, along 

with their corresponding history, have clear pedagogical value to the instructor. By simply 

noting which students have checked in code — any code — into the system, an instructor 

can tell which students are working on their assignments and which have chose to 

procrastinate until a time close to the due date. Being able to monitor the progress of code 

and comments further refines this perspective. 

However, upon reflection it grew clear that a different form of measurement was needed in 

order to detect plagiarism as originally proposed. The raw metrics provided by the system 

could theoretically be enough to highlight suspicious behavior, but the measure that was 

being sought was that of originality — in other words, how much code was retained and 

how much code was newly created between each revision of a given file. 

Having such a measure would clearly show how progress was being made, and when large 

amounts of new code were added. If an unusual amount of new code is detected, it could 

be a sign that something might not be right. Being able to compare the before and after 

source code before this infusion would allow instructors to zero in on suspected cases of 

plagiarism. 
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Initial attempts to use a basic Levenshtein distance (Wagner & Fischer, 1974) failed, as 

they were computationally intensive and very literal about their inputs, showing a wide 

disparity for a simple edit such as moving a block of code from the end of a file to the 

beginning, something which has no effect on execution but which can result in a high 

differential score using this measurement. Using this measure yielded high difference 

measurements for simple acts such as renaming a variable, or moving a function from one 

part of the code file to another. 

Using the output of the UNIX utility diff was also attempted. While it provided better 

performance than the Levenshtein algorithm, it still suffered from the same drawbacks of 

sensitivity to lexical changes. The diff utility grew out of the need to compare similar 

revisions of source code, which is what we are trying to do, but it is optimized for 

identifying the relatively minor code changes in mature code bases, and is thrown off by 

the highly ductile nature of early development code. 

A suitable solution was found in MOSS. When a commit is processed, files with 

previously existing versions are run through MOSS along with the immediately previous 

version. When MOSS returns the number of similar lines of code, this denotes the “self-

plagiarism” of the assignment — how many lines of code and comments existed in the 

previous version, and by simple subtraction, how many have been added in this version. 

We were careful to point out the vulnerabilities in MOSS’s detection methodology 

previously, but in this particular usage they will rarely apply. Capable programmers are not 

expected to deliberately obfuscate their code between versions, and while progress made 

by less capable programmers may be indistinguishable from obfuscation, this code should 

still count as new. Because of this, the MOSS shared line count is believed to be a stable 

measure. 
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Introducing Vipassana 
This collection of tools was named “Vipassana.” The term is used to describe a style of 

meditation, and translates as “to see things clearly.” However, the author must admit that 

as appropriate as the term may be, its origin also lies with John Clute’s Appleseed (2003), a 

science fiction book in which the name is given to a uniquely obsessed Artificial 

Intelligence. 

Despite its origin as a tool to collect information for this thesis, Vipassana is sufficiently 

comprehensive to put into active use, and is at the writing of this thesis currently in use in 

the classroom, serving its intended purpose of an informational prosthesis to help 

instructors monitor and understand their students’ progress. 

Vipassana Usage 

Vipassana is designed for use in the classroom by two distinct groups of people, students 

and instructors. Students are exposed only to the SVN component of the system, using it to 

receive instructions and templates for projects, and to submit their work in progress and 

completed assignments. Instructors also use their personal SVN repository to compose, 

distribute, and collect assignments, along with a web interface to manage students, courses, 

enrollments, and projects. 

Student scenario 
First, we’ll look at how a student would use Vipassana to receive and complete 

assignments in a course. This assumes some familiarity with SVN (or other) repository 

usage, and does not go into those details. 

A typical student use scenario would be as follows: The student updates the working copy 

of his personal repository. This would bring in a set of directories and files for the current 

assignment, generated by the instructor and copied by the system to every student’s 

repository. For the purposes of this assignment, the instructor has provided a single 
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README.txt inside a directory named Assignment_2/. The README.txt file 

contains all instructions for the project. 

As the student adds files to the assignment directory and develops code, he checks in work 

periodically, up until and possibly beyond the deadline given for the project. 

The fact that the system makes no attempt to prevent students from submitting projects 

past deadline may seem counterintuitive. The option of denying commits to a project after 

its due date was implemented and tested but found to add needless complexity and restrict 

flexibility in the classroom with extended deadlines for individual participants. 

Instead, when an instructor collects assignments for a project, revisions submitted after the 

due date are ignored and the last revision prior to the due date is provided as the completed 

submission. Instructors are still able to access an individual’s past-due work by accessing 

his repository directly. 

Instructor scenario 
An instructor uses her repository to prepare project assignments, and has access to 

students’ repositories for various useful reasons, but that is the basic extent of her 

interaction with SVN. Instructor usage is more focused on the web interface. 

To begin, an instructor creates an entry in Vipassana for the course she is teaching using 

the web interface (see Figure 6).  Some basic information for the course is required; certain 

items such as the department and number are used in the creation of assignment paths in 

repositories, as part of the effort to normalize directories. A course listing, as seen in 

Figure 7, provides a view of all current and past courses. 
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Figure 6 — Adding a course to Vipassana 

 

Figure 7 — Course listing in Vipassana 
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A user for each student in a course is created in the system. Again, some basic information 

is required for the student (see Figure 8). The username is used to generate the repository 

and manage access, while the rest of the information is retained for convenience. Students 

are then enrolled in the corresponding course. Accounts can be created individually, or by 

uploading a CSV batch file, which can additionally enroll students as it creates their 

accounts. Users are not duplicated within the system; a user enrolled in two courses is only 

added once, and uses the same repository for both courses. 

 

Figure 8 — Adding a user in Vipassana 

When it is time to assign a project, the instructor creates a new project in the course, as 

seen in Figure 9. A project directory name is chosen, and start and due dates are assigned. 

The start date is merely recorded and does not serve a specific purpose within the system, 

but the due date is used to discard revisions to a project a student may have made past the 

time it was due. 
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Figure 9 — Adding a project in Vipassana 

Once a project is created, a corresponding directory with a blank README.txt file is 

created in the instructor’s repository. This directory is checked out by the instructor and 

modified as necessary. Instructions can be placed inside the README.txt file, and other 

files with additional information or resources can be added to the directory. After these 

changes are checked in to the repository, the instructor uses the web interface to export the 

assignment. This creates a copy in every enrolled student’s repository. 

If an instructor needs to update an assignment, files can be updated in the repository and 

then exported again. This will update the project files in every enrolled student’s 

repository. A special exception is made in the handling of zero-length files in the 

instructor’s repository; while files with contents will overwrite previous versions in the 

student’s repository, zero length files do not overwrite files in the student’s repository if 
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they already exist. This is done so that instructors can provide a specific file structure for 

students to work from, but keep student work from being overwritten in an update. 

All this information is available to the instructor via the web interface. A variety of charts 

providing a visual representation of the data are available, and students can be included or 

excluded from reports individually, as seen in the filter dialog shown in Figure 10. Activity 

charts can show lines of code committed over time, for individual students or for selected 

groups. It is also possible to focus on a single student’s work for a particular project and 

view the composition of each commit — lines of code, comments, blanks, and shared lines 

with the previous version as determined by MOSS — as a bar chart. 

 

Figure 10 — Charting options in Vipassana 
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There are also histogram charts showing frequency of commit counts (how many students 

had X commits for the project) and final source code line count. While these charts do not 

necessarily provide information that can be used to identify a plagiarizing student, they do 

offer insight into general usage and trends among students. 

Charts are generated in the browser using JavaScript, and do not require any processing on 

the server. This allows for a high degree of responsiveness and some interactivity with the 

charts. Pointing at data points shows their specific values, and activity charts can be 

zoomed in on for more detail. For examples of these charts, see Chapter 4 

Data Collection and Analysis. 

A report showing all activity for a project in a tabular format is also available, showing 

changes down to the file level. MOSS reports generated while extracting the similarity 

metric are saved to the system in the process, and available for reference on files with 

changes in code. A sample of this report is also available in Chapter 4 

Data Collection and Analysis. 

When it is time to collect assignments for grading, the instructor marks the project as 

closed. The system then gathers all student assignments for that project, as of midnight on 

the due date. Each student’s code base is placed in a directory named after the student’s 

username, and all these directories are then compressed into a single .zip file that can be 

downloaded from the project view, as seen in Figure 11. 
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Figure 11 — Closed project in Vipassana, showing download link 

As part of the collection process, Vipassana submits all student work through MOSS for a 

traditional plagiarism check, which is also saved by the system and available from the 

project view. 

Asynchronous operation 
Many of these configuration activities are processed not by the code running the web 

interface, but by cron scripts. Specifically, the creation of repositories, the manipulation 

of data inside student and instructor repositories, and the collection of assignments are all 

tasks which are requested via the web interface but which may not be executed until the 

next time the scheduled scripts run. A benefit of this approach is that the web interface is 

very responsive, as it only has to manipulate the information in the database, and not 

perform resource-intensive tasks such as creating new repositories or collecting 

assignments. 
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We have described the tools we used to collect and interpret our data. As this is not a 

simple data set, the tools for its management required careful consideration and many 

revisions. Following is an account of its operation and an analysis of the data collected. 
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Chapter 4 
Data Collection and Analysis 

Data Collection 

This chapter details the experiences and data collected over the course of the Spring and 

Fall 2011 terms, when the system was used in a total of three courses taught at the Florida 

Institute of Technology. The original Vipassana system was developed over the course of 

the Spring 2011 trial, and refactored over the Summer term in order to address the 

shortcomings discovered during the Spring. Another trial in the Fall 2011 proved to be 

more successful. Although a third trial is taking place as this thesis is being written, results 

and lessons from that trial are left for future papers. 

Spring 2011 
The first trial of the system took place in the Spring 2011 term, using SWE 5320 Windows 

System Programming. There were 25 students enrolled in the course. Repositories were 

generated for all students, and a handout providing instructions was distributed to students. 

The handout had step by step directions for installing SVN clients on Windows 

(TortoiseSVN) and Mac OS X (SvnX), and explaining basic checkout/checkin operation 

for each client. Though there were some sporadic problems at first, including an issue 

related to advanced usage from a student already knowledgeably in SVN, once these were 

quickly resolved all students were able to submit their work using the system throughout 

the course. 

A listing of the projects for this course appears in Table 3. The catalog description for 

SWE 5320 reads: “Focuses on programming for Windows 32- and 64-bit operating 
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systems. Windows handling of processes, threads and memory management with emphasis 

on writing programs to optimally use these resources. Use of and programming for 

UNICODE, dynamic link libraries and the WIN32 API. Students write substantial 

programs in Visual C++.” 

Table 3 — SWE 5320 Project listing 

SWE 5320 (Spring 2011) 
Windows System Programming 
No. Project 

1 Introduction 
2 Doubly Linked List 
3 Sorting 
4 Enumerator 
5 Threads and Stuff 
6 Threaded Prime Factors 
7 Memory Protection 
8 Shared Memory 
9 Writing a DLL 

10 DLL Injection 
 

Discounting the initial introductory project, which did not involve code, the first three 

projects deal with general facets of programming like data structures, sorting, and the use 

of library classes. The remainder of the projects focus on specific Windows programming 

areas. 

A full set of data for this course was collected. Due to the directory/project association 

problem, this data was not used in the subsequent analysis, and in fact was collected 

without the use of what would become Vipassana. Nevertheless, it was possible to “replay” 

the commits into the repository back for Vipassana and import the data into the updated 

toolset. 
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Fall 2011 
With these refinements in place, we began data collection for the Fall 2011 term. The 

system was used in CSE 1101, Computing Disciplines and Careers (72 enrolled students), 

but there were no submitted programming assignments for this course. The data collected 

for CSE 2050, Programming in a Second Language (30 students), was more interesting. 

There were ten programming assignments for this course, including an introductory “meet 

SVN” assignment. The collected data for this course is discussed in detail next. 

 

Table 4 — CSE 2050 Project listing 

CSE 2050 (Fall 2011) 
Programming in a 
Second Language 
No. Project 

1 Assignment 1 
2 Collatz Conjecture 
3 Game of Life 
4 Calculator Class 
5 Command Line Parsing 
6 Welcome to the Matrix 
7 Woohoo STL!!! 
8 Let's Play some Cards! 
9 Connecting to a server 

10 Windows Form Calculator 
11 Send me a question 

 

The projects for this course appear in Table 4. The catalog description for this course 

reads: “Introduces a second programming language for computer science majors. Students 

learn to read and write programs in a second language. The language chosen is one with 

wide popularity and use. The current language is C++.” 
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The first and last projects did not involve collecting code from the students. The 

programming assignments ranged from classic Computer Science problems and algorithms 

to programming in networked environments and implementing GUIs. 

Trial Results 

In the process of developing a tool to observe authorship, we have ended up with 

something that gathers many useful measurements, and can provide insight on a student’s 

code development process. Before we begin to analyze this data with regard to authorship, 

we first take a broad look at activity, in order to weed out projects with unusually low 

activity and students who dropped the course but whose presence (or absence) was 

nonetheless recorded. The following tables summarize this activity in the selected courses 

by showing how many commits each student made over the course of each project.  

The top row in each table denotes the project. (A key of projects and their corresponding 

numbers was presented earlier this chapter.) Each row belongs to a student, and shows the 

number of commits that student made for each project. The column at the far right shows 

the average number of commits per project for that row’s student, while the row at the 

bottom shows the average number of commits per student for that column’s project. Only 

commits containing code files are counted; other commits which updated non-code files, 

while recorded by the system, are not counted in these tables. 

It can be seen in Table 5 (for SWE 5320, Spring 2011) that many projects are missing. This 

is due to the normalization issue noted earlier; in several cases, it was difficult to determine 

for certain which project a set of files belonged to. 

Table 6 for CSE 2050, while more complete, is bookended by two projects with minimal 

overall activity; this is because neither project required the students to submit code files. 

There are five students without any activity in the system, and one whose activity 

completely drops off after the fourth assignment. The data related to these projects and 

users was removed from the system for the summary data in Table 7. 
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Table 5 — Commit counts for SWE 5320 (Spring 2011) 

 1 2 3 4 5 6 7 8 9 10 Avg. 
abel 2 3 2 - 1 2 1 2 5 18 4.00 
archimedes 6 13 5 11 - 21 3 4 2 6 7.89 
cantor 3 6 4 6 3 2 2 2 1 1 3.00 
cauchy 3 7 4 7 4 4 4 4 7 11 5.50 
cayley 4 8 4 1 3 1 2 3 3 5 3.40 
euclid 6 2 2 3 7 3 5 3 6 6 4.30 
euler 3 5 3 2 - 2 2 - 1 4 2.75 
fermat 7 22 5 2 7 3 3 2 1 5 5.70 
fibonacci 2 3 2 1 2 2 3 1 - - 2.00 
gauss 3 5 6 3 3 1 5 3 1 - 3.33 
gödel 3 3 - 3 2 2 1 1 1 3 2.11 
hamilton 4 9 2 4 2 1 3 4 1 2 3.20 
hilbert 4 14 3 7 1 - 1 - 2 4 4.50 
klein 3 8 3 6 16 13 9 - 9 27 10.44 
lagrange 7 5 1 1 1 - 1 2 1 - 2.38 
laplace 2 2 4 3 3 1 2 1 1 2 2.10 
leibniz 2 1 1 1 1 1 - 1 - - 1.14 
newton 5 7 5 3 3 1 5 - - - 4.14 
noether 2 1 1 1 1 2 1 1 2 4 1.60 
pascal 2 - - 1 - 1 1 - 1 - 1.20 
poincaré 3 3 2 2 2 4 2 4 2 - 2.67 
pythagoras 3 2 1 4 3 1 1 1 1 5 2.20 
riemann 2 1 - 1 2 1 2 1 - - 1.43 
Avg. 3.52 5.91 3.00 3.32 3.35 3.29 2.68 2.22 2.53 6.87  

 
Std. dev. for commits/student: 2.22 Std. dev. for commits/project: 1.51 
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Table 6 — Commit counts for CSE 2050 (Fall 2011) 

 1 2 3 4 5 6 7 8 9 10 11 Avg. 
alan 1 2 4 8 3 8 7 5 - - - 4.75 
amy - 11 10 10 10 7 2 13 2 6 - 7.89 
avi - 6 9 10 7 - 4 5 - 7 - 6.86 
carl - 4 1 1 2 2 1 1 1 3 - 1.78 
csongor - 2 1 1 1 1 1 - 1 - 1 1.13 
da5id - - - - - - - - - - - - 
dengo - 2 4 3 3 5 2 5 5 1 - 3.33 
dodge - 1 1 1 1 1 1 4 - 1 - 1.38 
eliza - 3 4 2 5 1 3 4 1 1 - 2.67 
enoch - 4 6 3 5 3 2 3 2 1 - 3.22 
erasmas - 3 3 1 3 1 2 1 1 - - 1.88 
fang - 5 4 2 2 3 2 3 2 3 - 2.89 
fatio - 2 2 2 2 4 1 1 1 3 - 2.00 
fiona - 1 2 2 2 - 1 1 - - - 1.50 
hackworth - 8 1 1 - - - - - - - 3.33 
harv - 3 1 1 1 - 1 1 2 1 - 1.38 
hiro - 3 4 2 3 2 1 3 2 1 - 2.33 
juanita - 1 2 1 1 1 1 1 1 1 - 1.11 
lbob - 2 1 1 2 - 1 - 1 1 - 1.29 
lio - 5 5 12 5 14 6 8 2 6 - 7.00 
loeb - - - - - - - - - - - - 
marlon - 3 9 3 3 7 3 4 1 1 - 3.78 
miranda - 3 5 5 5 3 2 4 1 1 - 3.22 
nell - 6 6 7 3 3 4 1 2 1 - 3.67 
orolo -  3 8 8 7 7 4 2 5 - 5.50 
randy - 2 2 1 4 2 1 - 3 - - 2.14 
raven - 1 1 - 1 1 1 1 - - - 1.00 
reason - 1 1 1 3 1 1 1 1 1 - 1.22 
rudy - 5 3 1 4 6 5 7 1 2 - 3.78 
shaftoe - - - - - - - - - - - - 
waterhouse - - - - - - - - - - - - 
zula - - - - - - - - - - - - 
Avg. 1.00 3.42 3.52 3.46 3.42 3.77 2.42 3.52 1.67 2.35 1  

 
Std. dev. for commits/student: 1.92 Std. dev. for commits/project: 0.73 
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Table 7 — Data Overview 

DB Table Sp2011 Fa2011 Total 
Students 26 26 52 
Commits 1,113 1,273 2,386 
Projects 10 9 19 
Files 4,463 5,746 10,209 
Versions 1,940 1,634 3,574 

 

Overview of collected data 
“Files” in Table 7 refers to all the files in all the repositories, which include non-code files 

such as the default README.txt included in new projects. Each file is counted once 

regardless of type, so a project involving 12 distinct files has 12 entries in the file table, 

regardless of how many versions each file has in the repository. “Versions” in turn refers to 

specific versions of code files. If three of these 12 files are code files, and each was 

changed six times in the course of completing the assignments, there will be 18 versions 

listed in the versions table. We can extract some quick averages to give us a sense of 

overall activity, as seen in Table 8. There are some variations in the averages between the 

two courses, which could be due to the different nature of the programming assignments 

between the two courses. For example, the Fall 2011 course was a Windows programming 

course, and its assignments required additional files to be present for compilation. 

These numbers may be interesting, but they are hardly revealing or useful in the context of 

plagiarism and authorship. We will now examine how the metrics collected by Vipassana 

aid in this context. 
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Table 8 — Averages 

 Sp2011 Fa2011 

Commits per student 42.8 49.0 

Commits per student per project 4.3 5.4 

Files per student 171.7 221.0 

Files per student per project 17.2 24.6 

Versions per student 74.6 62.8 

Versions per student per project 7.5 7.0 

 

Observing Commit Counts 

Each student is expected to execute multiple commits of his source code to the repository 

over the course of completing a programming assignment. Committing files to a repository 

is an action akin to saving a copy of a document being worked on; its frequency is based 

on personal preference, environmental factors, and experience (as anyone who has lost 

unsaved changes due to a power outage or bad floppy disk can testify). Looking at the 

overall course data, we do see a certain consistency to the number of commits for a given 

student. Students who commit more often or less often than the average do so consistently 

from project to project. 

There are also specific students who frequently fail to make use of the repository’s 

versioning functions, instead opting to submit completed assignments in a single commit, 

usually near the due date (see “Raven” in Table 6 for an example). Since the measure of 

originality cannot take place with a single source, Vipassana’s usual functionality is limited 

in these cases. However, even this distinction may be enough to single out a student’s 

submission for further scrutiny.  

The commit count for a student in a project is not a very refined measure, but we can 

already see how it can acquire value through the addition of context. If a student who 
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normally provides 4-10 commits for her projects suddenly provides only one, it may be 

cause to investigate that particular assignment. Similarly, an unusual increase in activity 

may indicate that something irregular is taking place. 

Observing Added Code 
The commit count is not the only metric at our disposal. Once multiple versions of a file 

become available, we begin measuring how much code has been added in a particular 

version, and even inspecting this added code. 

To gain a high-level view of code authorship, we can use Vipassana’s code composition 

charts to examine the growth of code from version to version. A sample chart, as generated 

by Vipassana, appears below in Figure 12, for student “Lio” and project 6 (“Welcome to 

the Matrix”). 

The chart is composed of pairs of bars for each recorded commit. One bar shows code 

composition in terms of code / comments / blanks, while another displays how much code 

was determined by MOSS to be new to this version (i.e., not among the code present in the 

previous version). 
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Figure 12 — Code composition chart for a single user 

The raw numbers do not tell us much, but the chart gives us some insight into this student’s 

style and progress. From the first set of bars, we see that the amount of comment lines 

fluctuated far less than the number of code lines, especially towards the end. 

On the other set of bars, we see that the first few attempts were mostly scrapped and started 

over. From there, the amount of code changes in each section grows steadily. 

A clearer picture of individual coding style appears when we compare sets of students, as 

seen in Figure 13. 

 

Figure 13 — Code composition, group comparison 

This chart shows commits containing code for four separate students in the same project, 

“Amy,” “Carl,” “Dengo,” and “Eliza,” with 7, 2, 5, and 1 commit(s) respectively. Amy’s 

progress was consistent and deliberate. Carl checked in an original version then followed 

up with an optimized version with less code. Dengo began with a program of about the 

same length as the finished assignment, but reworked or refactored certain parts to get it 
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working. We cannot glean much information from Eliza’s activity, as she only had a single 

commit, but we do see that her finished code is proportionally similar to Amy’s finished 

code in terms of code, comments and blanks, and perhaps this might warrant further 

investigation. 

Since we are saving the reports MOSS generates when we extract the shared code metric, 

we can also provide a more detailed view of how code has changed between versions, 

down to the line level. Figure 14 shows a sample MOSS report highlighting similar 

sections between two versions of a single code file. The previous version appears at left, 

while the current version is at right. The header summarizes the sections containing 

duplicate code, with a different color applied to each discrete section. The code is 

highlighted to show where the sections correspond. 
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Figure 14 — Sample MOSS code comparison report 

With a combination of access to this higher-level abstracted data, and individual revisions 

of code as stored in the repository and analyzed by MOSS, it becomes possible for an 

instructor to ascertain that a student did indeed write the final revision of code that was 

submitted. There are limitations, of course. Single-commit submissions will always lack 

the depth of information that submissions with multiple revisions enjoy, but this does not 

hinder any efforts at detecting plagiarism with traditional tools. Additionally, if a grading 

scheme in which multiple commits provide points towards an assignment’s final grade, 



77 

 

these students will automatically receive lower grades. Regardless, Vipassana runs a 

traditional MOSS report on all the submitted assignments as part of its collection process. 

Observing Activity 
In addition to viewing code composition over subsequent revisions, we can also view 

activity over time. The previously shown commit-based counts are not adjusted for time — 

that is to say, there is no distinction made between five commits made over the span of a 

week and five commits made over the span of an hour. 

In order to see this type of information, Vipassana provides activity graphs, for individuals 

or groups in a given project. A sample chart, for a single user in Project 6, is given in 

Figure 15. 

 

Figure 15 — Project 6 Activity, single user 

The x axis shows a span of time from October 18, around 8 pm, to October 20, midnight. 

The y axis measures total lines of code (including comments and blanks). A commit marks 

a point on the graph for that date and time, and the number of lines of code in the project at 

that time. 
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We can interpret Amy’s activity, as shown in this chart, as making an initial commit on 

October 18, then returning to the project a day later to make a series of commits before 

finishing by the due date. This information can be somewhat rudimentary, but it can back 

up or disprove claims from a student of, for example, an early start but a last-minute 

catastrophic mishap4.  

When we look at these activity graphs in a group setting, we can again see differences in 

individual styles. From the chart presented in Figure 16, we see that Amy began work 

earlier than the others, and finished somewhat earlier than Rudy, who also shows a 

consistent pace. Hiro checked in some code near the beginning, and updated it once with 

his final submission. Miranda waited until the end, after two of her classmates had 

finished, to begin her work. 

 

Figure 16 — Project 6 activity for selected students 

                                                
4 Of course, they would simply need to revert to the last committed version, but that might 

be beside the point. 



79 

 

This narrative does not say much on its own, but it does appear to be consistent to each 

student across projects. Activity charts for those same students for the two projects before 

and after Project 6 are presented below in Figures 16-19.  

Some variation is seen between all of these projects. On a couple of occasions, students 

only committed their final submission. But Amy’s habits are quite consistent, and provide 

a good benchmark for the activity of the other students. A drastic change in activity from a 

student — a radical increase or decrease in commits, or a shift in activity spacing — could 

warrant further investigation. 

 

Figure 17 — Project 4 activity for selected students 
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Figure 18 — Project 5 activity for selected students 

 

Figure 19 — Project 7 activity for selected students 
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Figure 20 — Project 8 activity for selected students 

Other measurements 
There are some other charts available which provide insight into projects as a whole, and 

which may reveal unusual behavior. Both the number of commits and the total code size of 

a student’s project are available as source data for histograms showing distribution across 

the class. Sample histograms are shown in Figure 21 and Figure 22. 
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Each column shows the number of projects submitted with that commit count 

Figure 21 — Code commits histogram for Project 6 

The code commits chart shows how many projects were submitted for a commit count. 

Four projects were not submitted (from non-participating students, as noted near the 

beginning of the chapter), and seven projects were submitted in their final form with a 

single commit. Another seven projects were submitted with two or three commits, and 

another seven with between four and eight commits. An outlier with 14 commits is also 

seen. This chart can provide an idea of general repository usage over the progress of the 

course.  

 

Each column shows the number of projects submitted for that range of lines of code 

Figure 22 — Code lines histogram for project 7 

Vipassana allows for setting the grouping of values in these charts; for the code lines 

histogram, projects are grouped in bands of 50 (e.g., code bases between 300 and 349 lines 

are counted together). Discounting the three submissions that were able to complete the 
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project in fewer than 99 lines5, we see an unsurprising bell-shaped curve in the middle, 

with an outlier with 824 lines of code. Investigation of this student’s submission shows that 

he kept a duplicate copy of his code files in his project directory, which doubled the 

calculated total. This proved to be a common problem, and is discussed further in Chapter 

5 

Further Research. 

Grade data for the Spring 2011 course was collected and integrated with the data in 

Vipassana. However, no correlation (numerical or intuitive) was found between the grade 

for a project and the number of commits a student made. In particular, there was no trend 

visible in projects with a single commit, which showed a grade distribution similar to the 

class as a whole. This implies that commit habits are independent of a student’s coding 

ability, but more research would need to be done to verify this. 

Versioning and verification 
Traditional plagiarism detection tools offer no benefit for the student, unless being 

discouraged from plagiarizing because of the threat of being caught counts as a benefit. 

Using a version control system for managing student submissions however does provide a 

distinct advantage to the student in defense of a false positive. 

Traditional plagiarism detection can fail in two ways: false negatives, and false positives. 

A false negative means that plagiarized code remains undetected, and the plagiarist 

receives credit for work she did not do. This is an undesirable outcome, but not as 

undesirable as a false positive, in which an innocent student is flagged as having 

committed academic dishonesty. This would certainly affect the student’s academic career, 

and possibly beyond, unjustly. Using version control systems to provide a continuous 

development narrative insures against this happening, at little cost to the student. 

                                                
5 Grades for these assignments were 0%, 71% and 84% 
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If an instructor suspects plagiarism in an assignment that happens to be coincidentally (and 

not deliberately) similar, and the student has been diligent about documenting the progress 

of his work via regular commits to the repository, the student can provide a complete 

history of his development, proving his innocence. 

Since students always have the option of checking in progressive versions of their 

assignments, regardless of how close to the due date they are working, they can always 

produce evidence of authorship whether the commits took place five minutes or two days 

apart, and students who only provide a single, final check-in are foregoing a useful alibi 

should the authorship of their assignments be challenged. 

Was plagiarism detected? 
The intent of this trial was to determine whether it was possible to detect plagiarism in the 

classroom using tools that measured originality. Plagiarism did take place during CSE 

2050 (Fall 2011), but it is difficult to quantify the role of Vipassana in its detection. In one 

specific case, a student came under suspicion when a series of commits without any 

original added code was observed. Looking through earlier revisions of the assignment 

uncovered a header comment identifying the original author, which the student had edited 

to his own name in later versions. 

As it has been shown, there were many students who would use the system only to submit 

their completed assignments, without any intervening revisions. In these cases, it was not 

possible to extract historical information from the submitted assignment. The overall 

commit rate for assignments went down over the course of the term, with earlier 

assignments receiving more commits on average than later ones. 

Of the 270 possible assignments, 44 did not see any commits in the system. A half-dozen 

of these did receive grades, so it is assumed alternate arrangements were made. Another 80 

were submitted with a single commit. With such a significant amount of missing data, it is 

hard to express Vipassana’s effectiveness numerically with the data from this single trial. 
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Quantifying its effectiveness would require a much larger trial, but the system has proven 

itself to be operational and useful over the course of three terms and four courses, 

providing many added benefits in addition to its intent in deterring and detecting 

plagiarism. 

Additional Observed Benefits 

The focus for designing this study and developing these tools was on plagiarism, but it is 

clear there are many additional advantages to using version control in the classroom, for 

both the instructor and the students. 

Benefits for students 
Students can begin using their code repositories quite simply, with tools that integrate with 

their local file systems. By storing their developing code in the repositories, they 

immediately gain a wide variety of services and advantages. 

If students are diligent about committing revisions, they will always have access to their 

code, wherever they may be (as long as they have a network connection, of course). This is 

a benefit that applies to both students and instructors; for the student, this means being able 

to work on code at home, then on a lab machine, then on an instructor’s workstation during 

office hours, all without worrying about packing up and transmitting a complete and 

updated set of files to the destination each time. 

Access to code history can be beneficial as well. Learning to program is a process that 

involves experimentation, and sometimes experiments turn out badly. Rolling code back to 

a previously working version is a great advantage, and a typical occurrence in a non-

academic or research programming project. The advantage of having a code history at hand 

is a lesson that is better learned sooner rather than later. 

Using a repository also provides a series of backups. In addition to the working code on a 

student’s computer, a copy resides on the repository as a primary backup. If the repository 
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server has been configured according to best practices, repositories will automatically be 

backed up with the server. It would take an unlikely series of catastrophes for a student to 

lose all the work he has committed into the repository. In most worst-case scenarios, all a 

student might lose is the work since his last checkin, and not his entire codebase. 

Using a repository also adds an additional channel of communication between the student 

and instructor. When code is checked in, the student has the option of adding comments 

describing their changes, and there are many ways to make good use of this commit log. At 

a basic level, the log provides a combination journal and map for development history, 

allowing students to see at a glance the narrative of their development history and the 

places where certain changes were made — bugs fixed or features added. This information 

often helps locate the point in time where a critical change was introduced.  

Messages in the commit log, unlike comments embedded in code, exist outside the code 

files and can be accessed separately. Because the commit log is visible in Vipassana 

without having to browse each student’s individual repository, instructors can keep tabs on 

their students’ progress from a single project report screen (see Figure 23). 
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Figure 23 — Sample commit log 

Academic settings, in contrast to many other programming environments, are focused on 

individual, non-collaborative programming. As a result, many students do not encounter 

the tools used by many programmers on a daily basis until after they have graduated and 

entered the job market. Despite the solo nature of the version control system’s usage in this 

trial, basic operational familiarity with these tools can only be a benefit for the student. 

A more subtle advantage is the encouragement of an early start. It is widely recognized that 

many cases of plagiarism stem from poor time management (Coams-Forgas, 2010, p. 210), 

as students procrastinate on an assignment until the only option left for completion by 

deadline is to copy another person’s work. Because students have to perform multiple 

commits showing progress, either as part of their grade or in order to receive bonus points, 

there is an additional incentive to begin work early and make consistent progress. 

Benefits for instructors 
Many of these benefits for the student have a complementary benefit to the instructor, such 

as the universal access to the student’s work. There are additional benefits directly related 

to the planning, execution, and monitoring of the assignment cycle, as well. 

Clearly, because instructors are granted full access to student repositories, their code is 

always available for examination and discussion, without requiring the student to package 

up and transmit her code files, or any involvement at all. Since instructors have write 

access to students’ repositories, it is also possible for them to submit comments and 

example or corrected code back to the student. This can be done independent of schedules; 

in other words, discussion and resolution of a particular problem a student is having can 

take place over the course of a few hours or days, as time permits for student and 

instructor, with all communication taking place via code checkins and checkouts and 

corresponding log comments.  
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Additionally, because the version control repositories maintain a history of code, it is 

possible for instructors to examine failed or discarded attempts. The utility of this was 

previously discussed in the context of student benefits, but it bears additional weight as a 

demonstration of something that is simply not possible with traditional “come to my office 

and bring your code” approaches. 

With a monitoring tool like Vipassana in place, instructors can quickly assess activity on 

assignments. Using the activity graph, it is easy to see which students are making progress 

with an assignment and which are procrastinating. Because the system measures basic 

metrics like lines of code and comments, and keeps track of how much code has been 

added each revision, it is easy to see not only that progress is being made, but what kind of 

progress is being made. 

On a larger scale, this information can provide instructors with feedback about the 

assignment as a whole, on such matters as complexity, suitability for the students, and 

whether enough time was provided for completion. 

Once the instructor has prepared the initial project files containing a description, 

requirement, example code, etc., it is possible to transmit this project into every student’s 

repository as a starting point. This replaces the preparation of materials for distribution in 

class or through download with a more direct way of getting the information students need 

to where they need it. 

When it comes time to collect assignments, Vipassana offers a way to aggregate all the 

student work into a cleanly organized, downloadable archive. The instructor has all the 

assignments from the entire class together in one place, and spends no time gathering and 

organizing files. An additional time-consuming step is saved when the system executes a 

traditional MOSS plagiarism report on the collected assignments. 

Setting up a repository on the server is not a difficult or time-consuming task, but it is one 

that lends itself well to automation. Even the most careful system administrator is bound to 
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make a slight error that ripples down into difficulties accessing the repositories. Managing 

permissions for repositories can also be a complex task, especially when special access 

needs to be granted to instructors. 

In Vipassana, these tasks are handled by the maintenance scripts, and informed by easy-to-

understand changes made using a web interface. Adding a student to the system consists of 

filling out and submitting a web form, and the system handles the rest. 
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Chapter 5 
Further Research 

This study focused on the creation of tools to examine the entire lifespan of code 

assignments, as opposed to the traditionally submitted end product, and as a way to 

examine code authorship and possibly detect when plagiarism has taken place. 

Now that the tools exist, the next step calls for involving their use with longer-term and 

comparative studies to determine the use of these tools and their effectiveness in the 

classroom, in areas beyond preventing and detecting code plagiarism. There is also much 

room to improve these tools and expand their utility.  

Long-term analysis 
As the system works by looking at a student’s work over time, its utility should only 

increase over a longer span of time. Some thoughts on the additional functionality that 

could be achieved with widespread adoption of the system by students and instructors over 

multiple courses are discussed next. 

Better fingerprints 
The system’s capabilities can only improve given a larger body of data to work with. 

“Fingerprinting” a particular student’s style over the course of his academic career may 

provide further precision when trying to highlight unusual activity, and could provide 

additional insight as to his evolving style, for example by examining the proportion of 

comments in assignments as time progresses, or by looking at the quality of commit log 

messages. 
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Student code portfolios 
In a long-term study as described above, the student can also gain advantages by 

maintaining a code portfolio for her academic career. Although many academic institutions 

will disallow the reuse of an assignment from one class in another, it is natural for a 

programmer to recycle useful portions of her own code, either literally or by referencing its 

workings and refactoring towards a new solution. Giving a student the option to examine 

code from earlier courses, and perhaps reuse it in a programming assignment, not only 

provides a useful aid for the student, but may in turn discourage the plagiarism of code 

from other sources. 

Standards and Objectives 
Institutional record-keeping for programming assignments is difficult. It is currently 

possible to examine a student’s records to see which courses and topics he has covered, but 

it would be difficult and likely impossible to produce a list of the programming 

assignments he has completed over his academic career.  

Should a code portfolio be in place, it would be possible for an administrator to download a 

student’s entire repository and examine the projects present. This might be a tedious task, 

but within the realm of possibility given widespread adoption and useful record keeping by 

instructors (i.e., noting in the assignment files the objectives for an assignment, and adding 

a grading file with a final grade and notes to the project in that student’s repository). 

Improvements 
There is also much room for improvement in Vipassana, especially if it is to be used in 

longer-term studies as just described. The system was developed for the purposes of 

gathering the data for this thesis, and although there are many features which lend 

themselves well for production use in its current implementation, there is a need for some 

necessary improvements should the tool come to see wide-spread adoption and long-term 

use. 
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Proper handling of deleted/renamed files 
There is no provision in Vipassana for handling files in the repository that were deleted or 

renamed. When SVN reports that these activities have taken place, the information is 

discarded. As the incidence of this happening was expected to be low (and indeed, there 

were only three files deleted by students over the course of the two terms), it was deemed 

unnecessary to develop this fairly complex piece of code. 

Further file management 
Students often made a duplicate directory of their code files for an assignment, and 

continued working on the new copy. Sometimes this would happen two or more times 

before a completed assignment was submitted. This type of activity is redundant, as rolling 

back to a previous version is exactly the functionality a version control system is supposed 

to provide, but it is to be expected from students unfamiliar with a VCS and used to 

managing revisions in this manner.  

When this would happen, code line counts would be unusually high, because multiple 

copies of the assignment, in various stages of completion, existed in the repository, and all 

code files are counted towards the total. Some of this could be resolved by providing 

additional training and explanation to students, but it would be useful for an instructor to 

mark a file, or an entire directory branch of files, as “inactive” and therefore stop counting 

them towards a total. 

Better long-term management 
Vipassana currently organizes users as students or administrators/instructors. There is a 

need to provide a wider range of roles to users, and more specifically a separation of 

functionality between the administrator and instructor (and possibly grader) roles. 

Instructors do not necessarily need to be able to create terms or courses; these types of 

tasks should fall on an administrative user. Having this separation reduces support issues 

and removes administrative burdens from instructors. 
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There is also a need to mark certain data as active or inactive. It may not be necessary to 

view courses from three terms ago in the default course listing, for example. The same 

applies to users on a larger scale; although some users were shared between courses over 

the two terms and three courses, this still resulted in over 150 students in the system. It 

would be necessary to manage not only which students are active in the system, but also 

their corresponding repositories, which may need to be archived, moved, restored, or dealt 

with in some other fashion. 

Usability refinements 
Finally, although the system is intuitive and usable without the need of much training, 

there are some rough edges that need addressing. Some parts of the user interface, as noted 

above, are not designed to manage large quantities of information, such as the user listing, 

which lists every user on a single screen, instead of presenting a more manageable paged 

listing and search functionality. 

Data is currently sanitized against attacks such as SQL injection, but is rarely validated for 

errors like an improper character in a username. Many of these “user safety” features 

would need to be added in order to prevent simple human mistakes from becoming 

problems. 

Republishing of projects 
Should a student enroll in the course late, and miss the original export for the first 

assignment in the class, the only solution is to either have the instructor re-export the 

project into every enrolled student’s repository, or manually add the files to the late 

student’s repository. Neither of these options is very efficient. The ability to selectively 

export a project to a single or selected students would alleviate this issue. 

Better due dates and collection 
When a project is marked for collection, the system gathers the latest submission before 

that date for all students in that course. This works, but greater flexibility is needed. As 



94 

 

only a date is specified, the system defaults to midnight of the due date, while some 

instructors express a preference for a specific time during the day. 

It would also be useful to be able to override the project’s due date for a specific student, in 

order to handle acceptable late submissions or other extraordinary cases. Currently, an 

instructor can manually collect a late submission, but it would be preferable to have this 

completed assignment included in the current collection process.  

Finally, in cases where a student submitted work past a due date, it would be useful to 

include both their work as of the due date and the latest known version of their work in 

order to make a grading decision. 

Internal similarity checking 
Vipassana currently makes use of the MOSS engine for producing a measure of code 

similarity between versions. These algorithms are external to Vipassana, which accesses 

them through a network service that submits files and receives a report in return from 

which metrics are extracted. 

This type of use is fine for research purposes, but does not scale well into the sort of use 

that has been discussed; processing hundreds of commits’ worth of files in a single day 

may overwhelm the server, or more likely (and correctly) be deemed an abuse of the 

service. Having internal similarity checking would simplify the configuration of the system 

and would remove a critical dependence on a third-party service. 

Additional features 
These changes would serve to bring Vipassana into form as a production-ready system, and 

address weaknesses currently in the system. There is also the possibility to expand the 

system with additional functionality 
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Multiple programming languages 
At the moment, only C/C++ files are recognized and processed. Adding the ability to 

handle other programming languages would require some minor work on most of the 

components. However, the language must also be supported by the similarity checker. 

Currently, MOSS supports a wide variety of popular choices, including C, C++, Java, C#, 

Python, Visual Basic, Javascript, and FORTRAN, along with other more specialized 

languages like Lisp, Matlab and a few flavors of assembly. This range of support would 

need to be incorporated into an internal similarity checker. 

Grading file integration 
Vipassana has features to automate the distribution of assignments along with their 

collection, but grading functions take place entirely outside the system. Having the ability 

to assign a grade, and possibly fill out a rubric, and re-distributing the information via a 

student’s repository would allow instructors and graders to have access to much more 

student- and assignment-specific information within Vipassana. This would also generate a 

record of performance that could be used for other evaluations. 

Team project analysis 
One area where version control systems truly shine is in team programming; this is in fact 

the reason many of these systems were developed and are in use today. Some courses 

expose students to team programming via collaborative projects in which students are 

expected to equally contribute to a more complicated project. A common problem in these 

situations is that some students may perform the majority of the work, while others receive 

credit for this work with little or no contribution of their own. 

When a student is involved in a course that relies on programming teams, it would be 

natural to be able to create a repository for the group, and grant access to the students in the 

group in order to collaborate on the project. Using similarity measures and keeping track of 

the user responsible for a commit it would be possible to determine how much code (and 

which code in particular) was submitted by each team member. 
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Dashboard 
Many web-based systems feature a “dashboard” interface as their default page which is 

supposed to present a summary of information that a user would need quick access to. 

Vipassana contains a lot of this type of information, but it requires some navigation and 

manipulation in order for an instructor to bring it up. Having a dashboard in the system 

would present the most useful and recent information an instructor needs to monitor 

courses in a single place, making keeping tabs on student activity a simpler task. 

“Push” Reporting 
All the information collected by Vipassana is available to the instructor on demand, but 

even the most dedicated instructor may have problems visiting the system on a regular 

basis. Being able to send an email summary of the day’s activity each night would deliver 

this information directly to the instructor. 

Summary 
Over the course of this thesis, Vipassana proved itself of great utility to instructors and 

students. Although the system was developed in support of this thesis, it has shown great 

potential as a multi-purposed code assignment management tool, and bears further 

investigation beyond the scope of this research. 
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Chapter 6 
Conclusions and Afterthoughts 

Conclusions 

Vipassana is a tool originally designed for detecting the possibility that code plagiarism has 

taken place. Though this was its intended use, there were many other features with great 

pedagogical value, not the least being the ability to stay up to date on students’ progress, 

rather than waiting for a completed submission to realize someone needs help. 

Though it performed well in its trials, Vipassana failed to catch a plagiarist in the way we 

intended — by observing suspicious quantities of newly added code in a student’s commit 

history. It failed to produce a “smoking gun” in the manner it was designed to do. This 

could be due to the small sample size, and the reality that the plagiarism that did take place 

was detectable through other means. 

Whether it is being used for plagiarism detection or not, there is no doubt that there are 

very real benefits to using version control and Vipassana in the classroom. For the 

purposes of this thesis, some first steps were taken, but there are many possibilities to 

explore. Some of them are discussed as further research. 

The term “plagiarism detection tool” is misleading, as no tool can detect plagiarism, only 

the incidence of identical or similar code. It is up to a human to interpret this information 

and determine whether the act of plagiarism took place. As is the case with many advanced 

tools, results vary widely depending on their use. The consequences of false positives are 
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as dire as those of false negatives — in other words, neither punishing the innocent nor 

letting the guilty go free are acceptable situations.  

Digital prosthesis 
In a larger scope, Vipassana represents a class of tool that is best described as a “digital 

prosthesis.” Because it is difficult, if not impossible, for a human to scan thirty-plus 

assignments for signs of duplicated code, we have plagiarism detection tools that help us 

reduce that vast sea of code to a set of more navigable points of interest. When we expand 

our codebase to include not just final assignments but also every in-between step a student 

may have taken, we need to further refine those tools to keep the points of interest at a 

manageable count. 

As with plagiarism detection, Vipassana also offers a lens that provides a condensed, easy-

to-assimilate view into student activity, allowing instructors to be more proactive in 

dealing with late starters or students who appear to be stuck or idle. 
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Appendix A 
SQL Source and Structure 

CREATE TABLE `commit_log` ( 
  `id` int(11) unsigned NOT NULL AUTO_INCREMENT, 
  `username` varchar(32) DEFAULT NULL, 
  `transaction` int(11) DEFAULT NULL, 
  `created` timestamp NULL DEFAULT NULL ON UPDATE CURRENT_TIMESTAMP, 
  `processed` timestamp NULL DEFAULT NULL, 
  PRIMARY KEY (`id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
 
 
CREATE TABLE `commits` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `user_id` int(11) DEFAULT NULL, 
  `version` int(11) DEFAULT NULL, 
  `version_date` datetime DEFAULT NULL, 
  `comment` tinytext, 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  PRIMARY KEY (`id`), 
  KEY `user_id` (`user_id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
 
 
CREATE TABLE `courses` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `instructor_id` int(11) DEFAULT NULL, 
  `term_id` int(11) DEFAULT NULL, 
  `department` char(4) DEFAULT NULL, 
  `number` char(5) DEFAULT NULL, 
  `section` char(3) DEFAULT NULL, 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  PRIMARY KEY (`id`), 
  KEY `instructor_id` (`instructor_id`), 
  KEY `term_id` (`term_id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
 
 
CREATE TABLE `enrollments` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `user_id` int(11) DEFAULT NULL, 
  `course_id` int(11) DEFAULT NULL,  PRIMARY KEY (`id`), 
  KEY `user_id` (`user_id`), 
  KEY `course_id` (`course_id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
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CREATE TABLE `project_files` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `project_id` int(11) DEFAULT NULL, 
  `user_id` int(11) DEFAULT NULL, 
  `path` text, 
  `filename` varchar(64) DEFAULT NULL, 
  `file_created` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  PRIMARY KEY (`id`), 
  KEY `revision_id` (`project_id`), 
  KEY `user_id` (`user_id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
 
 
CREATE TABLE `projects` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `course_id` int(11) DEFAULT NULL, 
  `name` varchar(32) DEFAULT NULL, 
  `directory` varchar(16) DEFAULT NULL, 
  `order` tinyint(4) DEFAULT NULL, 
  `assigned` date DEFAULT NULL, 
  `project_path` varchar(255) DEFAULT NULL, 
  `download` text, 
  `report` text, 
  `due` date DEFAULT NULL, 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  `status` enum('New','Released','Current','Collect','Closed') DEFAULT 'New', 
  PRIMARY KEY (`id`), 
  KEY `course_id` (`course_id`), 
  KEY `directory` (`directory`), 
  KEY `project_path` (`project_path`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
 
 
CREATE TABLE `terms` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `code` char(6) DEFAULT NULL, 
  `name` varchar(16) DEFAULT NULL, 
  `directory` varchar(32) DEFAULT NULL, 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  PRIMARY KEY (`id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
 
 
CREATE TABLE `users` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `username` varchar(32) DEFAULT NULL, 
  `first_name` varchar(32) DEFAULT NULL, 
  `last_name` varchar(32) DEFAULT NULL, 
  `email` varchar(32) DEFAULT NULL, 
  `repository` varchar(255) DEFAULT NULL, 
  `admin` tinyint(4) DEFAULT '0', 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  PRIMARY KEY (`id`), 
  KEY `username` (`username`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
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CREATE TABLE `versions` ( 
  `id` int(11) NOT NULL AUTO_INCREMENT, 
  `project_file_id` int(11) DEFAULT NULL, 
  `commit_id` int(11) DEFAULT NULL, 
  `path` text, 
  `language` varchar(32) DEFAULT NULL, 
  `blank_lines` int(11) DEFAULT NULL, 
  `comment_lines` int(11) DEFAULT NULL, 
  `code_lines` int(11) DEFAULT NULL, 
  `shared_lines` int(11) DEFAULT NULL, 
  `url` text, 
  `notes` text, 
  `created` timestamp NOT NULL DEFAULT CURRENT_TIMESTAMP ON UPDATE CURRENT_TIMESTAMP, 
  `edited` timestamp NOT NULL DEFAULT '0000-00-00 00:00:00', 
  PRIMARY KEY (`id`), 
  KEY `revision_id` (`commit_id`), 
  KEY `user_id` (`project_file_id`) 
) ENGINE=MyISAM DEFAULT CHARSET=utf8; 
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Appendix B 
Maintenance Scripts 

cron.php 

A shell-type script that prepares the environment for the other scripts, loading and 

instantiating other classes as necessary, then executing each individual script in order. This 

is the script that the system executes periodically using the cron utility 

<?php 
 
  $cron_dir = dirname(__FILE__); 
  $lib_dir = dirname($cron_dir); 
  require_once($lib_dir . '/load.php'); 
 
  report_header('cron run'); 
 
  include($cron_dir.'/repositories.php'); 
  include($cron_dir.'/projects.php'); 
  include($cron_dir.'/export.php'); 
  include($cron_dir.'/commits.php'); 
  include($cron_dir.'/compare.php'); 
  include($cron_dir.'/collect.php'); 
 
?> 

repositories.php 

Looks for new users that have been added to the system and generates their repository. 

<?php 
 
  // First, check for new repositories 
  $new_users = sql('select_new_users'); 
 
  if (!empty($new_users)) report_header ('Create Repositories'); 
 
  // Process any new repositories 
  foreach ($new_users as $user) { 
 
    // Create repo 
    $repo = new svn($user['username']); 
    $repo->create(); 
 
    // Save repo path 
    sql('update_user_project_path', array('repo_path' => $repo->repo_path, 'user_id' => $user['id'])); 
 
  } 
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  // Generate svnpolicy if we have new users 
  if (!empty($new_users)) { 
 
    // Get admins 
    $admin_select = sql('select_admins'); 
    $admins = array(); 
    foreach ($admin_select as $admin) $admins[] = $admin['username']; 
 
    // Get non-admins 
    $non_admin_select = sql('select_non_admins'); 
    $non_admins = array(); 
    foreach ($non_admin_select as $non_admin) $non_admins[] = $non_admin['username']; 
 
    // Assemble file 
    $svn_policy = ''; 
 
    // Admin groups 
    $svn_policy .= "[groups]\nadmin = ".implode(',', $admins)."\n\n"; 
 
    // Default is no access 
    $svn_policy .= "[/]\n* =\n\n"; 
 
    // Instructor repos 
    foreach ($admins as $user) { 
      $svn_policy .= "[".$user.":/]\n* = \n$user = rw\n\n"; 
    } 
 
    // Student repos 
    foreach ($non_admins as $user) { 
      $svn_policy .= "[".$user.":/]\n* = \n@admin = rw\n"; 
      $svn_policy .= "$user = rw\n\n"; 
    } 
 
    file_put_contents(SVN_ROOT.'/svnpolicy', $svn_policy); 
    report('Generated svnpolicy'); 
 
  } 
 
?> 

projects.php 

Looks for projects that have been added to a course and generates a template directory in 

the instructor’s repository. 

<?php 
 
  // First, check for new projects 
  $new_projects = sql('select_new_projects'); 
 
  if (!empty($new_projects)) report_header ('Create Projects'); 
 
  // Process any new projects 
  foreach ($new_projects as $project) { 
 
    // Initialize 
    $path = $project['term_part'] . '/' . $project['course_part'] . '/' . $project['directory']; 
 
    $repo = new svn($project['instructor']); 
    $repo->update(); 
    $repo->make_path($path); 
    $repo->add_readme($path); 
    $repo->commit('VSVN - Initialize ' . $project['directory']); 
 
    // Save directory path 
    sql('update_project_project_path', array('path' => $path, 'project_id' => $project['id'])); 
  } 
 
?> 
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export.php 

Looks for projects that have been marked as ready for export, and copies the corresponding 

directories and files to that class’s students. 

<?php 
 
  // First, check for released projects 
  $released_projects = sql('select_released_projects'); 
 
  if (!empty($released_projects)) report_header ('Export Projects'); 
 
  foreach ($released_projects as $project) { 
 
    // Update instructor's working copy 
    $instructor_repo = new svn($project['instructor']); 
    $instructor_repo->update(); 
 
    // Get enrollments 
    $enrollments = sql('select_enrollments', array('course_id' => $project['course_id'])); 
 
    foreach ($enrollments as $enrollment) { 
 
      $student = $enrollment['username']; 
 
      // Update student's working copy 
      $student_repo = new svn($enrollment['username']); 
      $student_repo->update(); 
      $student_repo->make_path($project['project_path']); 
      $student_repo->copy($instructor_repo->working_path, $project['project_path']); 
      $student_repo->commit('Committing files for '. e($project['name'])); 
 
    } 
 
    // Update project status 
    sql('update_project_status', array('project_id' => $project['id'])); 
 
  } 
 
?> 

commits.php 

Updates database with repository activity; logs commits and extracts metrics from the 

related source code. 

<?php 
 
  // First, check for new commits 
  $commits = sql('select_commits'); 
 
  if (!empty($commits)) report_header ('Import Commits'); 
 
  foreach ($commits as $commit) { 
 
    // Create repo object and get data 
    $repo = new svn($commit['username']); 
    $date = $repo->commit_date($commit['transaction']); 
    $comment = $repo->commit_comment($commit['transaction']); 
    $commit_files = $repo->commit_files($commit['transaction']); 
    $user_id = get_user_id($commit['username']); 
 
    // Save commit information 
    $commit_data = array( 
      'user_id' => $user_id, 
      'version' => $commit['transaction'], 
      'version_date' => $date, 
      'comment' => $comment 
    ); 
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    $commit_id = sql('insert_commit', $commit_data); 
     
    foreach ($commit_files as $commit_file) { 
 
      if ($commit_file['status'] != 'D') { 
 
        list($project_path, $file_path) = get_project_path($commit_file['path']); 
        #$project_id = get_project_id($project_path, $commit['username']); # Spring 2011 
        $project_id = get_project_id($project_path); # Fall 2011 
 
        // Don't process files not belonging to a defined project 
        if ($project_id) { 
 
          $filename = basename($file_path); 
          $new_file = false; 
 
          // Is this a known file? 
          $project_file = sql('select_project_file', array('project_id' => $project_id, 'user_id' => $user_id, 
'path' => $file_path)); 
          $new_file = empty($project_file); 
          if (!$new_file) { 
            // If existing, get the id 
            $project_file_id = $project_file['0']['id']; 
          } else { 
            // If not, insert into project_files 
            $project_file_data = array( 
              'project_id' => $project_id, 
              'user_id' => $user_id, 
              'path'  => $file_path, 
              'filename' => $filename, 
              'file_created' => $date 
            ); 
            $project_file_id = sql('insert_project_file', $project_file_data); 
          } 
 
          // Is this an interesting file? 
          if (interesting_file($filename)) { 
 
            $version_path = $commit['username'] . '/' . $project_path . '/' . $file_path; 
 
            // Get the source for this commit 
            $source = $repo->commit_source($commit['transaction'], $project_path . '/' . $file_path); 
 
            // Get loc metrics (lines of code, comments, blanks) 
            $loc_metrics = get_metrics($source, $filename, $new_file); 
 
            // Add to versions 
            $version_data = array( 
              'project_file_id' => $project_file_id, 
              'commit_id' => $commit_id, 
              'path' => $version_path, 
            ); 
             
            sql('insert_version', array_merge($version_data, $loc_metrics)); 
          } 
        } 
      } 
    } 
 
    // Mark commit record as processed 
    sql('update_commit_log', array('commit_log_id' => $commit['id'])); 
  } 
 
  // Helper functions 
 
  function get_user_id($username) 
  { 
    // Get user_id from username 
    $user = sql('select_user_from_username', array('username' => $username)); 
    $user_id = $user[0]['id']; 
    return $user_id; 
  } 
 
  function get_project_path($path) 
  { 
    $project_path = false; 
    $file_path = false; 
    // Divide full path into project path and remainder 
    $matches = array(); 
    #preg_match('/^([^\/]*)\/(.*)$/', $path, $matches); # Spring 2011 
    preg_match('/^([^\/]*\/[^\/]*\/[^\/]*)\/(.*)$/', $path, $matches); # Fall 2011 
    if ($matches) { 
      $project_path = $matches[1]; 
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      $file_path = $matches[2]; 
    } 
    return array($project_path, $file_path); 
  } 
 
  function get_project_id($project_path, $username = '') 
  { 
    $project_id = false; 
    if ($project_path) { 
 
    /* 
      // Get project from the file's path - Spring 2011 
      $project = sql('select_project_from_map', array('project_path' => $username.'/'.$project_path)); 
      if (isset($project[0]['project_id'])) { 
        $project_id = $project[0]['project_id']; 
      } else { 
        $project_id = false; 
      } 
    */ 
 
      // Get project from the file's path - Fall 2011 
      $project = sql('select_project_from_path', array('project_path' => $project_path)); 
      if (!empty($project) && isset($project[0]['id'])) { 
        $project_id = $project[0]['id']; 
      } else { 
        $project_id = false; 
      } 
    } 
    return $project_id; 
  } 
 
  function insert_project_map($user_id, $username, $project_path, $date, $comment) 
  { 
    $map_data = array( 
      'user_id' => $user_id, 
      'project_path' => $username.'/'.$project_path, 
      'added' => $date, 
      'comment' => $comment 
    ); 
    return sql('insert_project_map', $map_data); 
  } 
 
  function get_metrics($source, $filename, $new_file) 
  { 
 
    // Create file instance for script 
    $instance_path = TMP_ROOT . '/' . $filename; 
    file_put_contents($instance_path, $source); 
 
    // Run script 
    $command = VIPASSANA_ROOT.'/lib/cloc.pl --csv [1]'; 
    $args = array($instance_path); 
    $results = execute($command, $args, "Get metrics for " . $filename); 
   
    // Cleanup! 
    unlink($instance_path); 
 
    // Did it work? 
    if (isset($results[5])) { 
      $metrics = explode(",", trim($results[5])); 
      return array( 
        'language' => $metrics[1], 
        'blank_lines' => $metrics[2], 
        'comment_lines' => $metrics[3], 
        'code_lines' => $metrics[4] 
      ); 
    } else { 
      return array( 
        'language' => 0, 
        'blank_lines' => 0, 
        'comment_lines' => 0, 
        'code_lines' => 0 
      ); 
    } 
   
  } 
 
?> 

compare.php 
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Detects revisions of an existing code file and determines how much code is shared with a 

previous version using MOSS. 

<?php 
 
  // First, check for files to compare 
  $compares = sql('select_compares'); 
 
  if (!empty($compares)) report_header ('Compare Versions'); 
 
  foreach ($compares as $compare) { 
    $version_id = $compare['id']; 
 
    $version = sql('select_compare_version', array('id' => $version_id)); 
    $version = $version[0]; 
 
    // Do we have a previous version? 
    $prev_version = sql('select_compare_prev_version', $version); 
    if (!empty($prev_version)) { 
      $prev_version = $prev_version[0]; 
 
      // Generate metrics from moss 
      $moss = new moss($version['username'], 'cc'); 
 
      // Initialize temp directory 
      $moss_root = TMP_ROOT . '/moss'; 
 
      if (file_exists($moss_root)) { 
        $command = 'rm -rf [1]'; 
        $args = array($moss_root); 
        $results = execute($command, $args, 'Remove existing moss temporary directory'); 
      } 
 
      // Initialize report directory 
      $command = 'mkdir -p [1]'; 
      $args = array($moss_root); 
      execute($command, $args, "Create moss temporary directory"); 
 
      // Get source for current file 
      $repo = new svn($version['username']); 
      $source = $repo->commit_source($version['version'], $version['path']); 
 
      // Get source for previous file 
      $prev_source = $repo->commit_source($prev_version['version'], $version['path']); 
 
      // Add files to filesystem for moss 
      $prev_path = $moss_root.'/prev_'.$version['filename']; 
      file_put_contents($prev_path, $prev_source); 
      $curr_path = $moss_root.'/curr_'.$version['filename']; 
      file_put_contents($curr_path, $source); 
 
      // Get moss metrics 
      $moss_metrics = $moss->get_metrics($prev_path, $curr_path, $moss_root); 
      $metrics = array_merge(array('version_id' => $version_id), $moss_metrics); 
 
    } else { 
      // No previous version 
      $metrics = array('version_id' => $version_id, 'shared_lines' => 0, 'url' => false); 
    } 
    sql('update_compare', $metrics); 
 
  } 
 
?> 
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collect.php 

If a project is marked as ready for collection, gathers all the final revisions from all the 

students’ repositories and generates a downloadable .zip file. Also generates a final MOSS 

report on the entire project, for traditional plagiarism detection. 

<?php 
  $collection_projects = sql('select_collection_projects'); 
   
  if (!empty($collection_projects)) report_header ('Collect Projects'); 
   
  foreach ($collection_projects as $project) { 
         
    // Initialize moss 
    $moss = new moss($project['name'], 'cc'); 
    // Initialize temp directory 
    $moss_root = TMP_ROOT . '/moss'; 
 
    if (file_exists($moss_root)) { 
      $command = 'rm -rf [1]'; 
      $args = array($moss_root); 
      $results = execute($command, $args, 'Remove existing moss temporary directory'); 
    } 
    // Initialize report directory 
    $command = 'mkdir -p [1]'; 
    $args = array($moss_root); 
    execute($command, $args, "Create moss temporary directory"); 
 
    // Get enrollments 
    $enrollment = sql('select_enrollment_for_project', array('project_id' => $project['id'])); 
    // Export students' work to collection directory 
    foreach ($enrollment as $student) { 
      
      // Get last commit before due date 
      $commit = sql('select_commit_from_due_date', array('due_date' => $project['due'], 'student_id' => $studen
t['id'])); 
      if (!empty($commit)) { 
        $version = $commit[0]['version']; 
         
        // Export assignment as of due date 
        $repo = new svn($student['username']); 
        $student_project_path = $moss_root . '/' . $student['username']; 
        $repo->export($project['project_path'], $student_project_path, $version); 
         
        // Add to moss report 
        $moss->add_directory($student_project_path, $moss_root); 
      } 
    } 
    // Generate moss report 
    $report_link = $moss->get_report(); 
    // Zip up the collection directory 
    $collection_zip = $project['directory'] . '.zip'; 
    $command = 'cd [1] && zip -r [2] *'; 
    $args = array($moss_root, $collection_zip); 
    execute($command, $args, "Zipping up collection directory for ".$project['project_path']); 
 
    // Create download directory 
    $dest_dir = DOWNLOADS_ROOT . '/' . $project['project_path']; 
    $command = 'mkdir -p [1]'; 
    $args = array($dest_dir); 
    execute($command, $args, "Creating download directory for ".$project['project_path']); 
    // Remove existing copies 
    $dest_path = $dest_dir . '/' . $project['directory'] . '.zip'; 
    if (file_exists($dest_path)) unlink($dest_path); 
    // Move zipped up directory to downloads 
    rename($moss_root.'/'.$collection_zip, $dest_path); 
    report('Moved collection zip to ' . $dest_path); 
    // Update project with download link 
    $download_link = DOWNLOADS_URL . '/' . $project['project_path'] . '/' . $project['directory'] . '.zip'; 
    sql('update_collected_project_status', array('project_id' => $project['id'], 'download' => $download_link, 
'report' => $report_link)); 
  } 
?> 


