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Abstract 

Title:  Evaluating Ensemble Wind Downscaling Methodologies over a Coastal Estuary 

Author: Bryan Paul Holman 

Advisor: Steven Lazarus, Ph.D. 

Current numerical weather prediction (NWP) ensemble systems are biased and under 

dispersive. While statistical methods have been developed to correct for these errors, the 

resulting post processed forecasts are typically available at observing stations only. Yet 

post processed forecasts are needed everywhere. Additionally, the horizontal grid spacing 

of current ensemble systems is too coarse to resolve the Indian River Lagoon (IRL), a 

coastal estuary in central Florida that impacts the local wind climatology. Thus, 

computationally reasonable approaches are needed that simultaneously downscale and post 

process ensemble wind forecasts. Currently no approach exists to do this, particularly in 

coastal areas such as the IRL. This dissertation presents two techniques for this purpose.  

The first technique bias corrects and downscales wind speed over water bodies that are 

unresolved by NWP models and analyses. The dependency of wind speeds over water 

bodies to fetch length is investigated as a predictor of model wind speed error. Because 

model bias is found to be related to the forecast wind direction, a statistical method that 
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uses the forecast fetch to remove wind speed bias is developed and tested. The method 

estimates wind speed bias using recent forecast errors from similar stations, i.e., those with 

comparable fetch lengths. As a result, the bias correction is not tied to local observations 

but instead to locations with similar land-water characteristics. Thus, it can also be used to 

downscale wind fields over inland and coastal water bodies. Applied to three NWP 

analyses in Florida, the fetch method yields a bias near zero and results in a reduction of 

the mean absolute error that is comparable to other methods. 

Second, a method is developed that performs gridded post processing of ensemble wind 

vector forecasts. Antecedent to operational calibration, the Weather Research and 

Forecasting (WRF) model is utilized to downscale an expansive set of idealized wind 

profiles to a 333 m2 grid over a coastal region marked by an intricate land / water mask. In 

real time, ensemble model output statistics (EMOS) is used to calibrate ensemble wind 

vector forecasts at observing stations, after which EMOS predictive parameters (i.e., mean 

and variance) are spread from locations with observations to those without utilizing flow-

dependent statistical relationships extracted from the WRF downscaled wind fields, 

resulting in calibrated forecasts across the 333 m grid. Compared to an operational 

ensemble, the approach improves both the deterministic and probabilistic forecast skill. 

Analysis of multivariate rank histograms indicate the post processed forecasts are 

calibrated. 
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Chapter 1 
Introduction 

1.1 Numerical weather prediction 

In 1913 Lewis Fry Richardson began work on the very first numerical weather prediction 

(NWP) system (Lynch 2008). Using the best observations available and the governing 

atmospheric equations proposed by Abbe (1901), he, by hand, determined an initial 

atmospheric state and numerically advanced this state into the future. The results were 

disastrous. Summarizing this work, Richardson (1922, p. vii) lamented, ‘Perhaps some day 

in the dim future it will be possible to advance the computations faster than the weather 

advances …. But that is a dream.’ Fortunately, Richardson’s dream was realized during his 

lifetime. The emergence of digital computing and research led by Jule Charney at The 

Institute for Advanced Study in Princeton resulted in 24 h forecasts requiring nearly as 

much time to produce (e.g., Charney et al. 1950). Since then, advancements in computing, 

atmospheric dynamics, instrumentation, and observation networks have placed NWP 

models at the core of operational weather forecasting (Lynch 2008). 

The NWP systems used today essentially follow the same two-step process envisioned by 

Bjerknes (1904). The diagnostic step, data assimilation, determines an initial atmospheric 

state, and the prognostic step numerically advances this state using the governing equations 
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of motion. In data assimilation, all available observations, both simple (e.g., temperature 

measured with a thermometer) and complex (e.g., satellite radiances, radar-measured 

reflectivity and Doppler shifts), are used to determine the most likely state of atmospheric 

flow (Talagrand 1997; Kalnay 2003). These data are quality-controlled, weighted, and 

combined with short-range NWP forecasts using advanced statistical and computational 

methods (e.g., Ensemble Kalman Filtering [Houtekamer et al. 1996, Houtekamer and 

Mitchell 1998] and four-dimensional variational assimilation [e.g., Courtier et al. 1994]) to 

produce gridded, three-dimensional atmospheric states with tens of millions of degrees of 

freedom (Kalnay 2003). Once an initial state is determined, the prognostic step is 

performed by NWP models. These models employ a variety of numerical methods to solve 

the primitive equations and include various schemes for parameterizing the effects of 

subgrid-scale physical processes (e.g., radiative and momentum fluxes, cloud 

microphysics). As NWP models and computational capabilities have improved, so have 

short-, medium-, and extended-range forecasts of many meteorological processes, from 

precipitation to hurricane tracks (AMS 2015). In addition, the information provided by 

NWP models has enhanced the capability of the forecasters that use them (Hughes 1985). 

1.2 Ensemble forecasting 

While Bjerknes aspired to make meteorology an exact science (Lynch 2008), in reality the 

present and future state of the atmosphere can never be known with exactness (Wilks 

2011). Observational scarcity (both spatial and temporal), instrument error, and imperfect 

data assimilation methods introduce uncertainty at the diagnostic step. Additional 
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uncertainty is introduced at the prognostic step due to imperfections in numerical methods 

and parameterizing key physical processes (Mass et al. 2002). Even if a perfect model was 

initiated with a near-perfect initial state, the chaotic, nonlinear nature of the atmosphere 

limits the achievable degree of predictability (Lorenz 1963). As a result, while initial NWP 

efforts labored to produce a single best estimate of future atmospheric states (deterministic 

forecast), the value in quantifying forecast uncertainty was soon realized. 

Epstein (1969) recognized that explicitly advancing the full distribution of possible initial 

states is computationally unfeasible. Instead, he introduced a Monte Carlo approach to 

approximate the first and second moments of the probability distribution. Leith (1974) 

suggested that ensemble systems with as few as ten members can adequately estimate the 

best possible forecast (i.e., ensemble mean) and forecast errors (i.e., ensemble variance). 

Additionally, recent decades have seen growing demand and interest in using ensemble 

information (Gneiting and Raftery 2005). As a result, operational ensemble systems have 

been implemented at many major meteorological centers around the world. 

Typically an ensemble consists of several runs of a model (or multiple models) that vary in 

initial conditions, boundary conditions, and/or physics parameterization options (Mass 

2003). Ensemble systems have three main objectives: 1) to improve deterministic forecasts 

(via the ensemble mean or median), 2) to assess the reliability of a forecast, and 3) to 

provide a framework for quantifying probabilistic forecasts (Kalnay 2003). Current 

ensembles generally realize these goals. For example, ensemble mean forecasts typically 

outperform individual ensemble members themselves (Gneiting and Raftery 2005). Also, a 

spread-error relationship has been established, i.e., the ensemble spread is positively 
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correlated with forecast uncertainty (e.g., Whitaker and Loughe 1998; Grimit and Mass 

2007). However, current ensemble systems are uncalibrated, meaning the probabilistic 

forecasts they produce are not statistically consistent with observations (Gneiting and 

Raftery 2005). Yet a growing need exists for both accurately quantifying forecast 

uncertainty and generating calibrated probabilistic forecasts (e.g., Palmer 2002; Zhu et al. 

2002; Gneiting 2008). Thus, statistical post processing is required to realize the full 

potential of ensemble information (Gneiting and Raftery 2005).  

1.3 Statistical post processing 

Statistical post processing seeks to improve NWP forecast skill by incorporating 

observational and forecast error information through statistical methods. This section 

identifies three common NWP error sources and presents the methods developed to address 

them. 

1.3.1 Representativeness error and downscaling 

The forecasts provided by NWP models, which operate on a grid, represent grid cell 

averages. However, most observations are point-based (e.g., automated surface stations, 

radiosondes), motivating the need for forecasts at specific locations. The simplest way to 

mitigate this representativeness error is to bilinearly interpolate model output from 

surrounding grid cells to a fixed point. However, when topographical features that impact 

local meteorology (e.g., water bodies, hills, mountains, valleys) are smaller in scale than a 

model’s horizontal grid spacing, the effects of these features may be left partially or 
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completely unresolved. In these instances more advanced methods are necessary to 

downscale, or deduce local scale information from, coarse model output.  

There are two main approaches to downscaling: dynamical and statistical. The first utilizes 

a mesoscale NWP model, such as the Weather Research and Forecasting model (WRF; 

Skamarock and Klemp 2008), with initial and boundary conditions sourced from global 

models, to provide physically consistent output at higher resolution. Dynamical 

downscaling is assumed to be the more accurate of the two approaches because the 

governing equations of motion are used (Horvath et al. 2012). However, it is 

computationally expensive, and therefore not feasible (for most users) for downscaling 

ensemble systems operationally. 

Statistical downscaling interpolates coarse model information to the local scale using 

statistical methods. Appropriate techniques are application specific and vary greatly in 

complexity. Particularly promising techniques incorporate physically relevant predictors, 

for example downscaling wind speed using gridded surface roughness estimates (e.g., De 

Rooy and Kok 2004; Stepek and Wijnant 2011). Statistical downscaling dramatically 

reduces computational expense, but generally does not preserve the physically consistent 

flow structures intrinsically resultant from NWP models. 

1.3.2 Bias correction 

Bias is defined as the difference between the average forecast and average observation 

(Wilks 2011). All model output, even dynamically downscaled (e.g., Mortensen et al. 

2006; Gastón et al. 2008), contains some degree of bias which can be identified and 
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corrected via statistical post processing (Sweeney et al. 2013). The general idea is to 

estimate bias using recent forecast errors over a specified training period (e.g., the previous 

30 days). The upcoming forecast is then corrected by subtracting this bias estimate. While 

introduced over forty years ago, Model Output Statistics (MOS; Glahn and Lowry 1972) 

remains the industry standard for reducing forecast error, but requires years of training data 

and a static model, motivating the exploration of more versatile approaches. Methods 

introduced for this purpose range from simple, such as running-mean bias correction (e.g., 

Stensrud and Yussouf 2005), to complex, such as Kalman filtering (e.g., Louka et al. 2008) 

and neural networks (e.g., Salcedo-Sanz et al. 2009).  

1.3.3 Calibration error 

Current ensemble systems are under dispersive, meaning observations frequently fall 

outside the range of individual ensemble members (Toth et al. 2003; Buizza et al. 2005), 

yielding overconfident probability forecasts (Wilks 2011). This inability to properly 

quantify atmospheric uncertainty persists after bias correcting individual members (Cui et 

al. 2012). Thus, additional post processing is necessary to correct for errors related to 

dispersion (Gneiting and Raftery 2005).  

Two state of the art techniques developed to address ensemble calibration are Bayesian 

model averaging (BMA; Raftery et al. 2005) and ensemble model output statistics (EMOS; 

Gneiting et al. 2005). These methods utilize training data to not only bias correct 

deterministic forecasts but also scale ensemble spread characteristics (e.g., the variance) so 

that probabilistic forecasts are consistent with recent observations (Gneiting 2014). These 
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methods estimate parameters of the predictive distribution (i.e.., mean and variance), 

requiring an explicit  assumption of a variable’s underlying distribution. For example, the 

Gaussian distribution is appropriate for forecasts of continuous variables such as surface 

temperature, but not for those that are non negative, such as wind speed. The BMA and 

EMOS methods have been adapted for calibrating ensemble forecasts of many variables, 

including surface temperature (Gneiting et al. 2005; Raftery et al. 2005), precipitation 

(McLean Sloughter et al. 2007), wind speed (McLean Sloughter et al. 2010; 

Thorarinsdottir and Gneiting 2010), wind direction (Bao et al. 2010), and bivariate wind 

vectors (Schuhen et al. 2012; McLean Sloughter et al. 2013). 

1.4 Gridded postprocessing 

Regardless of method, post processing techniques traditionally correct forecasts using point 

observations. As a result, these forecasts are only valid at observing stations, yet post 

processed output is needed everywhere (Mass et al. 2008; Kleiber et al. 2011). 

Consequently, developing methods to post process NWP output at observation-free 

locations is an area of active research (Gneiting and Raftery 2005; Mass et al. 2009). Three 

types of approach have been developed for this purpose.  

The first post processes forecasts with a gridded ‘truth’, such as an analysis product (the 

initial state resulting from data assimilation), naturally resulting in corrected information 

on the analysis grid. However, analysis products are prone to bias, which is inherited 

during post processing (Gneiting 2014). Thus, the quality of the post processed forecasts is 

subject to the quality of the verifying analysis product (Hagedorn et al. 2012). Typically a 
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model’s forecasts are verified using its own analyses (e.g., Cui et al. 2012; Pinson 2012), 

preserving the model’s native resolution. However, Kann et al. (2009) calibrated 

temperature forecasts using an analysis of higher resolution than the forecasts, performing 

downscaling and calibration in one step. 

The second type of approach builds training datasets at observation-free locations using 

forecast errors from nearby stations that share similar characteristics. Mass et al. (2008) 

introduced this technique to bias correct gridded forecasts of temperature, dewpoint, and 

precipitation biases on a grid, so station similarity was based on proximity, elevation, and 

land use. Kleiber et al. (2011) extended this approach to calibrate ensemble forecasts of 

surface temperature using BMA. In a gridded context, this method constructs training 

datasets for each individual grid cell, after which bias correction or calibration method are 

applied. 

In contrast, the third type post processes forecasts locally (i.e., at observing stations) and 

spreads calibrated information using geostatistical methods, such as kriging. These 

methods model spatial covariances that degrade with distance, but are adaptable in that 

they can incorporate relevant features when calculating station weights. For example, 

studies concerned with surface temperature regard, in addition to horizontal proximity, 

elevation (Kleiber et al. 2011; Scheuerer and Büermann 2014) and land use (Scheuerer and 

König 2014). 
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1.5 Motivation 

This research is motivated by the desire to provide representative, ensemble wind forcing 

for hydrodynamic studies of the Indian River Lagoon (IRL), a long and narrow estuary that 

parallels Florida’s Atlantic coast. Circulation in the IRL is primarily wind-driven (Smith 

1990). Consequently, the quality of hydrodynamic model solutions of the IRL is sensitive 

to the quality of the input wind forcing (Weaver et al. 2016). However, the resolution of 

current ensemble systems is too coarse to resolve the IRL’s complex features. 

Additionally, as mentioned previously, current ensembles are uncalibrated. Thus, in order 

to provide ensemble wind information for this particular application a post processing 

technique is needed to downscale and calibrate ensemble wind fields in tandem.  

To date, no approach has been introduced that appropriately addresses this problem, for 

two main reasons. First, while techniques exist that bias correct and downscale wind speed 

fields (e.g., De Rooy and Kok 2004), they are explicitly not applied in the coastal zone due 

to the direction-dependent nature of wind speed error in such regions. This provides an 

opportunity to develop an approach designed for use in coastal areas such as the IRL. 

Second, studies that spread locally calibrated ensemble forecasts have not been applied to 

surface winds, instead focusing almost entirely on surface temperature. Beyond this 

specific application, in 2012 the National Research Council (NRC), recognizing that 

operational ensemble calibration isn’t performed at any national agency, urged the National 

Weather Service (NWS) to take the lead globally by issuing probabilistic forecasts of 

temperature, precipitation, and wind speed. Additionally, they recommend ‘increasing the 

resolution and accuracy of the ensemble forecasts’ (NRC 2012, pp. 28-29). With the 
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forecast system PROBCAST, Mass et al. (2009) took an initial step towards producing and 

communicating probabilistic forecasts of temperature and precipitation over the Pacific 

Northwest. Incorporating wind forecasts into PROBCAST was slated for future work, but 

has yet to take place. 

Therefore, in addition to meeting the ensemble wind forcing needs for IRL hydrodynamic 

studies, an exciting opportunity exists to move towards producing high-resolution, 

calibrated, probabilistic wind forecasts. This dissertation serves as a preliminary step in 

this effort by investigating methods that downscale and calibrate ensemble wind output in 

areas with complex coastlines such as the IRL. Two approaches are introduced for this 

purpose. 

1.6 Approach 1 – downscaling analysis wind fields 

As mentioned in section 1.4, one technique towards post processing on a grid uses a high-

resolution analysis product during the calibration procedure. Despite the potential 

weaknesses inherent in such an approach, its simplicity merits investigation. However, in 

terms of this technique’s utility for IRL wind forecasts an additional drawback exists. The 

highest resolution analysis product available, the 2.5 km Real Time Mesoscale Analysis 

(RTMA; De Pondeca et al. 2011), insufficiently resolves the IRL’s complex features. Thus, 

downscaling an analysis product is necessary before  use in a calibration procedure.  Since 

no wind speed statistical downscaling approaches are tailored for coastal areas (e.g., De 

Rooy and Kok 2004; Stepek and Wijnant 2011), the potential of this approach hinges on 

the development of such a technique.  
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To this end, chapter 2 presents a novel approach that bias corrects and downscales wind 

speed analyses over water bodies that are unresolved by current NWP models, such as the 

IRL. This method is designed to capture the anisotropic wind speed biases in coastal areas 

by relationship of such biases with wind fetch, or the unobstructed distance that wind 

blows over water. Wind fetch is a physical quantity that is determinable regardless of a 

grid’s horizontal spacing, rendering the proposed technique capable of not only bias 

correcting analysis wind speed, but also downscaling analysis winds to a resolution 

sufficient for use as ‘truth’ in future calibration studies of IRL ensemble wind forecasts. 

1.7 Approach 2 – spreading locally calibrated wind vectors 

The third technique presented in section 1.4, spreading locally calibrated information onto 

a grid, is arguably the most robust of the three due to its prevalence in the literature. Yet it 

has not been applied to ensemble wind forecasts. This is likely due, in part, to surface 

wind’s complex interaction with topography (Engel and Ebert 2007). Seeking a method 

that is computationally efficient for operational use and physically consistent over 

heterogeneous terrain, chapter 3 introduces a combined statistical/dynamical approach to 

downscale and calibrate ensemble wind forecasts.  

This approach utilizes EMOS to calibrate ensemble wind vectors locally, i.e., at observing 

stations over and near the IRL. To spread this information onto an IRL-resolving grid, a set 

of idealized wind profiles are downscaled using the Weather Research and Forecasting 

(WRF; Skamarock et al. 2008) model to a 333 m grid. This set of idealized scenarios is 

designed to cover the breadth of the region’s typical wind climatology, i.e., common wind 



12 

 

speeds from all directions. These downscaled surface winds resulting from these 

simulations represent a quasi-equilibrium state between driving atmospheric forces and 

those of the terrain below. Directionally-dependent relationships between observation-

containing grid cells and those without are statistically determined, which are used to 

spread the locally calibrated wind vector forecasts across the high resolution (333 m) grid. 

1.8 Summary 

This dissertation investigates two exploratory steps towards producing high-resolution, 

gridded, calibrated wind forecasts in an area of complex terrain, and is outlined as follows. 

Chapter 2 provides greater detail on current wind speed bias correction and downscaling 

approaches. It then details the approach introduced in Section 1.6, which statistically 

downscales wind speed fields over unresolved water bodies, and compares its ability to 

identify and remove bias with that of other bias correction methods over a year-long study. 

Chapter 3 delves further into techniques (such as BMA and EMOS) for wind vector 

calibration. It details the WRF downscaling framework, and specifies the methodology of 

deriving the relationships used to spread locally calibrated forecasts across the downscaled 

grid. Chapter 4 concludes with a summary of this work, discusses its limitations, and 

provides suggestions for future research. 
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Chapter 2 
A fetch-based statistical method to bias correct and 
downscale wind speed over unresolved water bodies 

2.1 Introduction 

Numerical weather prediction (NWP) models are essential tools for weather forecasting. 

Yet, current operational models are prone to systematic errors (biases) due to coarse model 

resolution and imperfections in model physics, initial conditions, and boundary conditions 

(Mass et al. 2002). One effective method of removing biases is statistical post processing 

(hereafter referred to as post processing) of model output. In general, NWP models cannot 

realize their full potential without post processing model output (Gneiting and Raftery 

2005). 

This study focuses on post processing methods for 10 m wind speed forecasts. Popular 

methods for this purpose include running-mean bias correction (e.g., Stensrud and Yussouf 

2005; Cheng and Steenburgh 2007), Kalman filtering (e.g., Louka et al. 2008; Cassola and 

Burlando 2012), machine learning methods (e.g., Salcedo-Sanz et al. 2009), and Model 

Output Statistics (MOS; Glahn and Lowry 1972; Carter 1975). Comparison studies have 

shown that MOS is the most successful method at reducing wind speed forecast error 

(Cheng and Steenburgh 2007; Müller 2011). However, MOS requires an extensive training 

dataset and a static model, motivating the development of more adaptable post processing 

techniques. 
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Traditional post processing methods, such as those just mentioned, are tied to locations 

with verifying observations. Yet bias corrected forecasts are needed at locations without 

verifying observations (Mass et al. 2008). Yussouf and Stensrud (2006) used a Cressman 

weighting scheme (Cressman 1959) to interpolate wind speed biases onto a grid over 

Oklahoma. While distance weighted interpolation schemes may be appropriate for regions 

with little topographical variability and marginal differences in land use characteristics, it 

is problematic in regions of complex terrain. Because of complex interactions with 

topography, Engel and Ebert (2007) suggest that wind post processing methods need a 

combined physical and statistical approach. 

De Rooy and Kok (2004) presented such an approach and applied it to downscale model 

wind speed over the Netherlands. They first identified and removed the systematic error 

due to the difference in surface roughness between the model grid cell and verifying 

observation locations. The residual bias was then attributed to large-scale model error. 

Using roughness length estimates derived from a 1 km land use grid, they applied their 

physical/statistical method to wind speed forecasts. However, their approach did not 

address flow dependent (anisotropic) bias near water boundaries, and thus it was not 

applied in the coastal zone. 

Representative, high-resolution wind information in near shore and coastal areas is 

essential for applications such as forcing hydrodynamic models (e.g., Weaver et al. 2016) 

and wind energy resource assessments (e.g., Al-Yahyai et al. 2010; Charabi et al. 2011). 

However, even dynamically downscaled winds are error-prone at coastal sites and in 

regions of complex terrain (Mortensen et al. 2006; Gastón et al. 2008). Acquiring sufficient 
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data for wind energy assessments through dynamical downscaling is time and resource 

intensive, motivating the development of statistical methods (Zhang et al. 2015). 

Here we introduce an inexpensive, physically-based statistical method to bias correct 

model wind speed output at observation-free locations near and over water bodies. As 

such, the main advantage of our method is that it is ideally suited for use in a downscaling 

framework. It is developed based on the work of Mass et al. (2008), who estimated surface 

temperature biases at grid points using errors from physically similar observing locations 

(i.e., locations with similar elevation and land use). Here, in the context of wind speed, we 

show that forecast error over unresolved water bodies is, in part, fetch dependent (defined 

here as the distance wind blows over water in a constant direction without obstruction) and 

thus coupled to the forecast wind direction. We outline an approach that uses errors from 

stations with similar forecast fetch lengths to bias correct wind speed, and compare it 

against popular local bias correction methods.  

The remainder of this chapter is outlined as follows: section 2.2 describes the area of study 

and the model and verification data used. Section 2.3 outlines the fetch method and details 

four other post processing methods used for comparison. Section 2.4 presents the results, 

including a downscaling case study, and section 2.5 concludes with a discussion of the 

results and provides suggestions for future work. 
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2.2 Data 

2.2.1 Study Area 

The Indian River Lagoon (IRL) is approximately 250 km long, has an average width of 2-4 

km, and varies on the order of 1-3 m in depth. It is an estuarine system comprised of the 

Indian River, Banana River, and Mosquito Lagoon. The northern half of the IRL and 

nearby Cape Canaveral are shown in Figure 2.1e. Due to the IRL’s narrowness and 

complex land/water mask, it is either poorly resolved or completely unresolved by current 

operational NWP models and analyses. This can result in modeled surface winds that are 

unrepresentative of winds observed over the IRL. 

Wind stress is the primary forcing for circulation throughout most of the IRL (Smith 1990). 

Hydrodynamic models, such as the ADvanced CIRCulation model (ADCIRC; Luettich and 

Westerink 2004), rely on accurate wind forcing from NWP models. In a recent IRL 

circulation study, Weaver et al. (2016) demonstrate the value in sub-kilometer wind 

forcing. In that study the authors downscaled GFS wind output with the Weather Research 

and Forecasting (WRF; Skamarock et al. 2008) model. However, dynamical downscaling 

is not feasible for most operational users, especially within the ensemble framework.  

2.2.2 Observations 

High quality wind observations over the IRL, as in many other estuaries, are sparse. 

WeatherFlow Inc. (http://www.weatherflow.com) provides the most extensive network of 

quality controlled observations over the IRL. WeatherFlow operates three stations with 
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open (i.e., over water) fetch greater than 1 km in all directions (XPAR, XCCB, XJEN) and 

two additional stations on the IRL shoreline (XMER, XRPT). 

To ensure significance in the training dataset, we expand our area of focus beyond the IRL 

to incorporate nine additional sites in four water basins that are appropriate for this study.  

The basins include: Tampa Bay, Lake Okeechobee, the St. John's River, and Lake 

Tohopekaliga. Two stations are located in Tampa Bay, one from WeatherFlow Inc. 

(XTAM), and one from the National Ocean Service, or NOS (MTBF1). Four stations, all 

from the South Florida Water Management District (SFWMD) are on Lake Okeechobee 

(L001, L005, L006, and LZ40). Two stations, from the NOS network, are located near the 

western shore of the St. John's River (GCVF1 and BKBF1). The SFWMD station S61W is 

located along the southern shore of Lake Tohopekaliga. The locations of the fourteen 

stations and their respective water basins are shown in Figure 2.1. 
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Table 2.1 – Metadata for the 14 stations used in this study, grouped by basin. The asterisks for the 

height of the stations in Lake Okeechobee indicate an average anemometer height above water 

during the study period. 

Station ID Station Name Basin Network Location 
Height 

(m) 

Data 

Coverage 

XPAR Parrish Park North IRL WeatherFlow 28.63 N, 80.81 W 5.5 94.0% 

XMER Banana River 528 IRL WeatherFlow 28.40 N, 80.66 W 9.1 67.2% 

XRPT Rocky Point IRL WeatherFlow 27.98 N, 80.55 W 6.1 93.9% 

XCCB Banana River 520 IRL WeatherFlow 38.36 N, 80.65 W 4.9 93.9% 

XJEN Jensen Beach IRL WeatherFlow 27.22 N, 80.20 W 4.9 94.0% 

L001 Lake Oke North End Okeechobee SFWMD 27.14 N, 80.79 W 7.0* 97.0% 

L005 Lake Oke West End Okeechobee SFWMD 26.96 N, 80.94 W 7.1* 96.6% 

L006 Lake Oke South End Okeechobee SFWMD 26.82 N, 80.78 W 7.1* 96.8% 

LZ40 Lake Oke Center Okeechobee SFWMD 26.90 N, 80.79 W 7.0* 96.8% 

GCVF1 Red Bay Point St. John's NOS 29.98 N, 81.63 W 8.5 97.8% 

BKBF1 I-295 Bridge St. John's NOS 30.19 N, 81.69 W 9.7 98.2% 

MTBF1 Middle Tampa Bay Tampa Bay NOS 27.66 N, 82.59 W 6.7 97.9% 

XTAM Tampa Bay Cut J Tampa Bay WeatherFlow 27.77 N, 82.57 W 14.6 94.0% 

S61W Lake Tohopekaliga Tohopekaliga SFWMD 28.14 N, 81.35 W 15.8 96.4% 
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Figure 2.1 – The locations of the fourteen surface stations (Table 2.1) used in this study. Panels a) a 

regional view of the Florida peninsula, and enlargements of: b) St. John’s River, c) Tampa Bay, d) 

Lake Okeechobee, and e) the Indian River Lagoon. Note that XJEN, which is south of the region 

shown in panel (e), is considered as part of the Indian River Lagoon basin. 

In cases where the anemometer height is not at 10 m, a 10 m wind speed equivalent (U10) 

was calculated following Hsu et al. (1994): 

𝑈"# = 𝑈["#m
'
]#."", (2.1) 

where U is the observed wind speed at the anemometer height z. The exponent in Eq. 2.1 

was determined empirically by Hsu et al. (1994) to be a good fit for near neutral conditions 
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at sea. The near neutral assumption is not appropriate for the surface layer over Florida for 

much of the year, but provides a sufficient zero order adjustment to normalize the heights 

of the observations. Table 2.1 shows the anemometer heights for each station, as well as 

the location, network, basin, and data coverage during the the study period (10 October 

2014 to 10 October 2015). Most wind data provided by these stations are reported in 

intervals ranging from five to fifteen minutes. Only the observed wind speeds closest in 

time (within a 10-minute window) to the 3 hourly NWP model output were used. 

The heights in Table 2.1 represent the height of the anemometer above water (or above 

land for stations located on the shoreline). Water level changes throughout the temporal 

coverage of this study were negligible except for the four stations over Lake Okeechobee 

(marked with an asterisk in Table 2.1). While the heights listed in Table 2.1 are the average 

heights throughout the study period, the daily water level at each Lake Okeechobee station 

was used to determine the anemometer height above water when calculating the 10 m 

equivalent wind speeds. For example, the average anemometer height for station L001 was 

7.0 m, with a range from 6.3 m to 7.8 m. 

2.2.3 Model Output 

Three surface (10 m) wind data sets from the National Centers for Environmental 

Prediction (NCEP) were used in this study including model output from the Global 

Ensemble Forecast System (GEFS) and Short Range Ensemble Forecast (SREF) Advanced 

Research WRF (ARW) control members, and the Real-Time Mesoscale Analysis (RTMA; 

De Pondeca et al. 2011). The GEFS produces global output every six hours (00 UTC, 06 
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UTC, 12 UTC, and 18 UTC) on a 1.0° lat/lon grid. The SREF-ARW also outputs every six 

hours, offset from the GEFS by three hours (03 UTC, 09 UTC, 15 UTC, and 21 UTC). The 

SREF-ARW uses a Lambert Conic Conformal (LCC) grid that covers a majority of North 

America and the surrounding ocean with horizontal grid spacing near 40 km. The RTMA is 

an hourly analysis product with 2.5 km grid spacing over the continental United States. 

While only the control members of these ensemble systems are used here, in future work 

the fetch method will be used to downscale the full ensemble suite of the GEFS and SREF. 

This study compares wind observations against both analyses and model forecasts with an 

emphasis on the former. We focus on analyses for two reasons. The first is to mitigate the 

impact of forecast errors and investigate the effect that NWP grid spacing has on the fetch 

method. To accomplish this, we apply the fetch method to the 2.5 km RTMA as well as the 

coarser SREF-ARW and GEFS analyses. Secondly, NWP model analyses have many 

applications, including model verification and initial (IC) and boundary condition (BC) 

forcing, etc. for dynamical downscaling (e.g., Davis et al. 2008, Carvalho et al. 2012, Li et 

al. 2012). For example, hindcasting studies of waves and circulation often use wind forcing 

from downscaled analyses (e.g., Weaver et al. 2016). In particular, we want to determine if 

the fetch method can successfully downscale coarse analysis wind speed fields to provide 

inexpensive yet representative ensemble wind forcing for future hindcasting studies as well 

as input to simple wind-wave parameterizations. 

A major source of error in 10 m wind speed forecasts is related to roughness differences 

between model grid cells and observation stations (Strassberg et al. 2008). This is 

particularly true when a model resolves the location of an over-water observation station as 
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land, or vice versa. Figure 2.2(a-c) shows the land masks of the GEFS, SREF-ARW, and 

RTMA respectively. Despite it’s size (~50 km wide), Lake Okeechobee is resolved as land 

by both the GEFS and SREF-ARW. The St. John’s river is also fully resolved as land by 

both the GEFS and SREF-ARW, while the RTMA resolves only the widest sections as 

water. The station locations in Tampa Bay are represented as water by both the GEFS and 

SREF-ARW, although portions of the bay itself are resolved as land. The northern IRL is 

resolved as land by the GEFS, while the southern portion of the IRL is resolved as water. 

The SREF-ARW resolves only one of the IRL stations as land, but all the IRL stations are 

on the edge of the SREF-ARW land mask. The RTMA provides the most representative 

land mask for all of the water basins studied here, but the shorelines of the Tampa Bay, St. 

John’s River, and the IRL are still too complex for the 2.5 km grid spacing. Figure 2.2c 

shows a close up of the RTMA land mask over Cape Canaveral in the northern IRL. 

XPAR, while sited over water and more than a km away from the IRL shoreline, is on the 

edge of the RTMA land mask. Additionally, XMER, while on the IRL shoreline, is 

resolved approximately 700 m inland on the RTMA grid. 
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Figure 2.2 – The land masks for the a) GEFS, b) SREF-ARW, and c) RTMA. The gray shading 

delineates land for each of the respective models. The 2.5 km RTMA land mask is much more 

representative of the Florida peninsula as a whole, so only a close-up of Cape Canaveral is shown. 

The standard practice when post processing model output is to interpolate to the location of 

the verifying observations. The impact that interpolation has on post processing over 

unresolved water bodies is unclear. Because of this, post processing was performed using 

output from the closest grid cell to each verifying station as well as that interpolated from 

the four adjacent grid cells using inverse distance weighting. This results in six distinct 

wind fields, i.e., both gridded and interpolated winds from two models and an analysis. 
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2.3 Methods 

Our hypothesis is that one source of systematic wind speed error over small water bodies is 

that they are poorly resolved by NWP models. The fetch method applied here attempts to 

determine systematic wind speed error in NWP model output using error estimates from 

similar stations. If successful, the technique could be used to provide downscaled, gridded, 

bias corrected wind speeds over coastal estuaries, lakes, etc. In this section we describe the 

fetch approach. We also describe four known bias correction methods for wind speed, to 

which the fetch method will be compared. 

Systematic error (bias) is determined by comparing NWP output to verifying observations 

within a predefined period, hereinafter referred to as the training data. The training data 

consists of analysis/observation winds valid at the time of each analysis cycle. The GEFS 

and SREF-ARW models, while both cycle four times per day, are offset by three hours. To 

be consistent with the GEFS and SREF-ARW, the hourly RTMA winds were only verified 

every three hours, providing eight analysis/observation pairs per day.  

When implementing bias correction methods, it is important to determine the optimal 

number of analysis/observation pairs to include in the training data. One way to optimize is 

by varying the number of days included in the training data (i.e., the window length). 

When window lengths are large, more data are available to establish robust models of 

systematic error. Conversely, window lengths should be short enough to respond to model 

and weather regime changes. For example, model biases change with the seasons (Cheng 

and Steenburgh 2007). In this study, we tested window lengths from ten to sixty days in 
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increments of five days throughout the year-long study period. We found that a window 

length of thirty days resulted in the lowest mean absolute error (MAE), and thus was used 

for each bias correction method. 

In the following section, we discuss the bias correction methods used in this study. Each 

method is applied to 3 hourly model output for a one-year period beginning 10 October 

2014. The biases for each method are determined, independently, for each model cycle.  

2.3.1 The fetch method 

The objective of this method is to provide gridded, downscaled, bias corrected wind speeds 

over unresolved water bodies. Because most grid cells lack observations, a traditional local 

bias correction approach (e.g., MOS) isn’t possible. In contrast, our method builds training 

datasets using recent errors obtained from similar observing stations—i.e., regional 

observations that are also near or over unresolved water bodies. 

Before applying the method, the fetch at each station was determined using QGIS 

geospatial software (QGIS Development Team 2016) for sixteen directions (every 22.5°), 

starting at due north (see Fig. 2.3 for examples). Short fetches (less than 1 km) are accurate 

to 25 m while longer fetches were determined to 100 m accuracy. Locations at the end of 

piers (such as XRPT) were considered to be open water and thus an offshore wind would 

have a fetch equal to the length of the pier.  
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Figure 2.3 – Fetch rays for the stations a) S61W, b) XRPT, c) XTAM, and d) BKBF1. The scale is 

the same for all four panels. Although stations XRPT and BKBF1 are ‘shoreline’ locations, they are 

both located at the ends of piers, and thus have nominal downwind near shore fetches on the order 

of 100 m. 
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The steps of the fetch method are relatively straight-forward. For a given over water 

location, we begin by constructing a training dataset composed of recent errors (within 

thirty days) from similar observing stations (the 14 stations presented in Section 2.2). The 

analysis/observation pairs are stratified by analysis cycle. For each of these pairs, we 

determine the fetch using the analysis wind direction (in 22.5 degree bins) and 

corresponding fetch lengths. For the stations and directions used here, 51% of fetches are 

below 5 km, 30% are between 5 km and 15 km, and the remaining 19% are greater than 15 

km (Fig. 2.4). Shorter fetches (< 5 km) occur mainly at IRL and St. John’s stations, while 

longer fetches (> 15 km) occur at Tampa Bay and Lake Okeechobee stations.  

 

Figure 2.4 – Histogram of the 224 possible fetch lengths (14 stations, 16 directions), binned every 

2.5 km and colored by basin. 
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To estimate a representative bias at a location within the analysis grid, the training data are 

trimmed so that they contain only relevant pairs with fetch lengths consistent with the 

given analysis fetch at our point of interest. This is done by sorting the training data by 

fetch length and retaining 20% of the pairs that are nearest to the given analysis fetch. 

However, for fetch lengths near zero (50 km), only ten percent of the pairs with the 

smallest (largest) fetches are preserved in the final training dataset. With 14 available 

stations and a window length of 30 days this refined dataset contained, on average, 72 

pairs. Preserving a percentage, as opposed to all pairs within a given fetch length window 

(e.g., +/- 5 km), is advantageous since shorter fetches (< 10 km) are much more common 

than longer fetches at these stations (Fig. 2.4). We also tested retaining 10% and 30% of 

the available training data, but found retaining 20% to reduce MAE the most (not shown). 

The average wind speed error (bias), for the given analysis fetch length, is then calculated 

assuming that each pair of the refined dataset have equal weight. The bias is then removed 

from the analysis wind speed by subtraction. Thus, in contrast to traditional data 

assimilation, interpolation, and statistical downscaling approaches, a station’s proximity 

does not directly impact the weight given to its observations here. Instead, fetch length, 

rather than distance, is a more meaningful predictor of wind speed error for these water 

locations. 

As an example, the fetch method is applied at station S61W using the 30 July 2015 

interpolated GEFS analyses. The 30 day (prior) training dataset for each analysis cycle is 

shown in Figure 2.5. The scatter plots were generated using interpolated GEFS 

analysis/observation pairs from thirteen stations (S61W was not included in the training 
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data). The exclusion of S61W’s data is critical here, since the fetch approach is designed 

for use at observation-free locations. The black lines depict the bias estimate as a function 

of analysis fetch using the trimmed training set methodology described earlier. For the 12 

UTC analysis (Fig. 2.5b), the wind direction at S61W is out of the SSW, which 

corresponds to a fetch of 0 km and a bias estimate of +1.12 m s-1. Subtracting this from the 

analysis wind speed (1.99 m s-1) yields a bias corrected value of 0.87 m s-1. For this and the 

other methods used in this study, the bias corrected wind speed was set to zero if the 

correction produced a negative wind speed. This occurred 0.35% of the time. 

Figure 2.5 indicates that there is a relationship, albeit noisy, between wind speed error and 

analysis fetch. Negative (positive) wind speed error indicates that the analysis wind speed 

is less (greater) than the observed. As the fetch approaches zero, the analysis wind speeds 

are biased high (positive wind speed error) for the 00 UTC, 06 UTC, and 12 UTC cycles. 

As the fetch increases, the wind speed error quickly becomes negative, while 

asymptotically approaching values on the order of -2 m s-1. For the most part, the positive 

bias is absent in the 18 UTC training data (Fig. 2.5c), and the wind speed error is relatively 

constant (near -2 m s-1) for all fetch lengths. The same data are shown in panels 4(e-h) but 

the x-axis has been transformed to a natural log based scale. In these plots the bias 

estimates (black lines) resemble negatively oriented trend lines, with the exception of the 

18 UTC analysis cycle -- which has a near zero slope. Plots of wind speed error vs. fetch 

length for each month (not shown) show that these diurnal error trends are largely present 

year-round. As such, the 18 UTC anomaly is discussed in more detail in section 5. 
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Figure 2.5 – Training data (analysis/observation pairs) composited from a 30-day prior window (to 

30 July 2015) and thirteen stations (S61W was not used). The data are stratified by the GEFS 

forecast cycles a) 06 UTC, b) 12 UTC, c) 18 UTC, and d) 00 UTC. Panels (e-h) are identical to (a-d) 

but have a natural log-scale x-axis. The plots are arranged (top-to-bottom) to correspond with the 

local diurnal cycle, i.e., middle of the night (06 UTC), morning (12 UTC), early afternoon (18 

UTC), and early evening (00 UTC). The solid black line represents the bias estimate given the fetch 

length (see text for details). 

A total of eight different fetch estimation methods were tested using both the analysis and 

observed wind directions. Because there are bridges in both the IRL and along the western 

edge of Tampa Bay, as well as spoil islands in the former, we investigate whether or not 

the fetch should be limited by these features. To test this, we determined fetch lengths that 

both stopped and continued at bridges and spoil islands. Also, the effective fetch (see U.S. 

Army Coastal Engineering Research Center 1977; Keddy 1982), which uses weighted 

averaging of nearby fetches to account for complex shorelines, was also calculated. Thus, 

the fetch method was tested using both effective and direct fetch, with and without bridges 

and spoil islands, and for both observed and analysis winds. While MAE differences were 

small (i.e., less than 0.03 m s-1 for gridded GEFS output) between the eight scenarios, the 

obstacle limited direct fetch, calculated using the analysis wind direction, resulted in the 

lowest MAE. As a result, this fetch estimate was used for the remainder of the paper. 
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2.3.2 Comparative Bias Correction Methods 

To evaluate the fetch method, we apply it to the three analyses at the fourteen station 

locations (Table 2.1) using a standard data withdrawal methodology that exempts the 

verifying location from the training data set. Using the observed wind speed, we then 

compare the fetch approach, at each station, against four popular bias correction methods. 

2.3.2.1 Running Mean 

The running mean bias correction method calculates the mean wind speed error over the 

previous thirty days. Given m analysis/observation pairs within the thirty-day window, the 

running mean bias is defined as 

𝑏𝑖𝑎𝑠/0 = "
1

𝑎2 − 𝑜21
25" , (2.2) 

where ai and oi are the analysis and observation respectively. The bias corrected analysis is 

calculated by subtracting the average bias from the current analysis: 

𝑎/0 = 𝑎 − 𝑏𝑖𝑎𝑠/0.	(2.3) 

2.3.2.2 Hourly Running Mean 

Past studies have shown that wind speed error varies with the time of day (e.g., Cheng and 

Steenburgh 2007; Sweeney et al. 2013). This is true of the stations used in this study. as 

illustrated in Figure 2.6a which shows the observed versus analysis wind speed error at 

station XRPT for the interpolated GEFS (circles) and SREF-ARW (squares) as a function 
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of forecast cycle, and the RTMA (triangles). The error is averaged over the study period. 

The analysis wind speeds are biased low with the exception of the 06 UTC and 12 UTC 

GEFS. The magnitude of wind speed error is largest during the afternoon and evening. To 

account for this diurnal-based error, an additional running mean bias correction method 

(i.e., Equation 2.3) is introduced whereby training data sets are separated by forecast 

cycle—e.g., 00 UTC training data are only used for bias correcting 00 UTC analyses.  
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Figure 2.6 – Analysis bias at station XRPT for the one-year study period (see text). a) Average bias 

versus analysis cycle for the GEFS, SREF-ARW, and RTMA; b) scatter plot of observations versus 

interpolated GEFS analysis wind speeds (the dashed line represents a perfect fit while the solid line 

is the average analysis wind speed given the observed wind speed; and c) as in panel (a) but as a 

function of analysis wind direction. 
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2.3.2.3 Linear Regression 

The running mean methods can only identify and remove additive errors. However, it has 

been shown (e.g., Engel and Ebert 2007) that NWP models tend to under (over) forecast 

strong (weak) winds. In general, we found this to be the case for the stations used in this 

study. For example, a scatter plot (Fig. 2.6b) of observed versus interpolated GEFS 

analysis wind speeds at XRPT (for the study period) and corresponding linear regression 

indicates that slope error is present and thus should be accounted for. 

The method is developed by regressing NWP model output (predictor) versus observed 

wind speeds (predictand). The linear model analysis wind speed, aLM, is given by 

𝑎60 = 𝛽# + 𝛽"𝑎,	(2.4) 

where a represents the current analysis wind speed and 𝛽0 and 𝛽1 are regression 

coefficients found by minimizing the sum-squared error between the model output and 

observations in the training dataset (Wilks, 2011). As in the running mean-hour method, 

separate training data sets are constructed for each analysis cycle. 

2.3.2.4 Wind-Direction 

The observation stations used in this study are either directly over water or on the 

shoreline. Three of the water basins are narrow (except Lake Okeechobee), and thus 

stations located in these regions will be highly sensitive to the upwind surface roughness, 

resulting in directionally varying wind speed biases. Figure 2.6c shows the average wind 

speed error versus wind direction (at XRPT) for the GEFS, SREF-ARW and RTMA 
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analyses. The analysis wind speed error is negative (biased low) for flow ranging 

(clockwise) from northwesterly to southerly, where water is upwind from XRPT (see Fig. 

2.3b). Conversely, the bias is positive for southwesterly to northwesterly flow, with land 

upstream. Thus, a direction-based approach could isolate and correct for these anisotropic 

wind speed errors. 

Sweeney et al. (2013) proposed a method that limits training pairs to those that ‘match’ the 

current analysis wind direction. Here, we define a matching pair if wind direction error is 

less than 30°. Tests were performed using a range of matching wind directions from 20° to 

45°, but found 30° to reduce MAE the most. In the case of an infrequent wind direction, 

there could be insufficient analysis/observation pairs to identify a meaningful direction-

based bias. In this case, the direction-based and running mean methods are combined and 

weighted according to a user specified number of matching pairs in the training dataset (set 

to twenty here). Thus, if there were zero (ten, twenty) analysis/observations pairs in the 

training dataset that matched the current analysis wind direction, the running mean method 

would receive full (half, zero) weight and the direction-based method would receive zero 

(half, full) weight. We tested three additional observation thresholds (5, 10, 15) and found 

that 20 resulted in the lowest MAE for the method. 

We also tested restricting the analysis/observation training pairs to those where both the 

analysis and observed wind direction ‘matched’ the current analysis wind direction. This 

method was less effective at reducing MAE, probably due to insufficient matching 

analysis/observation pairs. It has been noted (e.g., Cheng and Steenburgh 2005; Bao et al. 

2010) that wind direction observations are not reliable for light winds. To account for this, 
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an implementation of the wind direction method was applied where training data was 

restricted to pairs with observed winds greater than 2.5 m s-1. However, this resulted in 

slightly higher MAE, so this restriction was not imposed. 

2.3.3 Verification 

The bias correction methods are evaluated using the mean absolute error (MAE; Wilks 

2011, Eq. 8.29),  

𝑀𝐴𝐸 = "
<

|𝑎2 − 𝑜2|<
25" , (2.5) 

where n is the product of all stations and all run cycles. The MAE is therefore the average 

absolute error of the analysis wind speed at the 14 verifying stations. The MAE was 

calculated for each station, over the one-year period, and then averaged across all stations 

for each method. Similarly, the root mean squared error (RMSE) was also used to evaluate 

the bias correction methods, but those results were nearly identical to MAE analysis and 

are not included here.  

The mean bias error (BE; Wilks 2011, Eq. 8.32) was similarly calculated: 

𝐵𝐸 = "
<

(𝑎2 − 𝑜2)<
25" . (2.6) 

The mean bias error also reflects the average wind speed bias across the entire dataset. For 

a bias correction method to be effective, its output should have a BE near zero. 
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2.4 Results 

2.4.1 Results with analysis wind fields 

A Cleveland dot plot (Cleveland 1984) of the MAE and BE associated with raw model and 

bias corrected wind speed for each of the six model/analysis outputs discussed in section 

2.2.3 is shown in Figure 2.7. For each of the analysis outputs, the bias correction methods 

are sorted in order of decreasing average MAE. Error bars represent 95% confidence 

bounds estimated by bootstrapping the set of wind speed errors for each bias correction 

method and analysis product. For the raw data, the largest error, using the gridded (i.e., 

nearest neighbor) output, is in the coarsest of the three products, the GEFS (MAE of 1.84 

m s-1). Interpolation only marginally reduces the error (1.76 m s-1). The opposite is true of 

the SREF-ARW where the MAE of the interpolated output is higher than the nearest 

neighbor. The MAE for the two RTMA outputs are almost identical. Thus, interpolation 

does not necessarily reduce the MAE and its impact is mitigated as horizontal grid spacing 

decreases (see section 5). The bias corrected output behaves similarly (e.g., linear model 

applied to the GEFS), with lower MAE when applied to interpolated output (1.20 m s-1) 

compared to the nearest neighbor (1.25 m s-1). For the RTMA, interpolation results in little 

or no impact on the MAE for any of the bias correction methods.  
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Figure 2.7 – Cleveland dot plot of the fourteen station average mean absolute error (MAE, left) and 

bias error (right) during the one-year study period. Results are shown for each bias correction 

method and analysis (gridded and interpolated). Error bars represent 95% confidence intervals of 

respective group means determined by bootstrapping. See text for details. 

Whether applied to the interpolated or nearest neighbor analysis, each of the bias correction 

methods reduce the MAE by at least 18%. In terms of MAE reduction, the most effective 

local methods are the linear model for the GEFS (32.0%) and SREF-ARW (25.7%) and the 

wind-direction method for the RTMA (25.2%). Regardless of which bias correction 

method is applied to the interpolated GEFS output, the resulting MAE is lower than the 

MAE from the raw interpolated RTMA output. This finding is consistent with results from 

other studies that show that post processing is, in general, more effective at reducing model 

error than increasing model resolution (e.g., Louka et al. 2008; Müller 2011). 

The MAE dot plot (Fig. 2.7, left) also shows that the fetch method is comparable to the 

other methods. While this method has higher error than the other bias correction methods 

when using the nearest neighbor approach, it yields lower MAE when compared to the 

interpolated GEFS running mean (all hours) method, and lower MAE than both the 

running mean (all hours) and wind direction methods applied to the interpolated SREF-

ARW. For the RTMA, the fetch approach results in the highest MAE of the bias correction 

methods, although the decrease in MAE is comparable with the other methods. The 

shortcomings of the fetch method here is likely due to the RTMA’s improved ability 
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(compared to the GEFS and SREF-ARW) to resolve these inland water bodies (see Fig. 

2.2). 

Figure 2.7 (right) shows that the average bias error (across all stations and times) for each 

raw output is negative. This does not hold true for all stations. For example, the shoreline 

station XMER, which is sited between a building and trees, had a positive average bias 

throughout the study period (not shown). The bias associated with raw gridded GEFS 

output is the most negative, near -1.5 m s-1. Interpolation alone decreases the bias to -1.24 

m s-1, while interpolating the SREF-ARW output results in a more negative bias. 

Interpolation has very little impact on the RTMA bias. More importantly, each of the bias 

correction methods reduces the error to near zero in all versions of the analyses. 

Other studies (e.g., Cheng and Steenburgh 2007) have shown that the efficacy of bias 

correction can vary seasonally. To investigate this, a 60-day center average MAE for each 

bias correction method and each analysis was calculated. The data window was extended to 

include 60 additional days, from 10 September 2014 through 10 November 2015, so that a 

full year was still available after the centered averages were calculated. Figure 2.8a-c 

shows the 60-day center averaged MAE for the interpolated GEFS, SREF-ARW, and 

RTMA respectively. For brevity, the raw analysis data (dashed gray lines) along with the 

output from just three of the bias correction methods are shown, including: linear (dashed 

black lines), wind-direction (solid gray lines) and fetch (solid black lines) models, 

respectively. The linear method was selected because it resulted in the lowest MAE for 

both the GEFS and SREF-ARW while the wind direction approach produced the lowest 

MAE for the RTMA.  
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Figure 2.8 – Time series of the 60 day centered-mean average MAE from the raw interpolated 

analyses (i.e., no bias correction, none/dashed gray lines), and from the bias corrected interpolated 

analyses using the: linear model (dashed black line), wind direction method (solid gray line), and 

fetch method (solid black line). a) GEFS, b) SREF-ARW and c) RTMA. 

These time series provide additional insight into the fetch method’s performance.  As is the 

case with the other two bias correction methods shown, the fetch-based 60-day center 

averaged MAE (hereafter referred to as average MAE) is always lower than the raw 

analyses. For the GEFS, the fetch approach is comparable to the direction method from 

April to October but exhibits relatively large differences during the winter. While the 

direction method displays little temporal variability, the fetch approach has a December 

peak -- decreasing through May (from 1.45 to 1.2 m s-1). For the SREF-ARW, the fetch 

method is similar to the other methods from late December through early March. 

Thereafter, the three methods diverge until early summer where the fetch and wind 

direction methods are nearly identical. For the RTMA, the fetch method always has the 

highest MAE. Ultimately, the fetch approach is competitive with the other techniques, but 

the degree to which it does so varies during portions of the year -- suggesting that other 

predictors might be used to improve its performance.  

Additionally, the time series of average MAE show that the wind direction (linear) method 

is generally superior to the other during the cool (warm) season, when winds are 

predominantly driven by synoptic-scale (mesoscale) patterns. The implications of this 

result warrants further investigation, but is beyond the scope of this paper. Also, the 
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downward trend in the average MAE for the raw RTMA beginning in April 2015 is the 

result of an upgrade on 14 April 2015 (McClung 2015). After this date, the bias correction 

methods remove a smaller percentage of error, suggesting that the upgrade has decreased 

the ratio of systematic error to random error. A time series of 60 day centered averaged 

bias error confirms this, as the magnitude of average bias error decreases from near -1.1 m 

s-1 to -0.6 m s-1 following the upgrade (not shown). 

2.4.2 Extending the method to forecasts 

The fetch method is applied to model forecasts to investigate its utility in a forecast 

framework. The 1° GEFS produces forecasts every six hours out to 384 h (16 days) and the 

SREF-ARW every 3 h out to 87 h (approximately 3.5 days). The fetch method is applied to 

24 and 48 h forecast wind fields for each GEFS and SREF-ARW run cycle and are verified 

against station observations during the same one-year period used for the analyses. For 

comparison purposes, the suite of bias correction methods with a training window of thirty 

days are applied to the forecast wind fields. The training data includes all but the most 

recent (i.e., 24 and 48 h) forecast/observation pairs since the verifying observations 

occurred after the associated forecast run cycle. Here we only consider the interpolated 

GEFS and SREF-ARW control output. 

Figure 2.9 shows the MAE associated with the raw output and bias correction methods for 

both the GEFS and SREF-ARW analyses and forecasts (24 and 48 h). Error bars represent 

95% confidence intervals determined by bootstrapping. The MAE represents the error for 

all stations for the study period. The raw GEFS MAE is actually lower for the forecast 
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wind speed (1.60 m s-1 and 1.62 m s-1 for the 24 and 48 h forecasts respectively) than the 

analysis wind speed (1.76 m s-1). This is not the case however for the SREF-ARW, where 

the forecast MAE is slightly larger than the analysis (1.61 m s-1 versus 1.63 m s-1 and 1.72 

m s-1 respectively). The MAE from all bias correction methods increases with forecast 

hour, peaking at 48 h whether applied to the GEFS or SREF-ARW. Also, the bias 

correction methods’ ability to reduce MAE decreases with increasing forecast hour. This is 

due to the magnitude of the bias associated with the raw models decreasing as forecast 

hour increases (not shown). Despite this, each bias correction method produces statistically 

distinct MAE, reducing it by 10% to 20% from that of the raw models. This reduction 

compares well with other studies (e.g., Cheng and Steenburgh 2007). 



46 

 

 

Figure 2.9 – Mean absolute error (m s-1) averaged over a year of data (see text for details) from the 

raw and bias corrected analyses (left) and the 24 h (center) and 48 h (right) forecasts for the 

interpolated GEFS (top) and SREF-ARW (bottom). Error bars represent 95% confidence intervals 

for MAE values. 

For both the GEFS and SREF-ARW forecasts, the linear model is the most effective of the 

bias correction methods. The largest differences (i.e., the largest reduction in MAE) are on 

the order of 6% between the linear model and the next best method (running mean-hour) 

for the both the 24 and 48 h SREF-ARW.  The performance of these two methods suggests 

that 1) the bias in the forecasts is increasingly tied to a diurnal component and 2) 
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accounting for both additive and multiplicative errors to model the bias is more effective. 

The ability of the fetch method to reduce MAE also decreases with forecast hour, and falls 

between (slightly better than) the running mean and wind direction methods for the GEFS 

(SREF-ARW) forecasts. More importantly, the fetch based MAE for the 48 h GEFS 

forecasts is only slightly larger (0.04 m s-1) than the raw RTMA, a state of the art, high-

resolution (2.5 km horizontal grid spacing) analysis.  

2.4.3 Case study: easterly flow, 5 May 2015 

The previous results indicate that the fetch method is effective at reducing wind speed error 

over unresolved water bodies. An advantage of the method is that it only requires 

observations from similar stations rather than proximity locations. As a result, it can be 

used to estimate and remove biases in any region with characteristics analogous to that of 

the training data. Here, the method is applied to both downscale and bias correct 

interpolated GEFS analysis wind speeds to a 500 m grid over the IRL. For this case, the 

flow is easterly across the region -- as indicated by the 00 UTC 5 May 2015 surface 

analysis (Fig. 2.10).  The 500 m grid covers the portion of the IRL near Cape Canaveral, 

the same area shown in Figure 2.2c. 
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Figure 2.10 – Surface analysis valid 00 UTC 5 May 2015. 

The 00 UTC 5 May 2015 interpolated raw GEFS analysis is shown in Figure 2.11a. High 

pressure to the north results in easterly winds over the region that gradually decrease in 

strength from east to west (ocean to land). We present this specific case because post 

processing methods are most useful during quiescent regimes where model bias does not 

change much from day to day (Cheng and Steenburgh 2007). Also, this particular synoptic 

setting occurs frequently over the region. Thus, it provides a common scenario where the 

fetch method performing at its best. Analysis of other case studies allowed us to identify 

situations where the method did not perform well, and these are discussed in Section 5. 
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Figure 2.11 – Gridded (500 m) wind speed analyses for the Cape Canaveral region valid 00 UTC  5 

May 2015. Shown are the a) raw GEFS, b) bias corrected (via linear model) GEFS interpolated 

using a Cressman weighting scheme, and c) the difference between the two analyses (b minus a). 

Shading varies across the panels with contour intervals and wind speed ranges of (a & b) 0.25 m s-1 

and 4.0-to-9.0 m s-1, and c) 0.1 m s-1 and 0.2-to-1.2 m s-1. 

Using the linear method described in section 3.2.3, the GEFS analysis winds are bias 

corrected and then spread using a simple Cressman weighting scheme (Fig. 2.11b) as 

described by Yussouf and Stensrud (2006). The radius of influence, which is set to 50 km, 

results in a smooth ‘bias corrected’ analysis. The corrected analysis is influenced by the 

biases at the stations XPAR, XMER, XCCB, and XRPT (just south of the image domain). 
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The linear model produces negative wind speed biases at XPAR (-1.37 m s-1), XCCB (-

1.94 m s-1), and XRPT (-0.65 m s-1), and a positive bias at XMER (+1.64 m s-1). The linear 

approach increases the wind speed over the entire domain compared to the raw GEFS 

analysis. However, the positive bias at XMER reduces the impact on the grid cells near the 

center of the image (Fig. 2.11c). Although bias information is used, the corrections are 

spread isotropically with no distinction between land- and water-based grid cells. As a 

result, the IRL is still not resolved. 

 

Figure 2.12 – a) The fetch-based bias corrected wind speed analysis valid 00 UTC 5 May 2015, and 

b) an enlarged view of the Cape Canaveral region (displayed without shorelines) and observed 

winds (half barb and full barb are 2.5 m s-1 and 5 m s-1 respectively) at XPAR, XMER, and XCCB. 
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For each (500 m) grid cell, the fetch lengths were calculated using the upwind direction from the 

raw interpolated GEFS analysis. The corresponding bias was estimated by fitting training data 

comprised of 00 UTC analysis/observation pairs from fourteen stations over the 30-day period prior 

to the analysis. The white line at the bottom of (b) is the location of the cross section analyzed in 

Figure 2.14. 

In contrast, the fetch-based analysis is shown in Figure 2.12. For this case study, the 

fetches for 13846 grid cells were estimated, in 10-m increments, from the center of the grid 

cell in the direction upwind of the raw interpolated GEFS analysis wind direction using the 

2011 NLCD land use dataset (Homer et al. 2015). From these fetch lengths, the 

corresponding bias was estimated by fitting the training data comprised of 00 UTC 

analysis/observation pairs from the fourteen stations over a 30-day period ending 4 May 

2015 (Fig. 2.13). The fit indicates increasingly negative bias as the fetch increases. The raw 

analysis winds are first interpolated to the 500 m grid and then corrected using the 

corresponding fetch dependent bias estimate.  For illustration purposes, the ocean is 

masked here. Over land, where the fetch is zero, the fetch method increases wind speeds by 

0.19 m s-1, corresponding with the zero fetch bias estimate from the training data shown in 

Figure 2.13. Over the IRL, wind speeds increase with increasing (easterly) fetch, with 

differences (compared to the raw GEFS) exceeding 3 m s-1 on the downwind side (i.e., 

western shorelines) of the IRL. The magnitude of the largest adjustments is consistent with 

GEFS estimated fetch lengths on the order of 10 km (Fig. 2.13). A closer look at the IRL 

near Cape Canaveral, with the shorelines intentionally removed, is shown in Figure 2.12b. 
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The IRL is clearly identifiable, manifest as the systematic (and physically consistent) east-

to-west wind speed increase (light-to-dark gray shading) across the lagoon.  

 

Figure 2.13 – Training data (analysis/observation pairs) generated using the wind speeds from 

fourteen stations over a 30-day window (5 April 2015 to 4 May 2015) and the interpolated 00 UTC 

GEFS analysis cycle. Note that the x-axis is log-scale. 

We examine a cross section (white line in Fig. 2.12b) that intersects station XCCB 

following the wind (Fig. 2.14). The wind speeds from the raw GEFS (dotted line), linear 

model (dashed line), and fetch method (solid line) are interpolated every 100 m along the 

cross section. Gray rectangles signify where the cross section traverses either land or a 

bridge, and the verifying observation for XCCB (9.29 m s-1) is shown as the black dot at its 

respective location. The wind speeds produced by the raw and linear models are smooth 
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and nondescript, with wind speeds slowly decreasing moving WSW along the cross 

section. In general, the fetch-generated wind speeds increase along the water portions of 

the transect, and relax towards the GEFS over land. Upwind of land, the transition is 

gradual due to interpolation artifacts. Ultimately, the fetch-based wind speeds are more 

representative of XCCB. 

 

Figure 2.14 – Wind speed (m s-1) from the raw GEFS (dotted line), linear model (dashed line), and 

fetch method (solid line) along the transect shown in Figure 10b. The data were interpolated every 

100 m. The verifying observation, XCCB, is shown (black dot) along with the individual land 

segments and bridge (light and dark gray rectangles, respectively). The distance decreases eastward 

in the upwind direction. 

The observed wind speeds at XPAR, XMER, and XCCB are compared to the GEFS 

analysis, and the bias corrected winds from both the linear and fetch methods in Table 2.2. 
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In this case, the interpolated GEFS wind speeds are too low at all three stations. The linear 

model (Fig. 2.11b) yields slightly higher wind speeds at all three stations. While it is a 

close match at XMER, it under analyzes the ‘open water’ stations XPAR and XCCB. The 

fetch method over (under) estimates the wind speed at XPAR (XCCB), but is more 

representative of the wind speeds at the three stations, with an associated MAE of 0.25 m s-

1, the smallest of the three. 

Table 2.2 – Analysis wind speeds (m s-1) from left to right including the raw interpolated GEFS, 

and the bias corrected linear (WSPDLM) and fetch (WSPDFETCH) models, and the verifying wind 

speeds (subscript OBS) for stations XPAR, XMER, and XCCB for the 5 May 2015 case study (Figs. 

11 and 12). The bottom row lists the MAE (m s-1) associated with each method. 

Station WSPDGEFS WSPDLM WSPDFETCH WSPDOBS 

XPAR 5.57 6.26 7.47 7.02 

XMER 5.83 6.21 6.28 6.32 

XCCB 5.82 6.19 8.12 9.29 

MAE 1.80 1.32 0.25 - 

2.5 Summary and Discussion 

In this study, a statistical method is introduced that bias corrects and downscales wind 

speed over unresolved water bodies. The fetch method is designed to correct for wind 

speed biases at locations without observations by estimating bias using recent wind speed 

errors from similar stations. The method was applied, along with four additional ‘local’ 

bias correction techniques, to one year of both gridded and interpolated analysis wind 



55 

 

fields from the GEFS control, SREF-ARW control, and RTMA. The fetch method 

produced near-zero bias error when applied to each of the analyses and an average MAE 

that was 27.4%, 23.3%, and 18.8% smaller than the raw interpolated GEFS, SREF-ARW, 

and RTMA analysis respectively.  The reduction in the MAE was slightly better than the 

running mean method, and is comparable to the other bias correction methods. The fetch 

method is capable of reducing the analysis wind speed error in a coarse model (e.g., 1° 

GEFS) to levels below that of a high-resolution analysis (e.g., RTMA). The fetch approach 

was also successfully applied to forecasts. Similar to the other bias correction methods, its 

effectiveness at reducing model error decreases with increasing forecast hour.  

A case study was presented for which the fetch method was used to downscale (from ~100 

km grid spacing to 500 m) an analysis wind speed field over the Indian River Lagoon 

(IRL). The downscaled wind speeds resolve the previously unresolved IRL and reduced the 

average error at three observing stations by approximately 1.5 m s-1. The fetch based 

method produces downscaled wind speeds that are more consistent with the intricate 

land/water mask of the coastal estuary—in contrast to the local approaches whose bias 

estimates are spread (interpolated) using inverse distance-based weights. 

Training data sets were constructed using both nearest neighbor and interpolated model 

output to create observation/analysis pairs.  Compared to the nearest neighbor, the 

interpolation results were mixed, with lower (higher) MAE for the GEFS (SREF-ARW) 

analysis winds and little impact on the RTMA winds. This is an artifact of the location of 

the observations with respect to the model grids. Assigning a value of 1 for land and 0 for 

water, the aggregate land value for the fourteen stations, using the nearest neighbor 
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approach, is 11 for the GEFS and 8 for the SREF-ARW (see Fig. 2.2). After interpolation, 

the distance-weighted values decrease (increase) to 8.89 (10.25) for the GEFS (SREF-

ARW). Thus, for the GEFS (SREF-ARW), interpolation incorporates more (less) water 

friendly wind information. In general, one might expect that the nearest neighbor approach 

would produce higher MAE for coarser resolution analyses. 

During the cool season, from October through March, the wind direction method is more 

effective at reducing average MAE than either the linear or fetch models (this is especially 

true for both the GEFS and RTMA). In the summer, this pattern reverses with the linear 

model the clear winner in all three analyses. Since the linear model is stratified by cycle 

(and the wind direction method is not), this suggests that the analysis error is driven more 

by wind direction during the synoptic season, while the warm season exhibits more of a 

diurnal component—where sea, lake and land breezes dominate the central Florida wind 

climate. A best approach for ‘local’ bias correction at water-friendly stations might 

incorporate both the linear and the wind direction methods. This could be done, for 

example, by optimally combining the two methods (e.g., Sweeney et al. 2013), or by using 

machine learning methods such as artificial neural networks (e.g., Salcedo-Sanz et al. 

2009).  

The error associated with the fetch method exhibits some temporal variability that is model 

(analysis) dependent. The largest variations in MAE occur in connection with the GEFS, 

where it decreases from a December peak to a June minimum.  While the fetch method has 

the highest MAE throughout the year (for the RTMA), it is still substantially less than the 
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raw analyses. Ultimately, the fetch approach is competitive, but might be improved by 

taking into account additional predictors.  

In developing the fetch approach, we assume that wind speed error over unresolved water 

bodies is, to a large extent, fetch dependent. The method performs at its worst when this 

assumption is weak. For example, the training dataset for the 18 UTC 30 July 2015 

analysis (Fig. 2.5c) indicates that wind speed error is less dependent on fetch at 18 UTC 

than the other cycles (i.e., a relatively flat fit line). This cycle exhibited similar behavior 

during the spring, autumn, and winter (not shown). Preliminary analysis suggests that this 

may, in part, be related to sea, lake and/or land breezes. At 18 UTC stations with short 

fetches, in the IRL and St. John’s River, are typically impacted by the sea breeze—which 

is not well-resolved by the coarse resolution models used here. This may result in higher 

observed wind speeds (compared to the analyses)—driving the negative bias at short 

fetches. Possible future research might focus on integrating mesoscale features such as sea, 

lake, and land breezes into the fetch method. However, doing so would likely require the 

use of advanced statistical (e.g., data assimilation) and/or dynamical downscaling 

approaches, significantly increasing computational expense. 

The fetch approach also performs poorly when stability effects significantly impact over-

water wind speeds. For example, during the winter, prefrontal southwest flow can advect 

warm air over a much cooler (by 10°C or more) Lake Okeechobee. Lake fetches are long 

enough to allow the development of a stable internal boundary layer which can result in 

relatively low winds at anemometer height. We found many cases like this in the training 

data (not shown). Under these circumstances, the wind speed error can actually become 
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more positive with increasing fetch, opposite to what is normally observed. This suggests 

that additional improvements might be realized by incorporating stability effects into the 

fetch method. 

In this work we estimated the bias as the average wind speed error of the trimmed dataset. 

Given the overall good performance of the linear model, the fetch method might also be 

improved by incorporating a relationship between wind speed error and fetch length within 

the trimmed dataset using a linear regression framework. Restricting the training dataset to 

pairs with closely matching analysis and observed wind direction could also improve 

results. Also, the post processing methods used here estimated bias using the most recent 

wind speed errors within a specified training window. Results could be improved by 

expanding the temporal extent of the training window and only using training pairs that 

serve as analogues to the upcoming analysis/forecast (Delle Monache et al. 2011). 
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Chapter 3 
Statistically and dynamically downscaled, calibrated, 

probabilistic wind vector forecasts using ensemble 
model output statistics 

3.1 Introduction 

As numerical weather prediction (NWP) models continue to improve, increasing value is 

being recognized in quantifying not only the best guess of a future atmospheric state 

(deterministic forecast) but also the uncertainty in that forecast (Gneiting and Raftery 

2005). To that end, ensemble systems have been developed at many weather prediction 

centers. Ensembles account for uncertainty by varying dynamical cores, initial and/or 

boundary conditions, or model physics (Mass 2003). Because the spread between ensemble 

solutions has been shown to be related to the forecast error, a number of spread-skill 

relationships have been developed (e.g., Whitaker and Loughe 1998; Grimit and Mass 

2007). However, in order to realize the full potential of ensemble output, the forecasts must 

be reliable and free of systematic error.  Unfortunately, this is not generally the case as 

current ensemble systems are inherently biased and suffer from underdispersion, i.e., 

observations frequently fall outside the range of individual ensemble member solutions 

(Toth et al. 2003; Buizza et al. 2005). 

These issues can be addressed by statistically post processing ensemble output (Gneiting & 

Raftery 2005). The goal of ensemble post processing is to create probabilistic forecasts that 

are sharp (i.e., reduced spread) and calibrated, meaning forecast probabilities are consistent 
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with observations (Gneiting 2014). Two state of the art ensemble calibration methods are 

Bayesian Model Averaging (BMA; Raftery et al. 2005), and Ensemble Model Output 

Statistics (EMOS; Gneiting et al. 2005). These approaches convert ensemble forecasts into 

predictive probability density functions (PDF) using training data composed of recent 

forecast errors. The predictive PDF parameters, its mean and variance, represent bias- and 

dispersion-corrected functions of the ensemble mean and ensemble variance, respectively 

(Gneiting 2014). 

In this study we focus on calibration methods for ensemble wind forecasts. BMA has been 

used for wind direction (Bao et al. 2010) and both BMA and EMOS have been adapted for 

wind speed (Sloughter et al. 2010; Thorarinsdottir and Gneiting 2010). Yet wind speed and 

direction are not independent, and preserving the relationship between the two is essential 

for many applications (Schuhen et al. 2012). Given that forecasting surface winds is a 

multidimensional problem, bivariate BMA (Sloughter et al. 2013) and EMOS (Schuhen et 

al. 2012) methods have been developed to calibrate ensemble wind vector forecasts. 

Alternatively, Pinson (2012) introduced a recursive and adaptive method for wind vectors 

that preserves the rank dependence structure of the original ensemble, resulting in a 

discrete ensemble as opposed to a predictive density. 

Regardless of methodology, forecasts calibrated using point observations are only available 

at station locations, while post processed forecasts are needed everywhere (Gneiting and 

Raftery 2005; Mass et al. 2009). A number of different approaches have been developed 

that attempt to address this. For example, in lieu of observations, a gridded product 

(analysis) can be used to develop the calibration model, as done for temperature by Kann et 
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al. (2009) and for wind vectors by Pinson (2012). However, high resolution analyses are 

not generally available everywhere (Mass et al. 2008), and resulting post processed 

forecasts can inherit systematic errors present in the analysis product (Gneiting 2014). As 

an alternative, gridded training datasets can be constructed using forecast errors from point 

stations that share related characteristics (Mass et al. 2008) to which a calibration model is 

then fit (Kleiber et al. 2011). Mass et al. (2009) utilize this latter approach to provide 

operational, calibrated, probabilistic forecasts of temperature and precipitation over the 

Pacific Northwest. One of the more popular approaches performs a local calibration (i.e., at 

observation locations) and then spreads the predictive PDF parameters onto a grid using 

geostatistical methods. While this technique has been applied extensively to surface 

temperature forecasts (Berrocal et al. 2007; Kleiber et al. 2011; Scheuerer and Büermann 

2014; Scheuerer and König 2014; Feldmann et al. 2015), it has not been attempted for 

wind.  

We introduce a unique approach to the ensemble wind forecast problem that focuses on an 

area with a relatively complex land / water mask. The study area comprises a coastal 

estuary in east central Florida, the Indian River Lagoon (IRL), whose intricate coastline 

and narrow width requires downscaling in order to be resolved by current ensemble 

systems (Holman et al. 2017). The technique we present seeks to combine the benefits of 

dynamical downscaling (i.e., physically consistent flow dependencies) and statistical post 

processing (i.e., calibration using recent forecast errors) using a three step process that 

includes 1) an antecedent application of the Weather Research and Forecasting (WRF; 

Skamarock et al. 2008) model to downscale an expansive set of idealized wind simulations 
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to high resolution (333 m horizontal grid spacing), 2) using bivariate EMOS to calibrate 

ensemble wind vector forecasts at observing stations, and 3) the spreading of EMOS 

predictive parameters (i.e., mean and variance) from station locations to nearby 

observation-free locations using directionally-dependent statistical relationships extracted 

from the downscaled WRF wind fields. 

The remainder of this chapter is as follows. Section 3.2 describes the ensemble wind vector 

forecasts and the verifying observations. Section 3.3 motivates the use of bivariate EMOS 

to calibrate these forecasts and briefly outlines its methodology. Section 3.4 details the 

idealized WRF downscaling framework and discusses how the statistical relationships are 

determined and then used to spread the EMOS parameters. A data withdrawal experiment 

is performed in section 3.5 to test the procedure and results are presented in section 3.6. 

Section 3.7 presents a summary and discussion of the results and offers suggestions for 

future work. 

3.2 Data 

3.2.1 Observations 

In this study we verify wind vector forecasts at both land and water stations. As will be 

shown in section 3.4.2, one objective of the method introduced here is the ability to 

estimate winds over the IRL using nearby observations, regardless of station type (i.e., 

land, shoreline, or open water). Twenty-eight quality controlled observing stations were 

selected from four observation networks for this purpose (Fig. 3.1b): eleven from 

WeatherFlow Inc. (http://www.weatherflow.com), ten Automated Surface Observing 
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Stations (ASOS), four from the South Florida Water Management District (SFWMD), and 

three stations from the National Data Buoy Center (NDBC). In total, twelve of the stations 

are on land, eight are located near shorelines, and eight are over water. In general these 

stations border the east coast of Florida, with the exception of the four Lake Okeechobee 

stations, Okeechobee airport, and buoy X41009 in the Atlantic Ocean (Fig. 3.1b).  

For forecast verification purposes the reported wind speed and wind direction at these 

stations are broken into vector components. Only the most recent observations (within a 10 

minute window) to the 6 hourly GEFS output are used. Wind reporting practices vary 

across the four networks used here. For example, ASOS stations, sourced here from hourly 

METARs, report two-minute averaged wind speed and direction rounded to the nearest 

knot (0.514 m s-1) and 10°, respectively, and calm winds (< 3 knots) are reported as zero 

(Nadolski 1998). In contrast, WeatherFlow Inc. stations report five-minute averaged winds 

to the nearest 0.01 m s-1 and degree. Despite these differences, no conversion between 

observations with competing averaging periods was made since each represents an 

unbiased estimate of the true mean wind (Harper et al. 2008). Anemometer heights are not 

10 m at two land, four shoreline, and all eight open water stations. At these stations 10 m 

equivalent winds are calculated following Hsu et al. (1994). 
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Figure 3.1 – The Florida peninsula with a) land mask for the GEFS ensemble system (grey 

shading), and the domain used by the WRF model (thick black box), b) locations of the 28 stations 

used in this study. The type of station (land, shoreline, open water) is depicted by the symbol shape 

as portrayed in the legend (upper right). 

3.2.2 Model Output 

Ensemble surface (10 m) wind vector forecasts for this study were obtained from the 

National Centers for Environmental Prediction (NCEP) Global Ensemble Forecast System 
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(GEFS). The GEFS cycles every six hours (00 UTC, 06 UTC, 12 UTC, and 18 UTC), 

producing global output on a 1.0° lat/lon grid. The GEFS grid spacing over Florida is 

roughly 100 km, resulting in a coarse resolution land mask over the region (Fig. 3.1a). We 

mine the GEFS 24 h wind vector forecasts during a thirteen-month period ending 31 

December 2015. This allows for verification of post processed forecasts (which use a 30-

day training window) across the 2015 calendar year. The GEFS forecasts are bilinearly 

interpolated to the location of each observing station. 

3.3 Bivariate EMOS for wind vectors 

The aim of this study is to calibrate 24 h ensemble wind vector forecasts at observing 

stations and spread the model parameters (mean and variance) to nearby, observation-free 

locations. We employ Ensemble Model Output Statistics (EMOS; Gneiting et al. 2005) for 

wind vectors for local calibration as implemented by Junk et al. (2014). The performance 

of EMOS is competitive with Bayesian Model Averaging (BMA; Raftery et al. 2005; 

Sloughter et al. 2013), but is more computationally efficient (Thorarinsdottir and Gneiting 

2010; Junk et al. 2014; Feldmann et al. 2015).  

The EMOS post processing method used here utilizes the ensemble mean and spread from 

GEFS wind vector forecasts to output a bivariate normal predictive PDF. The bivariate 

normal PDF for a wind vector (u, v) is given by (Wilks 2011, Eq. 4.33) 

𝑓(𝑢, 𝑣) = "

DEFGFH "IJGHK
⋅ 𝑒𝑥𝑝 − "

D("IJGHK )
(PIQG)K

FGK
− 2𝜌PT

(PIQG)(TIQH)
FGFH

+ (TIQH)K

FHK
. (3.1) 
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Equation 3.1 contains five parameters that require estimation: the u and v wind component 

predictive means (µu and µv), variances (𝜎PD and 𝜎TD), and correlation (ρuv). In the EMOS 

framework these parameters represent modified versions of ensemble forecasts that have 

been statistically optimized given verifying observations. Specifically, µu and µv represent 

bias corrected components of the ensemble mean wind vector, 𝜎PD and 𝜎TD represent the 

ensemble spread (variance) that has been scaled to correct for dispersion errors, and ρuv 

represents the correlation between the observed wind components. 

In their implementations of bivariate EMOS, Schuhen et al. (2012) and Junk et al. (2014) 

begin by first estimating ρuv offline (i.e., using an independent dataset) at each observation 

location. The correlation is expressed as a trigonometric function of the ensemble mean 

wind direction whose parameters are determined via weighted nonlinear least squares. 

Here, ρuv is set to zero because, for the stations investigated in this study, estimations via its 

explicit modeling yielded only minimal differences in calibration metrics (not shown). 

Following Junk et al. (2014), the predictive means µu and µv of the bivariate density are 

defined as functions of the ensemble mean wind components (𝑢 and 𝑣): 

𝜇P = 𝑏#P + 𝑏"P𝑢 + 𝑏DP𝑣    and    𝜇T = 𝑏#T + 𝑏"T𝑢 + 𝑏DT𝑣. (3.2) 

The three coefficients for each wind component are first estimated by regressing 𝑢 and 𝑣 

against observed wind components using a running training window of 30 days, with the 

constraint that forecast/observation pairs are valid at the same hour as the current forecast. 

Thus, the predictive means represent bias corrected versions of the ensemble mean wind 

components. 
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The variance parameters 𝜎PD and 𝜎TD are estimated following Schuhen et al. (2012) 

𝜎PD = 𝑐P + 𝑑P𝑠PD    and    𝜎TD = 𝑐T + 𝑑T𝑠TD, (3.3) 

where 𝑠PDand 𝑠TDare the variances in the u and v components across m ensemble members 

defined by 

𝑠PD =
"
1

(𝑢2 − 𝑢)D1
25"     and    𝑠TD =

"
1

(𝑣2 − 𝑣)D1
25" . (3.4) 

For the GEFS ensemble, m = 21. The coefficients cu, du, cv, and dv in Eq. 3.3, referred to as 

dispersion parameters, are constrained to be nonnegative and are estimated following the 

maximum likelihood framework outlined by Schuhen et al. (2012). In general, the 𝜎PD and 

𝜎TD parameters that result are greater than the individual ensemble variances themselves, 

sometimes by two orders of magnitude or more. The parameter estimates are then applied 

(in Eq. 3.1) to produce a bivariate normal predictive density function that is optimized 

based on recent forecast errors. 

3.4 EMOS parameter interpolation 

3.4.1 Idealized WRF simulations 

The WRF simulations are designed to provide a physically consistent, high resolution 

surface (10 m) wind field that can be used to downscale a coarse resolution ensemble and 

spread locally calibrated estimates of its mean and variance to nearby observation-free 

locations. The functionality of the WRF model in this process is manifest in its surface 
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physics and resolution which provide a means of extracting flow-dependent statistical 

relationships associated with the complex land / water interface of a coastal estuary.  

A total of 180 simulations were run using the Advanced Research WRF (WRF-ARW) 

version 3.8 (Skamarock et al. 2008). Model setup follows that of the convective-radiation 

ideal case (em_convrad) added in WRF version 3.7 (see 

http://www2.mmm.ucar.edu/wrf/users/wrfv3.7/updates-3.7.html), with modifications 

described as follows. To encompass the entirety of the IRL and nearby observing stations 

we use a 550 (nx) by 950 (ny) lambert conic conformal grid with horizontal spacing equal 

to 333 m. The resulting horizontal domain is roughly 180 x 315 km2 (thick black box in 

Fig. 3.1a) with open boundaries on all sides. Land use and terrain information are 

determined using the WRF preprocessing system and the 9 arc second (~ 30 m) 2011 

NLCD land use dataset (Homer et al. 2015). In the vertical, model top is set at 30 km with 

35 eta levels as specified in Table 3.1. 

The purpose for conducting these simulations is to resolve mean wind fields in quasi-

equilibrium with the heterogeneous land surface under neutral atmospheric conditions. To 

this end, we neglect diurnal and radiative effects by turning off the longwave and 

shortwave physics options. As a result, sea and lake breezes do not appear in the model 

output. Cloud and microphysics options are also turned off to limit boundary interactions 

that result from such features.  
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Table 3.1 – Miscellaneous WRF model configuration options 

Reference & True Latitudes 27.91°N 

Reference & Standard Longitude 80.50°W 

Time step 2 s 

Eta levels 1.000, 0.993, 0.983, 0.970, 0.954, 
0.934, 0.909, 0.880, 0.845, 0.807, 
0.765, 0.719, 0.672, 0.622, 0.571, 
0.520, 0.468, 0.420, 0.376, 0.335, 
0.298, 0.263, 0.231, 0.202, 0.175, 
0.150, 0.127, 0.106, 0.088, 0.070, 
0.055, 0.040, 0.026, 0.013, 0.000 

 
WRF surface winds are sensitive to PBL scheme selection (Akylas et al. 2007; Cheng et al. 

2013). For this study we parameterize PBL and surface layer processes with the Yonsei 

University (YSU; Hong et al. 2006) and accompanying MM5 similarity (Beljaars 1994) 

schemes, respectively. The YSU scheme was selected over the Mellor-Yamada-Janjic 

(MYJ; Janjic 1994) because preliminary analysis showed a larger wind speed contrast 

between land and water grid cells (not shown). Simulations are initialized from an 

idealized sounding, with a land and sea surface pressure of 1000 hPa and a temperature of 

300.65 K (the annually averaged high temperature for Melbourne, FL). The 

thermodynamic profile is identical for all simulations with neutral stability (dθ/dz = 0) in 

the lowest kilometer and stable conditions above. The 180 simulations are defined by 

systematically varying the initial wind direction (18 total, every 20 degrees starting at due 

north) and speed (ten total, including 1.0, 2.5, 3.75, 5.0, 6.25, 7.5, 8.75, 10.0, 12.5, and 

15.0 m s-1). The initial wind profiles have no directional or speed shear and thus are 
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represented as a single point on a hodograph.  The only difference in the simulations are 

the initial values of the u and v components. 

The simulations were run until surface winds reached a quasi-steady state, i.e., when near-

surface wind speed and direction essentially ceased changing in response to the surface 

characteristics. The adjustment process, which takes on the order of 6 h, results in a 

decrease in magnitude and subsequent cross-isobaric down gradient shift in direction that 

is more pronounced for land-based grid cells. An example of this process is shown for the 

WRF simulation initialized with WNW (300°) winds at 8.75 m s-1 (Fig. 3.2). Fifteen 

minutes into the simulation, the initial wind direction has changed little but speeds have 

decreased to 7.5 m s-1 over the ocean and 3.5 m s-1 over portions of the peninsula. By 6 h, 

10 m wind speeds have decreased substantially (to approximately 2 m s-1) over the 

peninsula and have backed to a more westerly flow. Downwind of the peninsula, over the 

open ocean, the winds accelerate in the nearshore and gradually veer to the WNW. In order 

to mitigate the impact of turbulent structures on the mean flow (of primary interest here), 

each simulation is extended an additional hour (to seven hours) over which the average 

wind components are calculated. 
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Figure 3.2 – WRF domain subset with wind speed (m/s, color shaded contours) and associated wind 

barbs (full barb equals 5 m/s) after (a) fifteen minutes and (b) six hours of the simulation initialized 

with WNW winds (300°) at 8.75 m s-1. 

The result of these simulations comprise a large multidimensional database populated by 

high resolution (333 m) idealized surface wind fields. These data are used to estimate 

directionally-dependent relationships between WRF grid cells with and without 

observations as described in the next section. 
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3.4.2 Using WRF output to spread EMOS parameters  

This section outlines the process of utilizing the WRF winds to spread PDF parameters. 

This process is performed on-the-fly, after applying bivariate EMOS locally, using a 

rolling 30 day training period. Local EMOS (hereafter LEMOS) is carried out at the 28 

stations introduced previously with ρuv assumed to be zero (section 3.3). The remaining 

predictive distribution parameters (µu, µv, σu
2, and σv

2) are spread as follows. 

3.4.2.1 Spreading the mean parameters 

The directionally-dependent relationships used to spread mean parameters are developed 

by first identifying the WRF simulation most analogous to an observing station’s current 

LEMOS mean forecast. This is accomplished using a k-nearest neighbors approach (with k 

= 1), in which the Euclidean norm in ℜD between this forecast vector and the 180 WRF 

vectors from the grid cell containing this station is minimized. The regression (linear 

model) is then populated by selecting the WRF simulations with the same initial direction 

as that obtained via the distance metric. Given the inherent directional variability, the 

winds from the two adjacent direction bins are also included. The thirty simulations (i.e., 

ten wind speeds per direction, three direction bins) are then used to separately regress the u 

and v components at the observation-containing grid cell (predictor) against those from the 

grid cell of interest (predictand). The forecast wind components are then inserted into the 

up-to-date regression equations, resulting in estimates of the predictive means (µu and µv) at 

the grid cell of interest. 
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To provide an example, we detail the process of spreading the 00 UTC 7 February 2015 

LEMOS mean forecast at XRPT, a station on the IRL’s western shore, to the location of 

KMLB. The WRF wind vectors for the grid cell that contains XRPT are shown in Figure 

3.3a. The LEMOS mean forecast at XRPT is depicted by the red-filled circle. This forecast 

is most consistent with simulations initialized with NE winds (40°, filled blue circles), with 

the simulation most similar filled light blue. The green circles are the vectors initialized 

within the adjacent directional bins (i.e., 20° and 60°). Given the location of XRPT, the 

magnitude of the simulated onshore flow (easterly, u component less than zero) is nearly 

double that of the offshore (westerly, u component greater than zero). The u components of 

the simulated vectors at XRPT (x-axis) and KMLB (y-axis) are shown in Figure 3.3b. The 

least squares fit (solid black line) yields a regression equation of uKMLB = 0.58 + 0.68uXRPT. 

This regressed fit is key, representing the directionally-dependent relationship between the 

two station’s WRF grid cells conditional on the XRPT LEMOS forecast. While determined 

using WRF data, this relationship is used to spread the u component from the LEMOS 

predictive mean forecast at XRPT to KMLB by inserting the current XRPT value (µu = -

2.95 m s-1, filled red circle in Fig. 3.3a), yielding a µu estimate at KMLB of -1.41 m s-1 

(orange filled circle). A similar regression using the v components yields a KMLB µv 

estimate of -3.22 m s-1 (not shown).  

The value of the WRF here is providing gridded data across the study domain, and the 

process of first identifying relevant WRF data (given a post processed forecast) allows for 

directionally- dependent relationships to be established. The process outlined here can 
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estimate predictive means at any location on the WRF grid (521,001 cells) using a forecast 

from any observing station.  

 
Figure 3.3 – (a) WRF wind vectors for the grid cell containing station XRPT (filled circles). The 

thirty wind vectors (filled blue and green circles) determined using the direction of the 00 UTC 7 

February 2015 mean LEMOS forecast at XRPT (red point, see text for details). (b) u components of 

the thirty wind vectors for the WRF KMLB and XRPT grid cells. The predictive µu estimate at 

KMLB (orange point, -1.41 m s-1) conditional on the corresponding predictive mean at XRPT (-2.95 

m s-1) lies on the least squares fit line (solid black). The dotted line represents a perfect fit. 

3.4.2.2 Spreading the variance parameters 

The variance parameters are scaled according to the ratio of the average magnitude of the 

same thirty wind vectors at the grid cell of interest (KMLB) to that of the station-

containing grid cell (XRPT). In this example the mean wind speeds for the WRF grid cells 

containing KMLB and XRPT are 2.16 m s-1 and 4.05 m s-1, respectively (a ratio of 0.53). 

Multiplying the ratio and the current estimate of the XRPT LEMOS variance parameters 
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(3.25 m2 s-2 and 5.00 m2 s-2) results in scaled estimates of σu
2 and σv

2 at KMLB of 1.73 m2 s-

2 and 2.66 m2 s-2, respectively. This approach is motivated by the fact that, at the 28 

stations investigated here, LEMOS variances are positively correlated with WRF wind 

speed. The median LEMOS σu
2 and σv

2 values (calendar year 2015, y-axis) versus the 

median WRF wind speeds (all simulations, x-axis) at the locations of the 28 observing 

stations are shown in Figure 3.4. The variance roughly follows the perfect fit line (dashed), 

although more so for the median σu
2 values (red) than σv

2 (blue). While the median values 

shown here encompass all wind directions, in practice the ratios are directionally-

dependent.  
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Figure 3.4 – Comparison of median LEMOS σu

2 (red) and σv
2 (blue) values at each of the 28 

stations for calendar year 2015 versus the median WRF wind speed at the corresponding station 

locations.  The WRF median wind speeds were obtained by sampling from the full suite (180) of 

simulations at each of the station locations. The dashed line represents a perfect fit. 

3.4.2.3 Weighing parameter estimates 

The relationships outlined in the two previous subsections are used to map the LEMOS 

parameters from the 28 stations to each cell (521001 total) of the 333 m WRF grid. For 

each forecast cycle and grid cell, the LEMOS quantities (µu, µv, σu
2, and σv

2) are weighted 

to combine the 28 stations into a single estimate of each parameter. Following traditional 
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data assimilation, the weights are defined to be inversely proportional to estimates of their 

precision. Three proxy measures were considered, namely: the distance between a station’s 

location and the grid cell of interest, a station’s recent deterministic forecast error (as 

defined by the bivariate mean absolute error bMAE [see section 3.5.2] associated with 

LEMOS mean forecasts over the previous 30 days), and the standard error of the 

regressions used to spread the predictive means. Thus, for example, increased weighting 

would be assigned as a result of a station’s 1) proximity, 2) higher LEMOS forecast skill 

(reduced bMAE), or 3) similarity to other stations (as defined by WRF-determined linear 

relationships).  

Weights are determined by minimizing deterministic error (bMAE) across all 28 stations 

during a year-long data withdrawal study (section 3.5.1). The optimization process can be 

visualized by simultaneously considering the impact of the three precision quantities on the 

bMAE (Fig. 3.5). The vertices represent full (no) weight for the respective (remaining two) 

schemes. The interpolated EMOS (hereafter TEMOS) forecasts are least skillful (bMAE 

2.38 m s-1, lower left) when parameter estimates are weighed solely according to recent 

LEMOS skill. The bMAE decreases as distance and WRF similarity receive progressively 

more weight, with maximum skill (bMAE 2.33 m s-1) for weights of 85% and 15% 

(distance and WRF similarity, respectively). While the range of bMAE values is small 

(2.33 to 2.38 m s-1), the difference between the lowest and highest values is significant with 

95% confidence (not shown).  Hence, for the data withdrawal experiment, the weights 

given to the zonal (wu) and meridional (wv) mean and variance estimates for station i are  
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where k is the number of stations (28), di is the distance between station i and the grid cell 

of interest, and eui and evi are the standard errors of regression models used to spread the µu 

and µv parameters, respectively (section 3.4.2.1).  

While the bulk approach to optimizing the weights favors a combination of both distance 

and similarity, this is not necessarily the case for individual stations. For example, the 

bMAE at XVER is highest when estimates are exclusively distance weighted (not shown). 

At each of the Lake Okeechobee stations, the bMAE is lowest when distance weighted 

only, and increases by as much as 0.6 m s-1 depending on the weighting (not shown).  
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Figure 3.5 – Average TEMOS deterministic error as a function of the three weighting schemes. The 

lower left (top, lower right) rhombus indicates the bMAE (m s-1) that results when TEMOS 

parameters are exclusively weighed by LEMOS skill (distance, WRF similarity). 

3.5 Experimental setup 

3.5.1 Design 

The TEMOS approach is assessed using the 28 stations in a year long data withdrawal 

experiment in which an individual station’s parameters are estimated from the other 27. 

TEMOS deterministic and probabilistic metrics are compared with those of the raw GEFS 

and the LEMOS estimated directly from the extracted station. Forecasts are verified four 

times per day (corresponding with GEFS cycle times) over calendar year 2015. 
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3.5.2 Verification 

The skill of deterministic forecasts is gauged using the bMAE, which represents the 

magnitude of the average error vector between forecasts (fi) and observations (oi) across N 

cases: 

𝑏𝑀𝐴𝐸 = "
f

𝑓2 − 𝑜2 	f
25" ,	(3.6) 

where ||・|| denotes the Euclidean norm in ℜD. 

To quantify the skill of probabilistic forecasts it is customary to employ the energy score 

(ES; Gneiting and Raftery 2007), which jointly evaluates the calibration and sharpness of 

wind vector forecasts. For an ensemble forecast F = Fens consisting of M members f1, . . ., 

fM ∈ ℜDand verifying observation o, the ES is defined as 

𝐸𝑆(𝐹k<l, 𝑜) =
"
0

𝑓1 − 𝑜0
15" − "

D0K 𝑓< − 𝑓10
15"

0
<5" . (3.7) 

Equation 3.7 is used to calculate the ES for raw individual GEFS forecasts. Since the 

TEMOS and LEMOS methods produce predictive PDFs, following Schuhen et al. (2012) 

we pull K = 10,000 random samples from their respective bivariate densities and 

approximate the ES with 

𝐸𝑆(𝐹k<l, 𝑜) =
"
m

𝑓n − 𝑜m
n5" − "

D(mI")
𝑓n − 𝑓no"mI"

n5" . (3.8) 

Similar to bMAE, across N cases the mean energy score (hereafter ES) is 
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𝐸𝑆 = "
f

𝐸𝑆(𝐹k<l,2, 𝑜2).f
25" 	(3.9) 

In addition, the reliability of the probabilistic forecasts are evaluated using multivariate 

rank histograms (Gneiting et al. 2008). As explained by Hamill (2001), a uniform rank 

histogram implies a calibrated ensemble, while sloped, U, and bell-shaped rank histograms 

indicate biased, under dispersive, and over dispersive ensembles, respectively. Examples of 

multivariate rank histograms are shown in section 3.6.2. 

3.6 Results 

3.6.1 Deterministic verification 

The following deterministic results are separated into two subsections, the first of which 

identifies the general strengths and weaknesses of the TEMOS approach by examining 

results averaged over all 28 stations. A more detailed analysis at select stations then 

follows. 

3.6.1.1 General Results 

The bMAE associated with the raw GEFS ensemble mean (dark grey), TEMOS mean 

(grey), and LEMOS mean (light grey) forecasts is shown in Figure 3.6a. Values represent 

averages across all stations as well as by station characterization. Error bars represent 95% 

confidence intervals determined by bootstrapping. Raw GEFS error (‘None’ category) is 

lowest at land stations (2.40 m s-1), and highest at water stations (2.77 m s-1). LEMOS 

reduces the bMAE by 17.3%, an amount that is comparable to that of Schuhen et al. 
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(2012). LEMOS appears to be more effective for land stations (28.3% bMAE reduction) 

compared to water stations (3.6% bMAE reduction)–a finding consistent with Junk et al. 

(2014). This suggests that, in general, water (land) stations exhibit less (greater) wind 

vector bias in the GEFS forecasts. LEMOS reduces the bMAE at all 28 stations, 17 of 

which are statistically significant (i.e., 95% confidence) including three shoreline and all 

eight water stations. 

 
Figure 3.6 – (a) Bivariate mean absolute error (bMAE; m s-1) from GEFS 24 h ensemble mean 

forecasts (dark grey), LEMOS (light grey), and TEMOS (grey) averaged by station type (land, 

shoreline, water) and for all stations during calendar year 2015. (b) The bMAE for all stations but 

separated by forecast cycle. The columns are arranged to correspond with the local diurnal cycle. 

From left to right: middle of the night (06 UTC), morning (12 UTC), early afternoon (18 UTC), and 
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early evening (00 UTC). Error bars represent 95% bootstrapped confidence intervals for the 

respective categorical means. 

The raw GEFS and LEMOS provide a direct means by which to gauge TEMOS 

performance as the former (latter) yields a lower (upper) limit on forecast skill 

improvement. Ultimately, post processing is useful only if it improves forecast skill over 

the raw model while the best-case scenario is that obtained directly from LEMOS. Overall, 

TEMOS reduces the bMAE by 9.4%, roughly half that of LEMOS. Analogous to LEMOS, 

TEMOS is most effective at reducing bMAE at land stations (20%), but increases the 

bMAE at water stations by 3.6%.  When results are stratified by forecast cycle (Fig. 3.6b), 

the TEMOS deterministic skill is close to that of LEMOS during the middle of the night 

(06 UTC), morning (12 UTC), and, to a lesser extent, during early evening (00 UTC). 

During the afternoon (18 UTC) the TEMOS bMAE is 7.1% higher than the raw GEFS. 

With the exception of the 18 UTC cycle (discussed shortly), TEMOS appears to be a 

reasonable approach for spreading LEMOS mean forecasts.  

In general, TEMOS performs best at locations well represented by the WRF, i.e., where 

modeled upwind surface elements and neutral stability represent the actual conditions. For 

example, XDAI is well characterized by the WRF (i.e., the observed and modeled 

magnitudes are similar – note its location near the perfect fit line in the lower left of all 

four panels of Figure 3.7), and TEMOS is quite close to LEMOS across all forecast cycles 

(Fig. 3.8), reducing the bMAE (compared to the raw GEFS) by 45.5% on average. This 

underscores the capabilities of TEMOS at stations that are consistent with the WRF 
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framework. In contrast, the WRF KPBI grid cell is classified as urban (surface roughness 

of 0.8 m), while KPBI is actually a large, relatively smooth, airfield (surface roughness on 

the order of 0.01 m). As a result, TEMOS under forecasts KPBI wind speeds (not shown), 

leading to increased error (compared to the raw GEFS) for all cycles (Fig. 3.8). 

Conversely, the poor TEMOS performance at XAQU (shoreline station) is an artifact of 

over forecasting the wind speed. Despite its ostensibly fetch favorable shoreline location, 

XAQU experiences local obstructions (e.g., groves of trees, buildings) uncaptured by the 

WRF. 

 
Figure 3.7 – As in Figure 3.4 but for median LEMOS wind speed (y-axis) vs. median WRF wind 

speed (x-axis), separated by forecast cycle and segregated by station type. Squares, circles, and 
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triangles denote land-, shoreline-, and water-based stations, respectively. Dashed lines represent a 

perfect fit. 

 
Figure 3.8 – As in Fig. 3.6b but for stations KPBI, XAQU, and XDAI. 
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3.6.1.2 18 UTC performance 

To explain the poor TEMOS performance at 18 UTC, the agreement between observed and 

modeled winds is assessed by comparing median LEMOS wind speeds (over the study 

period), which are unbiased estimates of future observations, to median WRF wind speeds 

(from all 180 simulations) at each station, separated by forecast cycle (Fig. 3.7). At 06 

UTC and 12 UTC the stations are relatively evenly distributed about the perfect fit lines 

(dashed) and, to a lesser extent, at 00 UTC. However, at 18 UTC median LEMOS wind 

speeds are essentially independent of, and are greater than (with the exception of some of 

the water stations), those from the WRF. This is an artifact of various physical processes, 

present in the observations, that were explicitly not accounted for in the WRF simulations–

including radiation, microphysics, and variations in static stability. As a result, the 

increased mixing associated with an unstable afternoon surface layer, sea and lake breezes, 

and thunderstorm outflows are not present in the simulations. The absence of such features 

is particularly problematic in the mid-to-late afternoon, and it limits the ability of TEMOS 

to effectively spread information between locations, particularly those that are dissimilar 

(e.g., from land to water and vice versa). Thus, the TEMOS mean forecasts exhibit larger 

error at 18 UTC because the WRF relationships on which TEMOS relies are not consistent 

with the observations. 

Consider KOBE, which is approximately 10 km north of Lake Okeechobee (Fig. 3.1). 

Similar to XDAI, where TEMOS performs well (Fig. 3.8), KOBE is approximately 

consistent with its WRF characterization (Fig. 3.7). However, due to the proximity 

dominated weighting of the individual LEMOS estimates, KOBE’s TEMOS forecasts are 
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heavily influenced by the four nearby Lake Okeechobee stations (L001, L005, L006, and 

LZ40). The WRF scale factor between these locations is approximately 2-to-1 from the 

lake stations to KOBE. However, lake surface divergence in tandem with the increased 

mixing associated with an unstable surface layer at KOBE results in comparable 18 UTC 

observed median wind speeds at these locations (Fig. 3.7). As a result, TEMOS spreads 

winds from the lake to KOBE that are approximately half the magnitude of those observed 

at KOBE, and thus there is no improvement in the bMAE compared to the raw GEFS (Fig. 

3.9). Similar problems are manifest at other locations, such as the isolated oceanic station 

X41009, where elevated wind speeds (related to the sea breeze and increased instability) at 

nearby land and shoreline stations lead to over forecasted afternoon TEMOS winds, 

degrading the deterministic skill by 48% (Fig. 3.9). 
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Figure 3.9 – As in Fig. 3.8 but for stations KOBE, X41009, LZ40. 

Despite the absence of a model lake breeze, the effects of using WRF grid cell 

relationships that are inconsistent with observed afternoon wind fields are less of a problem 

at Lake Okeechobee stations. In this case, the observed 18 UTC wind speeds associated 

with the lake breeze are reduced at all four lake stations (Fig. 3.7), and the distance 
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weighting yields TEMOS parameter estimates that are primarily determined from the 

remaining (similar) three lake stations. Hence, in contrast to X41009, the availability of 

similar nearby wind information results in overlapping TEMOS and LEMOS confidence 

intervals across all cycles at LZ40, as desired (Fig. 3.9). This indicates that TEMOS skill 

can be improved with increased observational density–on the condition of proximity and 

similarity in both the observational and WRF frameworks.  

3.6.2 Probabilistic verification 

The negatively-oriented (i.e., smaller is better) energy score metric (Eq. 3.7) 

simultaneously quantifies calibration and sharpness. It is improved by reducing the average 

deterministic error of the ensemble and/or increasing the average Euclidean distance 

between each member–i.e., increasing the ensemble spread towards the observation. Thus, 

its value is affected by deterministic results (bMAE). The raw GEFS produces larger mean 

energy scores (ES) at water stations (2.43 m s-1), where deterministic error is the largest of 

the three station types (Figs. 3.6a and 3.10a). The raw ensemble clearly possesses 

dispersion errors, as LEMOS and TEMOS improve the ES by 30.3% and 24.4%, 

respectively. Comparing these values with their deterministic counterparts (17.3% and 

9.4% improvement in the bMAE for LEMOS and TEMOS respectively) suggests that 

TEMOS is more effective at gridded calibration of probabilistic forecasts than 

deterministic bias correction alone. Although TEMOS increases the deterministic error at 

18 UTC, the ES is improved over the raw ensemble by 10.4% (Fig. 3.10b), indicating that 

the probabilistic benefits outweigh the diminished deterministic skill.  
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Figure 3.10 – As in Fig. 3.6 but for mean energy scores (m s-1). 

Multivariate rank histograms are examined to further assess the degree to which TEMOS 

improves calibration (Fig. 3.11). The U-shaped rank histograms for the raw GEFS indicate 

that it is under dispersive, regardless of station type. Both TEMOS and LEMOS correct for 

this, as evidenced by their nearly uniform rank histograms. The reliability index (∆; Delle 

Monache et al. 2006), which quantifies a distribution’s deviation from uniformity, is also 

shown. The ∆s’ for TEMOS and LEMOS histograms are comparable (∆ = 0 indicates a 

perfectly uniform distribution) – indicating that the former appears to be as effective as 

local calibration at correcting for dispersion errors. 
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The rank histograms provide insight into the reliability of the calibrated forecast 

probabilities. As explained previously, the ES is improved by increasing deterministic skill 

(e.g., bias correction only). The bias correction portion of LEMOS (Eq. 3.2) accounts for 

more than half (55%) of the ES reduction when compared to the raw GEFS (not shown). 

However, the rank histograms retain their U-shape and exhibit only marginal improvement 

(i.e., ∆ decreases from 0.933 to 0.924, not shown).  The extent that bias correction alone 

fails to improve probabilistic reliability is an artifact of the under-dispersive nature of the 

GEFS ensemble (as is the case for many current ensemble systems). This underscores the 

added value in dispersion correction (i.e., scaling the ensemble spread) during calibration, 

which yields rank histograms that are essentially uniform for the TEMOS approach. 
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Figure 3.11 – Multivariate rank histograms of raw GEFS (left), TEMOS (middle), and LEMOS 

(right) 24 h wind vector forecasts for all stations (bottom row) and station type. Dashed lines 

indicate uniformity. 

At the station level, dispersion errors, and thus calibration, are impacted by 

representativeness issues. For example, with the exception of 18 UTC, both XCCB and 

KFPR appear to be consistent with their respective WRF grid cells as both lie close to best 
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fit lines (Figure 3.7). Consequently, the TEMOS multivariate rank histograms at these 

stations are essentially uniform (Fig. 3.12, top two rows). However, as discussed 

previously, the wind speeds at KPBI are faster than resolved by the WRF simulations. As a 

result, the TEMOS forecasts are under dispersive and biased (i.e., left skewed histogram). 

At the urban station XVER, where the variance parameters are overestimated (not shown), 

the bell-shaped rank histogram indicates over dispersion. 
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Figure 3.12 – As in Fig. 3.11 but at stations XCCB, KFPR, KPBI, and XVER. 

3.6.3 Case study, easterly flow, 00 UTC 05 May 2015 

In order to illustrate the TEMOS method, it is applied to a case study and compared with 

raw GEFS ensemble mean 24 h wind vector forecasts. This is accomplished by applying 

LEMOS using GEFS forecasts and observed winds at the 28 stations to produce estimates 
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of the bivariate predictive distribution parameters (mean and variance, section 3.3). These 

parameters are then spread onto a downscaled 333 m grid (more than 500000 grid cells), 

using directionally-dependent statistical relationships determined from the idealized WRF 

simulations.  

A typical synoptic scale easterly surface flow case is presented here (Fig. 3.13). The GEFS 

ensemble mean 24 h forecast wind speeds gradually diminish from near 9 m s-1 over the 

ocean to 4 m s-1 over the Florida peninsula (Fig. 3.14a). While the coastline and lakes 

(including Lake Okeechobee and the IRL), are not resolved in the raw GEFS, these 

features are clearly visible in the TEMOS product (Fig. 3.14b).  Furthermore, the spurious 

oceanic gradient in wind speed in the raw GEFS (in part an artifact of the interpolation of 

the coarse data onto the refined grid) is no longer present in the TEMOS (calibrated) 

forecast.  In contrast, TEMOS exhibits marked changes in magnitude as the flow 

transitions across the land/water mask. Only subtle changes in wind direction exist between 

the two products. Increased cross-isobaric flow is evident in association with the rougher 

surface elements (on the order of 1 m, Fig. 3.15b) in the Orlando metropolitan area (dashed 

rectangle in Fig. 3.14b), and the winds back to a more easterly direction on the downwind 

(western) side of Lake Okeechobee (roughness on order of 10-4 m). The relatively small 

impact of TEMOS on the calibrated wind direction is, in general, consistent with previous 

studies which indicate little in the way of wind direction bias in current operational NWP 

forecast systems (e.g., Bao et al. 2010).  
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Figure 3.13 – Surface analysis valid 00 UTC 5 May 2015. 

The wind speed impact of the calibration is examined by differencing the two products 

(TEMOS minus the raw GEFS, Fig. 3.15a). As expected, there is considerable correlation 

between the wind speed differences and WRF surface roughness. The largest impacts (on 

the order of 3 m s-1) tend to occur in association with regions populated by rougher surface 

elements (urban, forest – Fig. 3.15b) for which the TEMOS winds are reduced, but are also 

manifest (as increased wind speed) over portions of Lake Okeechobee, the coastal ocean 

and some estuaries.  The TEMOS sensitivity to flow-dependent changes in the surface 

roughness is also apparent as winds increase from east-to-west over inland water bodies. In 

general, TEMOS results in an increase in wind speeds over the IRL, except for the 
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downwind regions west of Cape Canaveral and Merritt Island (Fig. 3.14a, inset) where the 

resolved upwind land fetch decreases the wind speed (by 1 to 2 m s-1) relative to the GEFS. 

 
Figure 3.14 – Gridded (333 m) (a) GEFS ensemble mean and (b) mean TEMOS 24 h wind speed 

forecasts (m s-1) and associated wind barbs (black) valid 00 UTC 5 May 2015. Verifying wind 

observations are colored red. Dashed rectangle indicates the location of the Orlando Metropolitan 

Area, mentioned in the text. 
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Because TEMOS parameter estimates are primarily distance weighted, potentially 

undesirable results can occur in the wind field near observing stations. This is evident with 

respect to two stations in the southern portion of Lake Okeechobee, identifiable as dark red 

bullseyes since TEMOS wind speeds at these stations exceed those of the surrounding 

water (Fig. 3.15a). Similarly, an enhanced region of increased wind speeds associated with 

nearby (low roughness) airports bleeds into the coastal ocean east of KDAB (top of Fig. 

3.14a). Additionally, despite averaging the flow over the last hour of the WRF simulations, 

some still contain bands of increased wind speed over the oceanic portions of the model 

domain. These features appear to be a result of the open boundary conditions in the WRF 

model (e.g., SE corner of Figures 3.14b and 3.15a). While time averaging mitigates the 

impact of these features, their persistence suggests that additional smoothing may be 

needed to extract the mean wind field only. Regardless, their existence does not 

significantly impact TEMOS results. 
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Figure 3.15 – (a) Wind speed difference (TEMOS minus GEFS ensemble mean, m s-1) obtained 

from Figure 3.14. Red (blue) shading indicates that TEMOS wind speeds are faster (slower) than the 

GEFS ensemble mean. Inset provides a zoomed in view of the northern IRL, Cape Canaveral, and 

Merritt Island. (b) WRF model surface roughness lengths (cm). 

While the data withdrawal experiments indicate that TEMOS, in general, reduces the 00 

UTC deterministic error (Fig. 3.6b), that is not the case here. TEMOS improves (degrades) 

deterministic skill at 11 (17) of the 28 stations resulting in an overall small (0.05 m s-1) 

increase in the average bMAE compared to the raw GEFS. Nonetheless, TEMOS reduces 
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the ES by 20.5% (from 2.34 m s-1 to 1.86 m s-1) as the number of observations falling 

outside the ensemble spread decreases from 15 to 5 – highlighting its probabilistic 

capabilities. Moreover, the calibrated predictive densities at each cell can be sampled to 

produce fields of wind speed representing the tails of the distribution. For example, the 

lower and upper 10% likely wind speed thresholds can be estimated by drawing 1000 

samples from each grid cell’s bivariate density, sorting, and then extracting the 100th and 

900th values (Fig. 3.16). Water bodies are easily identifiable in both of the wind fields. As 

a result of the positive correlation between forecast wind speed and uncertainty, the range 

of likely wind speeds is larger for water-based grid cells (6 m s-1 to 13 m s-1) than those 

over land (1 m s-1 to 5 m s-1). 
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Figure 3.16 – Gridded estimates of a) lower and b) upper 10% likely TEMOS 24 h wind speed 

forecasts (m s-1) valid 00 UTC 5 May 2015. See text for details. 

3.7 Summary and Discussion 

A combined dynamical/statistical approach is introduced that transforms wind forecasts 

from a coarse, biased, under dispersive ensemble into high resolution, gridded, calibrated 

wind fields. This method, referred to here as interpolated ensemble model output statistics 

(TEMOS), utilizes flow-dependent statistical relationships extracted from idealized high 
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resolution WRF simulations to spread locally calibrated winds from locations with 

observations to those without. Although there is considerable overhead with respect to 

generating the suite of WRF simulations, the TEMOS implementation is relatively 

straightforward, adaptable to any domain and resolution with reasonable computational 

expense. 

TEMOS was applied to calibrate and downscale one year of 24 h wind forecasts from the 

1° GEFS ensemble over east-central Florida.  The domain features, which include a coastal 

estuary with a complex land/water mask, are an ideal testbed for examining the proposed 

methodology. The raw GEFS forecasts are biased, especially at land stations, and under 

dispersive. Using 28 Florida stations and data withdrawal experiments, TEMOS improved 

the deterministic (bMAE) and probabilistic (ES) forecast skill by 9.4% and 24.4% 

respectively. Compared to LEMOS, which provides an upper limit of the method’s utility, 

TEMOS corrects for 54.3% and 80.5% of bias and dispersion errors in the GEFS 24 h 

forecasts, respectively. Additionally, uniform multivariate rank histograms indicate that 

TEMOS forecasts are calibrated. The improved probabilistic forecast skill is a key benefit 

of the TEMOS approach.  

TEMOS is applied to an easterly flow event. In contrast to the raw GEFS, the downscaled 

(and calibrated) wind fields resolve the water bodies in the region, producing winds that 

better reflect the region’s heterogeneous surface characteristics. While TEMOS slightly 

increases the deterministic error, its enhancement of the variance increases the number of 

observations encompassed by the ensemble spread by 77%.  
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Situations where the meteorological conditions are more dynamic can be problematic.  In a 

separate analysis of a frontal passage event, TEMOS fails to adequately resolve the wind 

shift (not shown). These as well as high impact events, in general, require more tailored 

solutions such as implementing a radius of influence (e.g., Yussouf and Stensrud 2006) 

when spreading parameter estimates and/or limiting training data to analogue cases (e.g., 

Delle Monache et al. 2011). The former places additional emphasis on station proximity 

and thus requires increased observational density. The analogue approach distinguishes 

between pre- and post-frontal errors in the training data, theoretically improving local 

mean forecasts and the subsequent dispersal of that information through TEMOS if a 

sufficient number of representative training cases are available. 

The TEMOS method essentially relies on two basic assumptions. The first is that the WRF 

spatial relationships represent those of the actual atmosphere. The other assumes that each 

observing station is representative of its corresponding WRF grid cell. TEMOS performs 

well only when these assumptions are generally valid. Unrepresentative stations, such as 

XAQU and KPBI, are easily identified after TEMOS application and thus can be excluded 

when implementing the approach operationally.  

The first assumption appears to be an issue during typical Florida afternoons (18 UTC), 

where the median LEMOS wind speeds are essentially independent of those from the 

WRF. As a result, the afternoon TEMOS forecasts degrade the deterministic skill by 7.1%. 

Strong afternoon winds observed at many land stations are likely a result from increased 

turbulent mixing when the surface layer is most unstable. In order to isolate the response of 

the 10 m wind to the heterogeneous land surface, mesoscale features such as sea breezes, 
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lake breezes, and thunderstorm outflows are not represented in the idealized WRF 

simulations. The assumption that, to a first order, the flow is strongly driven by bulk 

surface inhomogeneities (i.e., surface roughness) appears to be reasonable except at 18 

UTC. These mesoscale features could be incorporated, for example, by performing 

additional WRF simulations initialized with a seasonally averaged afternoon air / sea 

temperature difference, resolving sea and lake breeze circulations under various steering 

flow regimes. Relationships could then be extracted from these data and applied to the 

forecasts valid at 18 UTC following the approach used here.  Regardless, the mean energy 

scores are improved for all forecast cycles, and the nearly uniform rank histograms indicate 

that variance parameters are effectively spread regardless of the time of day and thus the 

approach effectively spreads calibrated information. 
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Chapter 4 
Summary and Discussion 

The work presented in this dissertation advances the state of statistical post processing 

towards producing high resolution, calibrated, ensemble wind forecasts in coastal areas 

such as the Indian River Lagoon (IRL). After examining the current state of the science, 

two novel approaches were introduced and their potential was scrutinized. 

The first approach represents an initial step towards utilizing gridded observations during 

ensemble calibration. Introduced in chapter 2, the fetch method addresses two problems 

that impede the use of current analysis products for this purpose. First, analyses are prone 

to systematic error, which is inherited during calibration (Gneiting 2014). This was found 

to be the case for GEFS control, SREF control, and RTMA analyses, where wind speeds 

were, on average, negatively biased over major water bodies of central Florida. Results 

from a year-long data withdrawal study suggest that the fetch approach essentially 

eliminates this bias, and reduces absolute wind speed error by 27.4%, 23.3%, and 18.8% 

for the GEFS control, SREF control, and RTMA analysis respectively. Second, the 2.5 km 

RTMA, the highest resolution analysis available that encompasses the study domain, does 

not properly resolve the complex features of the IRL. In contrast to traditional bias 

correction techniques, the fetch approach is not bound to observing station locations, 

making it ideally suited for use in a downscaling setting. A case study was presented where 

coarse analysis wind speeds were bias corrected and downscaled to a 500 m grid, 

increasing wind speeds across the narrow IRL in a physically consistent manner. 
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The fetch method’s performance motivates its use towards downscaling an analysis 

product to provide IRL resolving, gridded verification for use during ensemble calibration. 

Based on the results presented in section 2.4.1, the RTMA represents the analysis of choice 

for downscaling. The increase in deterministic and probabilistic forecast skill using such an 

approach could be assessed using a year-long study across several stations as done here. 

Before undertaking such an effort, straightforward modifications to improve the fetch 

technique should be explored. In its current implementation, bias is estimated as the mean 

wind speed error in the refined training dataset. Instead, a linear model regressing fetch 

length against wind speed error could be constructed. Stability effects could then be 

incorporated into the model by, for example, including air/water temperature difference as 

a predictor. 

The second technique, presented in chapter 3, utilizes ensemble model output statistics 

(EMOS) to calibrate wind vector forecasts at observing stations, and spreads calibrated 

information to observation-free locations using directionally-dependent statistical 

relationships extracted from a set of WRF downscaled idealized wind fields. Averaged 

over 28 stations in a year-long data withdrawal study, this approach, abbreviated as 

TEMOS, improved deterministic skill over the raw GEFS at 06 UTC, 12 UTC, and 00 

UTC by 19.8%, 18.8%, and 7.7%, respectively. These improvements, competitive with 

those from local calibration (LEMOS), were most notable at land and shoreline stations, 

since negligible bias existed in the GEFS wind vector forecasts at water locations. The 

primary value in the approach is the ability to correct for dispersion errors, decreasing 
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mean energy scores (ES) by 24.4% across all stations. Additionally, uniform multivariate 

rank histograms indicate that TEMOS forecasts are calibrated. 

The methods introduced here make assumptions regarding the spatial interdependence of 

wind vectors (for TEMOS) and of wind speed errors (for the fetch method). The success of 

these two methods lies in the validity of their respective assumptions. The fetch approach 

expects wind speed error over unresolved water bodies to be largely fetch-dependent. 

TEMOS relies on the ability of the directionally-dependent WRF relationships to simulate 

those found in the real atmosphere. While these assumptions generally hold true, the 

capability of each method is restricted when they are unsound. Unfortunately, typical 

afternoon winds pose problems for both of these approaches. At 18 UTC wind speed error 

over unresolved water bodies is essentially independent of fetch (Fig. 2.5g). Additionally, 

the general assumption of wind speeds over water exceeding those over land is 

unsupported by 18 UTC observations (Fig. 3.9). As discussed in sections 2.5 and 3.7, these 

are likely due to mesoscale wind features such as sea and lake breezes. Appropriately 

accounting for such features could significantly increase the complexity and computational 

expense of the fetch approach, so future investigation towards that end is unlikely. On the 

other hand, the WRF downscaling framework employed by TEMOS can be modified to 

resolve these wind features, potentially allowing for their inclusion in future work. 
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Appendix 
Sensitivity of model error to observational averaging 

period 

Point observations and gridded NWP forecasts are both limited in their ability to resolve 

wind features of certain scales. For observations, shorter averaging periods allow for 

capturing shorter scale wind structures, increasing observational variability as a result 

(Harper et al. 2010). NWP models produce instantaneous wind fields (e.g., Hahmann et al. 

2015), but are limited by their horizontal resolution, unable to resolve features smaller in 

scale than the length of a few grid cells (Grasso 2000). Thus, it can be argued that model 

forecast skill should be assessed using observations undisturbed by features below the 

resolution capabilities of the model. For this reason, Dudhia (2010) suggests modeled 

winds be verified with observations that have been sufficiently averaged to remove gusts. 

However, the Global Ensemble Forecast System (GEFS) used in this dissertation is too 

coarse to resolve some larger scale diurnal wind features relevant to the study domain, such 

as the Atlantic sea breeze. This begs the following questions. What percentage of model 

error is attributable to the presence of unresolved (by the GEFS) features in the verifying 

observations? Should the averaging period of observations be increased to properly verify 

GEFS forecasts? 

To the authors’ knowledge, no formal study examines these questions. Two informal 

inquiries address a similar question: how do error statistics change by temporally averaging 

modelled winds? At an unknown number of Swiss stations, Kaufman (2015) found that 
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verifying hourly averaged winds from the COSMO model (Baldauf et al. 2011) with 

hourly averaged observations reduced MAE by 3% to 5% (compared with instantaneous 

modeled winds). In contrast, Gόmez-Navarro et al. (2015) show that, at four Swiss 

stations, there exists little difference between instantaneous winds from the WRF model 

and hourly averaged WRF winds. While instantaneous winds exhibited higher variability, 

they generally followed the hourly averaged winds. 

The purpose of this appendix is to document a preliminary effort towards addressing the 

previously stated questions. Specifically, it investigates the impact of verifying GEFS 

ensemble mean forecasts with observations that differ in averaging period length. To this 

end, 24 h surface wind forecasts are compared with two-minute backwards-averaged 

(standard ASOS), and one through 24 h center-averaged wind speed observations at four 

ASOS stations: Daytona Beach International Airport (KDAB), Orlando Melbourne 

International Airport (KMLB), Vero Beach Regional Airport (KVRB), and Palm Beach 

International Airport (KPBI). Anemometer height at each station is 10 m, and each reports 

two-minute backwards-averaged wind speed and wind direction every five minutes. GEFS 

forecasts are verified against these twenty-five distinct classes of observations across the 

2015 calendar year. The GEFS ensemble cycles four times per day (00 UTC, 06 UTC, 12 

UTC, and 18 UTC), yielding at most 1460 verifications per reporting station and 

observation class. Due to missing observations, the actual number of comparisons for each 

observation class is 1408 (KDAB), 1452 (KMLB), 1437 (KPBI), and 1442 (KVRB). 

The mean absolute error (MAE, m s-1) as a function of averaging period at the four stations 

is shown in Figure A1. As averaging period increases, MAE decreases to a minimum and 
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then increases afterwards in parabolic fashion. The averaging period at which these minima 

occur differs by station: 11 h at KDAB (1.12 m s-1), 13 h at KVRB (1.23 m s-1), 15 h at 

KMLB (1.08 m s-1), and 16 h at KPBI (1.04 m s-1). However, the confidence intervals, 

determined via bootstrapping, associated with these minima overlap those of several 

averaging periods on each side. Compared with standard ASOS observations, these minima 

represent MAE reductions of 24% (KDAB), 26% (KMLB), 28% (KPBI), and 22% 

(KVRB), which exceed those resulting from state-of-the-art bias correction methods.  
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Figure A1 – GEFS ensemble mean MAE (m s-1) at KDAB, KMLB, KPBI, and KVRB across 

calendar year 2015 as a function of averaging period. Error bars represent 95% confidence intervals 

for respective group MAE values. 
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Due to GEFS wind bias varying seasonally (Fig. 2.8) and diurnally (Fig. 3.8), in Figure A2 

we separate the impact of increasing averaging period on MAE (white bars) by forecast 

cycle (rows) and season (columns). Wind speed bias and observational variability 

(quantified by the standard deviation of observations) are represented as black and red 

points, respectively. Results were generally similar across the four stations, so only those 

for KMLB are shown. The manner in which increased averaging period affects the bias, 

MAE, and observational variability is season- and cycle-specific. For example, increasing 

averaging period can decrease (e.g., JJA 18 UTC), increase (e.g., DJF 18 UTC), or have 

little effect (e.g., MAM 06 UTC) on MAE. Similarly, wind speed bias can change from 

negative to positive (e.g., JJA 18 UTC), shift from neutral to positive (e.g., DJF 18 UTC), 

continuously decrease (e.g., MAM 12 UTC), or experience little change (e.g., DJF 12 

UTC). Observational variability, largest during the fall (SON) and smallest during the 

summer (JJA), generally decreases with increasing averaging period. However, its sharpest 

decrease occurs during summer afternoons (JJA 18 UTC) and evenings (00 UTC), 

particularly after one to two hours of averaging. These times correspond with the height of 

the Atlantic sea breeze, potentially implying that the associated decreasing MAE is due to 

smoothing out such features in the observations. However, MAE during summer 

afternoons is minimized with a 17 h averaging period, a quantity not known to be 
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associated with the sea breeze cycle. 
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Figure A2 – GEFS MAE (white bars) and bias (black points), and the standard deviation of 

observations (red points) at KMLB across calendar year 2015 as a function of averaging period. 

Error bars represent 95% confidence intervals for respective group MAE values. Units are in m s-1. 

Results are separated by season (left to right: winter (DJF), spring (MAM), summer (JJA), and fall 

(SON)) and forecast cycle (top to bottom: 00 UTC, 06 UTC, 12 UTC, and 18 UTC). 

Thus, while increased observational averaging period reduces GEFS forecast error to a 

point (Fig. A1), this brief analysis hints that its effect hinges on the interaction between 

changing observational variability and evolving biases. Future investigation is needed 

before definitive statements can be made regarding the representativeness of unaltered 

wind reports towards coarse ensembles such as the GEFS. 

 


